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Abstract

Soft production preferences are a key feature of incremental
language production, yet they lack a well-defined unified ex-
planatory theory. Here, we propose an information-theoretic
theory of availability effects grounded in the notion of lossy-
context working memory, which takes the form of a cost func-
tion that can be applied to any computational-level model of
language production. We show that production policies that
minimize this cost function naturally give rise to key soft pref-
erences observed in empirical data, including frequency bias,
heavy-NP shift, and agreement attraction. We then show a
novel prediction made by the model regarding the entropy of
arguments’ thematic roles, and show that this effect holds in
corpus data.

Keywords: language production; working memory; availabil-
ity; information theory

Introduction

Language production is thought to be largely incremen-
tal, meaning that speakers choose their words as they pro-
duce them, in real time (Bock, 1982; Levelt, 1989; Grif-
fin, 2001; Brown-Schmidt & Hanna, 2011). Across lan-
guages, this incrementality results in speakers routinely ex-
pressing strong preferences between semantically equivalent
(or nearly equivalent) utterances. Take, for example,

QY a. I gave my friend a beautiful red Italian car.
b. I gave a beautiful red Italian car to my friend.

Speakers almost universally produce utterances like (1a) over
those like (1b), where the shorter constituent (‘my friend’)
comes before the longer one (‘a beautiful red Italian car’).
Here, we take a broad view of such effects, which we term
soft production preferences (Bresnan, Dingare, & Manning,
2001). These are not statements about grammaticality, but
rather strong behavioral preferences that inform our under-
standing of computational models of production. This termi-
nology is inclusive of ordering effects like heavy-NP shift as
in Example 1 (Stallings, MacDonald, & O’Seaghdha, 1998;
Arnold, Losongco, Wasow, & Ginstrom, 2000), and availabil-
ity effects, where speakers prefer to use words that are ‘easier’
to produce, and will therefore produce them earlier in an ut-
terance, or over less ‘available’ alternatives (Koranda, Zetter-
sten, & MacDonald, 2021). It also includes systematic speech
errors, such as agreement attraction. In language data, these
effects manifest as preferences to produce items with certain
features earlier: for example, short constituents are produced
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before long ones, frequent before infrequent, animate before
inanimate, and so on. Yet most computational-level models
of production do not explain why these features in particu-
lar are associated with availability and other soft production
preferences (e.g. Degen, 2023; Cohn-Gordon, Goodman, &
Potts, 2019; Ferreira & Dell, 2000; Bock & Warren, 1985).

Here, we propose an explanatory theory of soft production
preferences. Previous work has hypothesized that some of
these preferences arise from a constraint on working mem-
ory (e.g. Chang, 2009; Slevc, 2011; Arnold, Kaiser, Kahn,
& Kim, 2013; Futrell, 2019; Rathi, Waldon, & Degen, 2024).
In line with this idea, we show that a variety of soft produc-
tion preferences emerge if we assume that speakers act in a
way that minimizes an information-theoretic quantity called
predictive information, which quantifies the amount of in-
formation that must be extracted and stored about the past of
an utterance needed to specify its future. Our model is best
thought of as a universal cost function compatible with many
concrete models of production. We hold that soft production
preferences will emerge from any policy that minimizes pre-
dictive information, whether implicitly or explicitly.

In what follows, we first formally characterize predictive
information. We present three simulations that show how
minimizing predictive information gives rise to three key em-
pirical soft production preferences: frequency bias in con-
stituent order, heavy-NP shift, and agreement attraction. We
then show that our theory predicts a novel ordering effect as a
function of the entropy of the thematic roles of the arguments,
and verify that this effect appears in corpus data.

Model

Our goal is to characterize how production effects emerge
from a speaker’s production policy, a distribution over ut-
terances conditional on the world state, which includes the
linguistic context of what the speaker has said so far. We do
so by means of a cost function building on the notion of pre-
dictive information (Futrell & Hahn, 2024), a measure of the
complexity of sequential prediction.

Predictive information measures the amount of informa-
tion about the past of a stochastic process that an agent needs
to extract and store in order to predict or generate its future
(Bialek, Nemenman, & Tishby, 2001; Crutchfield & Feld-
man, 2003; Palmer, Marre, Berry, & Bialek, 2015). Thus,
it implicitly formalizes the notion of memory cost in terms



of a concrete information-theoretic quantity. If speakers act
under a resource constraint on memory, then they should pre-
fer policies that have low predictive information, and thus re-
quire less memory resources. The idea of minimizing predic-
tive information is a simpler form of the memory—surprisal
tradeoff from previous work (Hahn, Degen, & Futrell, 2021;
Hahn, Mathew, & Degen, 2021; Futrell & Hahn, 2022; Rathi,
Hahn, & Futrell, 2022): predictive information is the amount
of information that must be extracted from context in order to
achieve the highest possible predictability on average.

Memory constraints often appear in models of online lan-
guage comprehension (Lewis & Vasishth, 2005; Futrell, Gib-
son, & Levy, 2020; Hahn, Futrell, Levy, & Gibson, 2022;
Kuribayashi, Oseki, Brassard, & Inui, 2022). Here we extend
this concept to production. The core idea is that during in-
cremental language production—indeed, during the produc-
tion of any sequence of actions (Lai & Gershman, 2021)—it
is easier and more automatic to produce units that are incre-
mentally predictable (Goldman-Eisler, 1957; Futrell, 2023).
However, these incremental predictions must be made based
on constrained memory. Production preferences emerge from
policies that minimize the amount of memory that must be
used to achieve optimal prediction.

Predictive Information

Given a stationary stochastic process generating symbols la-
beled ..., X;—1,X;,X;11,. .., predictive information is defined
as the mutual information between the entire past of the pro-
cess and the entire future of the process:

E = I[X<t th] (1)

This quantity can be calculated from the n-gram entropy
rate, which is the average entropy of a symbol given the pre-
vious n — 1 symbols as context. The n-gram entropy rate is
the amount of information that the size n — 1 context win-
dow gives us when we produce X;. Formally, for a sequence
{X;}"_,, at time ¢, the n-gram entropy rate is

hn = H[Xt |X[,n+1,...,X[71} (2)

where H[X | Y] is the entropy of X conditional on Y:
HX | Y] = E[-logp(x| y)]. If {X;}!', is a stationary
stochastic process, h, will converge asymptotically to the en-
tropy rate h. Predictive information can be calculated as the
rate of convergence to the entropy rate (Crutchfield & Feld-

man, 2003):

E=Y (ha—h). 3)
n=1

Intuitively, this means that if X; can be predicted with a
small context window, the process has low predictive infor-
mation, since h, converges to h quickly, but if X; resolves
long-distance dependencies, a small context window will not
be informative and thus &, — h will be large for small n; in

other words, the predictive information will be high.!
INote crucially that /, is monotonically decreasing in 7. This

reflects the intuitive fact that, with more context, the next symbol is
made easier to predict.

Discounting

To explore the relative importance of near vs. distant context,
we apply discounting to predictive information. For a dis-
count factor y € [0, 1], we define the y-discounted predictive
information as

Ey=Y "' (ha—h), )
n=1

which recovers pure predictive information £ when the dis-
count factor Y= 1. While predictive information has been
applied to analyze natural language in previous work (Li,
1989; Ebeling & Poschel, 1994; Debowski, 2011; Futrell &
Hahn, 2024), this notion of discounted predictive information
is novel to our knowledge.

The discount factor y determines how much weight is given
to near versus distant contexts. When 7yis small, only the most
local context matters, and when it is large, more and more
context is taken into account. We may also take discounted
predictive information as a cognitive cost function, reflecting
the idea that memory for distant contexts is simply lost or be-
comes unavailable. In that case, this lost information does not
contribute to memory cost, although it presumably manifests
as decreased predictability for symbols.

Measuring Predictive Information

To calculate predictive information for a given text training

set, we first fit n-gram models forn = 1,...,N for some large
N. The n-gram probability of producing a symbol x; given
context xy,...,X;—1 is given by

p(xt ‘xlw"axt—l) = pn(xt |xt—n+17"->xt—1)a (5)

where p, () is the distribution from the n-gram model. These
n-gram probabilities are then used to calculate n-gram en-
tropy rates and then (discounted) predictive information using
the formulas above. We estimate the n-gram probabilities us-
ing modifier Kneser-Ney smoothing (Heafield, Pouzyrevsky,
Clark, & Koehn, 2013).

Study 1: Frequency Effects in Ordering

One key soft production preference is a bias towards produc-
ing more frequently occurring units earlier in a sentence when
a construction allows for flexible ordering, as they are more
‘accessible’ to speakers (Jescheniak & Levelt, 1994; Bock,
1982; Koranda et al., 2021). For example:

2) a. I gave the girl the aardvark.
b. I gave the aardvark to the girl.

A speaker would more likely produce (2a), since ‘girl’ is a
more frequent lexeme than ‘aardvark.’

We show that policies which have this bias result in lower
predictive information. The core intuition is that, in produc-
ing more a frequent constituent first, the second constituent is
made more predictable with more local information.

We do so by first fitting a predictive information model to
a toy corpus with no frequency bias, and then computing the
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Figure 1: Preference for recipient-first order (predictive in-
formation difference, discount Y = .5) as a function of nor-
malized frequency difference between recipient and theme.
Recipient-first order is preferred when the recipient is more
frequent.

predictive information of frequent-first vs. infrequent-first
constructions. This allows us to model the extent to which
predictive information is minimized even under a speaker pol-
icy that has only ever been exposed to a balanced corpus.

Simulation Setup

The corpus consists of multiple sets of 2 monotransitive and
2 ditransitive sentences, with one possible verb for each sen-
tence type (‘kept’ or ‘gave’). To construct a set of sentences,
we draw two nouns and generate both possible ditransitives
and monotransitives:

I gave the nounl the noun2
I gave the noun2 the nounl
I kept the nouni
I kept the noun2.

We generate a corpus with no explicit frequency effects,
where each noun appears equally many times in both the first
and second argument of the distransitive verb. We do so by
randomly assigning each noun a frequency weight, and then
using a linear program to produce pairs of sentences satisfy-
ing these weight constraints. The resulting corpus consists of
11200 sentences (5600 ditransitives) based on a vocabulary
of 50 nouns. We show results with discount y=0.5.

After we fit n-gram models to the training corpus, we mea-
sure frequency bias by calculating the predictive informa-
tion over each ditransitive sentence. These quantities give
us a sense of the memory usage for generating such sen-
tences, for a speaker who has only ever been exposed to
a balanced corpus. We compute the quantity recipient-
first order preference as Fy(theme-before-recipient) —
Ey(recipient-before-theme), which is positive when the

recipient-before-theme order has lower predictive informa-
tion and is thus preferred. We compare this to the difference
in (normalized) frequency between the recipient and theme.

Results

Results are shown in Figure 1. We find that when the recip-
ient is more frequent than the theme, the recipient-first order
has lower predictive information, and the opposite when the
theme is more frequent. In other words, production policies
with a frequent-first bias reduce predictive information.

Study 2: Modeling Heavy-NP Shift

Heavy-NP shift is a phenomenon in which speakers delay
long (‘heavy’) constituents in constructions that allow for
flexible constituent ordering. For example, (1a) above is an
example of heavy-NP shift: the short constituent ‘my friend’
is produced before the long constituent ‘a beautiful red Ital-
ian car,” even though the opposite order (theme before recipi-
ent) is the canonical baseline (Stallings et al., 1998; Stallings
& MacDonald, 2011). In contrast, in head-final languages
like Japanese, heavy-NP shift acts in the opposite direction:
longer constituents shift to be produced before shorter ones
(Yamashita & Chang, 2001).

Here we show that heavy-NP shift decreases predictive in-
formation, in both head-initial languages (with short-before-
long shift) and head-final languages (with long-before-short
shift). The intuition, in line with previous work, is that heavy-
NP shift decreases the dependency length between the verb
and the head of each of constituent (Temperley & Gildea,
2018; Futrell, Levy, & Gibson, 2020).

Simulation Setup

Similarly to Study 1, we compute predictive information from
toy corpora which do not show any length-based bias. We
construct such corpora for two types of toy languages: one
with head-initial syntax and one with head-final syntax.

Each corpus consists of multiple sets of 4 monotransitive
and 8 ditransitive sentences, again with one possible verb for
each sentence type. To construct a set of sentences, we uni-
formly draw a theme noun and modifier and a recipient noun
and modifier. We generate all 8 possible ditransitives, ex-
pressing all permutations of order (theme / recipient first) and
length (i.e. including / not including the modifier), as well
as all 4 possible monotransitives (i.e. with each noun as the
object, with or without the modifier):

gave the nounl the noun2
gave the noun2 the nounl
gave the adjl nounl the noun2
gave the noun2 the adjl noun

— o

[ B

kept the nouni
I kept the adjl nouni

We experiment with a variety of modifier lengths in this
simulated corpus, ranging from 1 to 6, generating a new cor-
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Figure 2: Difference in predictive information for long-before-short minus short-before-long orders, as a function of the dis-
count factor. A positive value indicates that the short-before-long order is preferred, that is, it has lower predictive information
than the long-before-short order. In the head-initial toy language, we find a consistent preference for the short-before-long order
except for very short modifiers at discount factor near 1; in the head-final toy language, we find a consistent preference for the

long-before-short order.

pus for each of these lengths. Each dataset consisted of 6000
total sentences. For each dataset, we fit several models, vary-
ing the discount factor .

We measure heavy-NP shift preference again by comput-
ing predictive information, here comparing sets of sentences
instantiating a long-before-short or short-before-long order.
Since we are interested in the extent to which short-before-
long constructions create less cost, we compute the quantity
short-before-long preference as E,(long-before-short) —
Ey(short-before-long), which is positive when the short-
before-long order has lower predictive information (that is,
consistent with heavy-NP shift in head-initial languages).

Results

Results are in Figure 2. We see that in the head-initial toy cor-
pora, short-before-long constructions have lower predictive
information than long-before-short constructions, and that the
opposite is true in the head-final toy corpora. In other words,
heavy-NP shift indeed leads to production policies with lower
predictive information.

Study 3: Agreement Attraction

Agreement attraction (Bock & Miller, 1991) is a type of pro-
duction error in which a speaker produces a verb that agrees
with a noun (the ‘attractor’) other than its subject:

3) The key to the cabinets are missing.

That agreement attraction might be the result of memory con-
straints is intuitive: if a speaker upweights local information,
they will be susceptible to making errors based on this infor-
mation, rather than using distant information.

A key feature of agreement attraction is that plural nouns
tend to be stronger attractors than singular ones (Bock & Cut-
ting, 1992). Most previous memory-based approaches require
this bias to be built into the model in some capacity (Badecker
& Kuminiak, 2007; Wagers, Lau, & Phillips, 2009; Keshev,
Cartner, Meltzer-Asscher, & Dillon, 2024). However, we hy-
pothesize that this is due to a simple distributional difference:
nouns are plural less frequently than singular.

We show that sentences exhibiting agreement attraction er-
rors have lower predictive information. We also show that
attraction to less frequent noun forms reduces predictive in-
formation even more than attraction to frequent ones.

Simulation Setup

We construct a toy corpus consisting of sets of 2 simple and
4 ‘complex’ embedded RC sentences. Each set consists of a
subject, an attractor, and a preposition. We generate all four
possible embedded RC constructions following the structure
of Example 2, with nouns marked for number using a postpo-
sitional token (SG or PL).

the noun1 S prep the noun2 S is adj
the noun1 S prep the noun2 P is adj
the noun1 P prep the noun2 S are adj
the noun1 P prep the noun2 P are adj
the nounl S is adj
the nounl P are adj

We ‘padded’ these sets with multiple copies of sentences
using only singular nouns, such that the final distribution of
number was 3:1 singular to plural.? Each sentence had a 10%

2This approximately matches the distribution of singular and plu-
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Figure 3: Difference in predictive information for unattracted
minus attracted sentences, as a function of the discount factor
Y. A positive value indicates that the attracted sentence has
lower predictive information than its unattracted (grammati-
cal) version. At lower discounting factors, attraction reduces
predictive information, while for gamma near 1, attraction in-
creases predictive information. Plural nouns (less frequent in
the training dataset) are stronger attractors than singular ones.

probability of exhibiting an attraction error.3 The training set
comprised of 37500 total sentences.

We are interested in the predictive information of sentences
exhibiting attraction errors, compared to their grammati-
cal counterparts. We thus measure the attraction strength
Ey(unattracted) — Ey(attracted), which will be high if the at-
traction error does indeed decrease predictive information.

Results

Results are in Figure 3. We observe a clear attraction ef-
fect at low discounting factors, when distant contexts are
downweighted. For high discounting factors, as the dis-
counting factor approaches 1 (i.e. as Ey utilizes more con-
text), attraction errors begin to increase predictive informa-
tion. We also note that the attraction strength of plural attrac-
tors (which were uncommon in the training dataset) is signif-
icantly greater than that of singular attractors. In this sense,
predictive information recovers the number asymmetry with
no additional machinery.

Study 4: Thematic Role Entropy

The framework of predictive information minimization can
also inform novel predictions about soft production prefer-
ences. We show that if two constituents have highly certain
thematic roles (i.e. they are highly ‘theme-like’ or ‘recipient-

ral nouns in English data, which we measured using the parsed En-
glish Web Treebank (Bies, Mott, Warner, & Kulick, 2012).

3Without this error probability, the predictive information model
would be infinite for sentences with attraction errors, as the attracted
verb would have probability 0.

like’), then their length plays a smaller role in predicting their
order. We verify that this prediction holds in natural language
data. Our intuition here is that when one argument has a
highly certain thematic role, it is highly predictive about the
thematic role of the next argument. So the predictive infor-
mation required to produce the second argument is thus made
lower.

Model Prediction

As above, we train a predictive information model on an
order-balanced corpus. However, here we use a single cor-
pus with constituents of lengths between 1 and 12, and, rather
than each noun appearing equally frequently as a theme or re-
cipient, we give each noun a probabilistic thematic role bias,
which we draw uniformly.

We first formalize the notion of thematic role certainty. We
consider the binary entropy of the thematic roles of both
constituents. Formally, for a sentence with two arguments
c1, ¢y, the role entropy is given by

Role Entropy = — Y p(ci =1)log p(c; =1),
i

where p(c; =1t) is the probability that ¢; is a theme:

plci=t)
pler=0)+plca=1)

ﬁ(ci =t ) = (6)
We then fit a logistic regression in the simulated order-
balanced data to predict preferred order (theme- or recipient-
first) as defined by minimizing predictive information, with
role entropy, difference in length (recipient length minus
theme length in words), and their interaction as predictors.
We find that role entropy does lead to attenuated heavy-NP
shift, as shown by a negative interaction in Table 1 and visu-
alized in Figure 4.

Corpus Preparation

To verify this effect in natural language data, we use Bresnan,
Cueni, Nikitina, and Baayen’s (2007) parsed set of 2360 da-
tives from the Switchboard corpus (Godfrey, Holliman, &
McDaniel, 1992). To compute role entropy, we extract prob-
abilities from Llama-3.1-8B, an open-source large language
model (Dubey et al., 2024). For a given argument (in context)
¢, we measure p(to | ¢). If this probability is high, it means
that the constituent is highly likely to be a theme, since the
language model expects a recipient to follow. In other words,
this approximates p(c =t) above.

Similarly to the simulation, we fit a logistic regression to
predict order from binary thematic role entropy and length
difference. Here, we also include control variables for
animacy and definiteness, which were hand-annotated by
Bresnan et al. (2007), and probability in context, which was
computed by Futrell (2023).* We also include random inter-
cepts for speaker ID and corpus.

4The probability in context was computed by using GPT-3
(text-davinci-001) (Brown et al., 2020).
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Figure 4: Preference for recipient-first form in the dative alternation, as predicted by a logistic regression as an effect of length
difference and role entropy. In all plots, as length difference increases, the proportion of recipient-first decreases, and the slope
of each line gets approximately more negative when entropy is high.

Coefficient p Value Coefficient p Value
Intercept —-0.92 wkE 1.90 wkE
Role Entropy 0.51 ok —1.00 *
Length Difference —0.144 oAk —1.93 wAK
Role Entropy x Length Difference —1.99 oAk —1.886 o

Table 1: Logistic regression fit to simulated (left) and natural (right) corpus. ***p < 0.001, **p < 0.01, *p < 0.05. The
natural corpus regression included controls for animacy, definiteness, and probability in-context; these all came out significant
(p < 0.001) with coefficients with the expected sign (theme negative, recipient positive). Crucially, both regressions show a
significant negative interaction between entropy and length difference, indicating that greater certainty dampens heavy-NP shift.

Results

Regression coefficients for entropy and length difference
from both corpora are in Table 1. Figure 4 plots the pro-
portion of theme- and recipient-first orders against length dif-
ference at different role entropy levels. In both settings, we
find a significant negative interaction between role entropy
and length difference. This indicates that, as predicted, in-
creased certainty about thematic role (lower entropy) has a
dampening effect on length difference.

Conclusion

Prior work on soft production preferences do not typically
reach a concrete formalization of the underlying causes of
these effects, and instead model them with empirically iden-
tified features such as animacy, frequency, and length. We
have proposed a general explanatory theory for some of these
effects based on the predictive information bottleneck.

Our model of production preferences is highly general in
its form as a cost function, and as such, it can be integrated
into a variety of computational-level theories of production.

For example, the Rational Speech Acts (RSA) model of inter-
active language use describes a speaker’s production policy as
a distribution subject to an unspecified cost function (Frank
& Goodman, 2012; Cohn-Gordon et al., 2019; Degen, 2023).
Similarly, Futrell’s (2023) Rate-Distortion theory of Control
(RDC) model operationalizes cost in terms of deviation from
an ‘automatic policy,” which may be constrained by predic-
tive information. Our theory also builds on a growing body
of work that models language use as process of using finite,
lossy memory resources to make predictions about future ma-
terial (Futrell, 2019; Futrell, Gibson, & Levy, 2020; Hahn et
al., 2022). It remains to be seen the extent to which predic-
tive information gives the whole picture of soft production
preferences, or whether additional machinery is required.
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