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ABSTRACT
Recommender systems that can learn from cross-session data to
dynamically predict the next item a user will choose are crucial for
online platforms. However, existing approaches often use out-ofthe-box sequence models which are limited by speed and memory
consumption, are often infeasible for production environments,
and usually do not incorporate cross-session information, which is
crucial for effective recommendations. Here we propose Hierarchical Temporal Convolutional Networks (HierTCN), a hierarchical
deep learning architecture that makes dynamic recommendations
based on users’ sequential multi-session interactions with items.
HierTCN is designed for web-scale systems with billions of items
and hundreds of millions of users. It consists of two levels of models: The high-level model uses Recurrent Neural Networks (RNN)
to aggregate users’ evolving long-term interests across different
sessions, while the low-level model is implemented with Temporal Convolutional Networks (TCN), utilizing both the long-term
interests and the short-term interactions within sessions to predict the next interaction. We conduct extensive experiments on a
public XING dataset and a large-scale Pinterest dataset that contains 6 million users with 1.6 billion interactions. We show that
HierTCN is 2.5x faster than RNN-based models and uses 90% less
data memory compared to TCN-based models. We further develop
an effective data caching scheme and a queue-based mini-batch
generator, enabling our model to be trained within 24 hours on a
single GPU. Our model consistently outperforms state-of-the-art
dynamic recommendation methods, with up to 18% improvement
in recall and 10% in mean reciprocal rank.
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For many web applications, making item recommendations that
match users’ interests is of key importance. Effective recommendations greatly improve users experience and retention, which leads
to long-term increase in engagement. In real-world scenarios, user’s
interests dynamically shift and evolve over time. While interests of
a user across different sessions might depend on their long-term
interests and are hence somewhat stable, the short-term in-session
interests tend to evolve rapidly. Therefore, an ideal recommender
system should be able to capture both levels of user’s dynamic
interests and update those interests in real-time based on user’s
interactions.
The most direct data sources to build a recommender system are
users’ past sequences of interactions, which are abundant and well
structured. Currently, rule-based models are still widely used to
make dynamic recommendations. Many works have shown that
rule-based models, e.g., recommending the items with the largest
number of interactions, is in fact a very strong baseline [12, 23].
Recent years have witnessed the power of sequence-based deep
learning models in computer vision [22], natural language processing [19], and graph structured data [37]. In addition, recent
works have applied sequence models for dynamic recommender
systems [12, 31, 35] as well. These techniques usually involve using
a specific sequence model, such as RNN or Convolutional Neural
Networks (CNN), to encode users’ past interactions into a latent
feature space, which is then used for future predictions.
However, none of these approaches is suitable for recommender
systems that scale to modern web-scale production environments
with hundreds of millions of user, billions of items and tens of billions of interactions per day. In particular, rule-based models fail
to perform well in complex large-scale tasks. Purely RNN-based
or CNN-based approaches do not capture the hierarchical nature
of in- and cross-session user interests. In addition, RNN-based approaches are slow and difficult to train on massive data due to issues
with gradient backpropagation. CNN-based approaches have high
memory consumption, and do not involve smooth and interpretable
latent representations than can be reused for down-stream tasks.
Here we propose Hierarchical Temporal Convolutional Networks (HierTCN), a novel neural architecture for modeling users’
sequential interactions, which enables real-time large-scale recommender systems. We design our model with modern web-scale
recommender system production environment in mind; therefore,
HierTCN is memory-efficient and fast to compute. HierTCN consists of two levels of models to capture hierarchical levels of user
interests. The high-level model uses RNN to capture users’ evolving
long-term interests across sessions, while the low-level model is
implemented with TCN, utilizing both a user’s long-term interests
and the short-term interactions within sessions to output a dynamic

