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Abstract
In this paper, we aim to promote understanding
of the phenomenon of adversarial examples
by analyzing a trade-off between accuracy and
adversarial robustness in an idealized setting and
under the infinite data assumption. We show that
with infinite data, the accuracy-robustness trade-
off provably exists, and that the standard optimal
decision hyperplane and the adversarially optimal
decision hyperplane are fundamentally different.
Specifically, their distance is proportional to
the attack strength. We also demonstrate
how standard training, adversarial training and
data-randomized training balance the accuracy-
robustness trade-off differently. Numerical case
studies with visualizations are provided.

1. Introduction
Deep learning models are state-of-the-art in many machine
learning tasks. As they are deployed in increasingly wide
fields, a key problem that arises is their vulnerability
to adversarial examples, examples that are deliberately
fabricated near a correctly classified example to mislead the
classifier. Techniques that aim to generate such adversarial
examples are termed adversarial attacks, while adversarial
defenses aim to counter such attacks and build adversarially
robust models.

One of the most surprising things about adversarial
examples is that almost every example can be adversarially
attacked (Carlini & Wagner, 2017). Moreover, adversarial
examples can even be generated in a black-box fashion
without knowledge of the model (Papernot et al., 2017).

Pioneering studies (Liao et al., 2018; Xie et al., 2017; Cao
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& Gong, 2017) on adversarial defenses tend to deal with the
problem by testing-stage remedy, e.g. using a denoiser or
input randomization. While testing-stage methods usually
cannot resist white-box attacks (Athalye et al., 2018), some
training-stage defenses are considered as methods that can
improve the model robustness substantially. Adversarial
training (Tramèr et al., 2017; Sinha et al., 2018; Madry
et al., 2017) is one of them. Nowadays, adversarial training
with projected gradient descent (PGD) (Madry et al., 2017)
is considered to be state-of-the-art.

In recent years, an increasing attention has been
paid to understanding the phenomenon of adversarial
examples (Gilmer et al., 2018; Schmidt et al., 2018; Tsipras
et al., 2018). However, there seems to be still a long way to
go. In this work, we aim to understand the trade-off between
standard accuracy and adversarial robustness given infinite
or sufficient data. This supplements previous works that
study adversarial examples with finite data, and provides
a view on what changes ‘big’ data can or cannot bring.
Specifically, in a simple but informative setting under the
infinite data assumption, we find the following:

• The classifier with the highest standard accuracy
provably differs from that with the highest adversarial
robustness, which is obtainable by adversarial training.
Between the standard optimal classifier and the
adversarially optimal classifier, we can find classifiers
that are optimal in the sense of linear combinations of
these two goals.

• The distance between the standard and the adversarially
optimal decision hyperplanes can be both lower and
upper bounded, and both bounds are proportional to
the attack radius ε. Specifically, under `∞-attack the
distance is Θ(

√
dε) with d the dimensionality.

• Different training strategies, including standard
training, adversarial training, and data-randomized
training favor accuracy and adversarial robustness
differently. The in-between classifiers that balance the
trade-off can be obtained by data-randomized training
with different randomization parameters.

• For some data distributions, it is possible to improve
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the adversarial robustness of a classifier significantly
at the price of a slight accuracy decrease.

2. Related Work
We now briefly review some recent works on understanding
the phenomenon of adversarial examples, which turn to
simple and idealized cases to look for insights and are most
relevant to our study.

(Gilmer et al., 2018) studies the idealized spherical data
and suggests that the only way to reduce the frequency
of adversarial examples might be to reduce standard
classification error. However, we are not optimistic about
this point of view, since we have found that in our setting,
the standard optimal decision boundary differs from the
adversarially optimal decision boundary.

(Schmidt et al., 2018) focuses on the inherent sample
complexity of adversarially robust generalization. By
studying two concrete distributional models, they show that
for high-dimensional problems, adversarial robustness can
provably require a significantly larger number of samples.
However, they make a number of assumptions on the data
distribution, making their theoretical results less likely to
generalize to the real world.

We share the view in a recent study (Tsipras et al.,
2018) that there is a trade-off between accuracy and
adversarial robustness. They ascribe the trade-off to
different representations learned by the standard optimal
and adversarially optimal classifiers. But both the data
and the attack in their assumptions are rather special. For
example, they assume that the attack radius is greater than
the distance between the two classes’ mean value. For real-
world problems, however, very small perturbations on the
inputs of a model can already lead to a significant risk of
misclassification.

3. A Trade-off between Accuracy and
Adversarial Robustness

3.1. Accuracy and Adversarial Robustness Lead to
Different Optimal Classifiers

We consider a simple yet useful setting: binary classification
over two spherical Gaussian distributions. Specifically,
we aim to use a linear classifier to classify two classes
of data drawn from d-dimensional Gaussian distributions
Nd(µ1, σ

2
1I) and Nd(µ2, σ

2
2I) respectively, with balanced

positive and negative samples.

This kind of task has been studied in a more restricted
form previously (Schmidt et al., 2018; Tsipras et al., 2018).
However, our setting is fundamentally different from theirs
in that they assume the two classes have the same variance,

while what we assume is exactly the opposite. Moreover, we
set fewer quantitative restrictions on the parameters of the
data distribution and on the strength of adversarial attacks.
All these make our results more general.

Also, it should be noted that our analysis is based on the
assumption of infinite data, so that the parameters of the two
Gaussian distributions are essentially inferable. This can be
regarded as an approximation of the cases where the data
are sufficient. As will be seen, this infinite data assumption
simplifies the problem and reveals its nature, thus providing
valuable insights.

We first give definitions of standard error β and adversarial
error β̃, which are adopted from (Schmidt et al., 2018).
Definition 1 (Standard Error). Let P be a distribution on
Rd × {±1}. Then the classification error for a classifier
f : Rd → {±1} is defined as β := P(x,y)∼P [f(x) 6= y].
Definition 2 (Bεp-Robust Classification Error). Let P be a
distribution on R × {±1}. For x ∈ Rd, we denote the
ε-neighborhood under `p-distance by Bεp(x) =

{
x′ ∈

Rd
∣∣‖x′ − x‖p < ε

}
. Then the Bεp-robust classification

error for a classifier f : Rd → {±1} is defined as
β̃ := P(x,y)∼P

[
∃x′ ∈ Bεp(x) : f(x′) 6= y

]
.

Then, naturally, the standard accuracy, or accuracy, is
defined as 1− β, and the adversarial robustness as 1− β̃.

With the settings and definitions above, we have the
following theorem stating that the standard optimal classifier
and the adversarially optimal classifier are different.
Theorem 1. Consider the linear classification task on the
data set with two classes following d-dimensional Gaussian
distributions Nd

(
µ1, σ

2
1I
)

and Nd
(
µ2, σ

2
2I
)

respectively,
with µ1 6= µ2. If σ1 6= σ2, then the standard optimal
decision hyperplaneW ? and the Bεp-robust optimal decision
hyperplane W̃ ? are two different parallel hyperplanes in
Rd. Moreover, for any λ ∈ (0,+∞),

W ?
λ = arg min

W
β(W ) + λβ̃(W ) (1)

yields a decision hyperplane lying between W ? and W̃ ?

and parallel to them.

Please see Appendix A.1 for the proof of Theorem 1. From
Theorem 1, different weights assigned to ‘accuracy’ and
‘robustness’ lead to different optimal classifiers. Previous
works have ascribed the existence of adversarial examples
to the standard classification error or defects of model
structure (Gilmer et al., 2018; Krotov & Hopfield, 2018).
However, Theorem 1 shows that the minimum of standard
accuracy and adversarial robustness may be fundamentally
unreachable at the same point.

Furthermore, Theorem 1 implies that the increase of
adversarial robustness is at an inevitable cost of accuracy,
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and vice versa, which is a reflection of the trade-off between
accuracy and adversarial robustness. This conclusion is
quite intuitive since nearly all existing adversarial defenses
have a side effect of harming accuracy.

3.2. Distance Gap Between the Standard and
Adversarially Optimal Hyperplanes

Now we provide more insights on how ‘different’ the
standard and the adversarially optimal decision hyperplanes
are by giving upper and lower bounds on the distance
‖W̃ ? −W ?‖ between them under an `∞-attack. This can
be generalized to an lp-attack for any p by modifying the
distance constant εp, which is defined in Appendix A.1.

We always assume that ε 6 ‖µ2−µ1‖2√
d

. By the monotonicity
of p-norms ‖x‖p 6 ‖x‖q if p 6 q, the assumption actually
ensures that εp 6 ε∞ 6

√
dε 6 ‖µ2 − µ1‖2 for all p ∈

[1,∞]. This assumption is quite reasonable, since in real-
world cases, the attack strength ε is usually much smaller
than the distance between the centers of two classes.

We now give the lower and the upper bounds as follows.

Theorem 2. Let e12,∞ = (µ2 − µ1)/‖µ2 − µ1‖∞ be the
`∞ norm unit vector in the direction of µ2 − µ1. Suppose
e12,∞ is uniformly distributed on an `∞ unit sphere. Then
under `∞-attack, the average distance between the standard
optimal decision hyperplaneW ? and theBε∞-robust optimal
decision hyperplane W̃ ? has a lower bound

Ee12,∞
∥∥W̃ ∗ −W ∗∥∥

2
>
σ2 − σ1
σ2 + σ1

d+ 2

3
√
d
ε. (2)

This lower bound shows that in a high dimensional space,
the optimal decision hyperplane with the highest accuracy
and that with the highest robustness under `∞-attack can be
very far apart. Besides, we also have an upper bound on this
distance in a similar form which, together with the lower
bound, yields a Θ(

√
dε) distance on average between the

two optimal decision hyperplanes under `∞-attack.

Theorem 3. Under `∞-attack, the distance between the two
optimal decision hyperplanes has an upper bound

∥∥W̃ ∗ −W ∗∥∥
2
6
σ2
2 + σ2

1

σ2
2 − σ2

1

√
dε. (3)

The proofs of Theorem 2 and Theorem 3 can be found in
Appendix A.2.

4. Balancing the Accuracy-Robustness
Trade-off

In Section 4.1, we analyze several training strategies,
showing how they balance the accuracy-robustness trade-off.

In Section 4.2, we study the standard and adversarial errors
in numerical experiments, and observe that in some cases, it
is possible to increase robustness significantly at the price
of a slight decrease in accuracy.

4.1. Different Defense Strategies

A natural question arising from Theorem 1 is what λ
a defense strategy corresponds to. Obviously, standard
training, or empirical risk minimization, only takes accuracy
into account, and yields the standard optimal decision
hyperplane given infinite data. In other words, standard
training corresponds to λ = 0. We now consider two
other defense strategies, i.e. adversarial training and data-
randomized training.

Adversarial Training. The adversarial training that we
consider, is to replace x by x′ ∈ Bεp(x) that maximizes the
loss function during training as

min
θ

Ex max
x′∈Bεp

`(θ;x′). (4)

For zero-one loss, x′ can be any example that is
misclassified. In this sense, adversarial training is equivalent
to training a classifer with data drawn from N (µ1 +
εpe12, σ

2
1I) and N (µ2 − εpe12, σ2

2I), where e12 = (µ2 −
µ1)/‖µ2 − µ1‖2 denotes the `2 norm unit vector in the
direction of µ2−µ1. With the formulations above, we have
the following proposition.

Proposition 4. Bεp adversarial training results in the Bεp-
robust optimal decision hyperplane W̃ ? when the amount
of data approaches infinity.

The proof is in Appendix B. The proposition implies that
the adversarial training, as defined above, corresponds to
λ =∞, and leads to the most robust classifier given infinite
data.

Data-Randomized Training. Data-randomized training
refers to replacing x by x+ δ during training as

min
θ

Ex`(θ;x+ δ), (5)

where δ is a random perturbation drawn from a certain
distribution. The basic idea is to sample around a given
example, and then train a model with the new example,
which is a common data augmentation technique.

Suppose the sampling distribution is Gaussian with zero
mean and covariance matrix δσI , data-randomized training
is obviously equivalent to increasing σ1 and σ2 by the same
value δσ in our setting. When δσ is zero, data-randomized
training reduces to standard training; when δσ approaches
infinity, the decision hyperplane becomes the perpendicular
bisector of the centers of the two classes. Actually, as we
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(a) σ1 = 3, σ2 = 6

(b) σ1 = 2, σ2 = 18

Figure 1. Standard error and adversarial error w.r.t. different
classification hyperplanes perpendicular to e12.

show in Appendix B, λ is controlled by the randomization
parameter δσ, and can take any value between [0,+∞] as
δσ varies.

4.2. Numerical Case Studies

We compare the standard errors and adversarial errors of
standard training, adversarial training, and data-randomized
training on a Gaussian model with ‖µ2 − µ1‖2 =

√
d

where d = 28 × 28 = 784, the dimension of MNIST
dataset (LeCun et al., 1998). Since our analyses are based
on the assumption of sufficient data, we use the analytical
expression of the optimal decision hyperplane for each
method directly to compute the errors. In our experiments,
we consider `∞-attack with ε = 0.5 and assume that
e12 lies in a direction such that ε∞ = 0.5

√
dε. For the

defense methods, we take the radius radv = 0.5
√
dε for

adversarial training and the sampling Gaussian covariance
value δσ = 0.25

√
dε for data-randomized training. The

experimental results are reported in Table 1.

From Table 1, we observe that compared with standard
training, adversarial training reduces the adversarial error
significantly while only increases the standard error slightly.
The effect of data-randomized training is between the
two extremes but closer to adversarial training with the
parameters we set.

The error terms w.r.t. different classification hyperplanes
perpendicular to e12 are shown in Figure 1. We observe an
obvious gap between the minimum points of the standard
error and adversarial error. Between the two minimum
points, the curve of standard error declines gradually while

(a) σ1 = 3, σ2 = 6

(b) σ1 = 2, σ2 = 18

Figure 2. dist(W ?
λ ,µ1) w.r.t. the training objective β + λβ̃.

the curve of adversarial error declines steeply. This is a
demonstration of the cases where adversarial robustness can
be improved significantly at the price of a slight accuracy
decrease.

We also visualize in Figure 2 the positions of the decision
hyperplanes which optimize the training objective β + λβ̃
for different λ. Figure 2 shows that the change of W ?

λ

becomes slow after λ exceeds a certain value. Note that in
these cases this value is quite small (approximately 0.25),
that is, even for an objective assigning more weight on
accuracy than robustness, it still yields a decision hyperplane
that is very close to the adversarially optimal decision
hyperplane W̃ ?. This implies a conjecture that some
artificially designed defense algorithms can approach the
performance of adversarial training as the amount of data
goes to infinity, which is a possible direction for future
research.

5. Conclusion
Given infinite data, we have shown that the trade-off
between accuracy and adversarial robustness still exists,
and strict adversarial training can ensure the best robustness.
For real-world problems, however, it is usually not possible
to solve the inner maximization problem in (4) exactly. To
address this, taking data-randomized training as an example,
we have demonstrated that it is possible to construct
some feasible training strategies that work reasonably
well as an alternative. The extension of data-randomized
training for real-world problems or the construction of
other approximate adversarial training strategies is thus a
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meaningful research direction, where there have been some
influential works already. Besides, studies on more general
data distributions, on other types of classifiers, or under the
finite data assumption may also be future directions.

References
Athalye, A., Carlini, N., and Wagner, D. Obfuscated

gradients give a false sense of security: Circumventing
defenses to adversarial examples. arXiv preprint
arXiv:1802.00420, 2018.

Cao, X. and Gong, N. Z. Mitigating evasion attacks to
deep neural networks via region-based classification.
In Proceedings of the 33rd Annual Computer Security
Applications Conference, pp. 278–287. ACM, 2017.

Carlini, N. and Wagner, D. Towards evaluating the
robustness of neural networks. In 2017 IEEE Symposium
on Security and Privacy (SP), pp. 39–57. IEEE, 2017.

Gilmer, J., Metz, L., Faghri, F., Schoenholz, S. S., Raghu,
M., Wattenberg, M., and Goodfellow, I. Adversarial
spheres. arXiv preprint arXiv:1801.02774, 2018.

Krotov, D. and Hopfield, J. Dense associative memory is
robust to adversarial inputs. Neural computation, 30(12):
3151–3167, 2018.

LeCun, Y., Bottou, L., Bengio, Y., Haffner, P., et al.
Gradient-based learning applied to document recognition.
Proceedings of the IEEE, 86(11):2278–2324, 1998.

Liao, F., Liang, M., Dong, Y., Pang, T., Zhu, J., and
Hu, X. Defense against adversarial attacks using high-
level representation guided denoiser. In Proceedings of
the IEEE Conference on Computer Vision and Pattern
Recognition, pp. 1778–1787, 2018.

Madry, A., Makelov, A., Schmidt, L., Tsipras, D., and
Vladu, A. Towards deep learning models resistant to
adversarial attacks. arXiv preprint arXiv:1706.06083,
2017.

Papernot, N., McDaniel, P., Goodfellow, I., Jha, S., Celik,
Z. B., and Swami, A. Practical black-box attacks against
machine learning. In Proceedings of the 2017 ACM
on Asia Conference on Computer and Communications
Security, pp. 506–519. ACM, 2017.

Schmidt, L., Santurkar, S., Tsipras, D., Talwar, K., and
Madry, A. Adversarially robust generalization requires
more data. arXiv preprint arXiv:1804.11285, 2018.

Sinha, A., Namkoong, H., and Duchi, J. Certifying
some distributional robustness with principled adversarial
training. 2018.
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A. Proofs for the Trade-off Between Accuracy
and Adversarial Robustness

A.1. Linear Combination of the Goals of Accuracy and
Adversarial Robustness

For convenience, we assume that both vector µ1 and vector
µ2 lie on the first axis with the first coordinates µ1, µ2 ∈ R
respectively. And without loss of generality, we assume
µ1 < µ2, σ1 < σ2. First, we introduce the following fact
resulting from symmetry.

Fact 5. Consider the linear classification task on the data
set with two classes following d-dimensional Gaussian
distributions Nd

(
µ1, σ

2
1I
)

and Nd
(
µ2, σ

2
2I
)

respectively,
with µ1 6= µ2. Then the optimal decision hyperplane W ?

is orthogonal to µ2 − µ1.

Now we can project everything to the first axis. Let w be
the intersection point of W with µ2 − µ1 and w be its first
coordinate. Then for the decision plane W , the standard
classification error is given by

β(w) =
1

2

(
ϕ

(
w − µ1

σ1

)
+ ϕ

(
µ2 − w
σ2

))
.

Similarly, we have the Bεp-robust classification error

β̃(w) =
1

2

(
ϕ

(
w − µ1 − εp

σ1

)
+ ϕ

(
µ2 − w − εp

σ2

))
where ϕ is the tail distribution of 1-dimensional standard
Gaussian distribution and εp = ‖µ2 − µ1‖p/‖µ2 − µ1‖2
is a distance constant which only depends on p and the
direction of µ2 − µ1. For l2-attack, it is direct that ε2 = ε.

Theorem 6. Let w? be the standard optimal decision
boundary, and let w̃? be the Bεp-robust optimal decision
boundary for 1-dimensional Gaussian distributions. Then
with the assumptions above, for any w ∈ [w?, w̃?], there
exists λ(w) ∈ [0,+∞], s.t. w is the minimal point of
β + λ(w)β̃, i.e.

w = arg min
v

β(v) + λ(w)β̃(v).



Towards Understanding the Trade-off Between Accuracy and Adversarial Robustness

Table 1. Experiments on the Gaussian model

Parameters σ1 = 3, σ2 = 6 σ1 = 2, σ2 = 18
Type of error Standard Adversarial Standard Adversarial

Standard training 0.09% 10.41% 5.34% 51.86%

Adversarial training Error 0.25% 5.58% 8.86% 15.54%
Change +0.11% -14.03% +3.52% -36.32%

Data-randomized training Error 0.21% 5.64% 8.04% 16.52%
Change +0.12% -4.41% +2.70% -35.34%

Moreover, λ(w) is a strict monotonically increasing function
on w with λ(w?) = 0 and λ(w̃?) =∞.

Proof. Treating λ ∈ [0,+∞] as a parameter, we consider
the problem

min
w
β(w) + λβ̃(w).

Taking derivatives, we have

∂

∂w

(
β + λβ̃

)
= − 1

2
√

2πσ1
exp

(
− (w − µ1)2

2σ2
1

)
+

1

2
√

2πσ2
exp

(
− (µ2 − w)2

2σ2
2

)
− 1

2
√

2πσ1
exp

(
− (w − µ1 − εp)2

2σ2
1

)
+

1

2
√

2πσ2
exp

(
− (µ2 − w − εp)2

2σ2
2

)
.

Then by letting ∂
∂w

(
β + λβ̃

)
= 0, we obtain

λ =
− 1
σ1

exp
(
− (w−µ1)

2

2σ2
1

)
+ 1

σ2
exp

(
− (µ2−w)2

2σ2
2

)
1
σ1

exp
(
− (w−µ1−εp)2

2σ2
1

)
− 1

σ2
exp

(
− (µ2−w−εp)2

2σ2
2

) .
By this equation λ is uniquely determined by w ∈ [µ1, µ2],
and we may denote it as λ(w). λ(w) is monotonically
increasing since its denominator decreases and its numerator
increases as w ∈ [w?, w̃?] increases.

A.2. Bounds on the Gaps Between the Two Decision
Hyperplanes

Taking derivatives on β and β̃, we have

∂β

∂w
=− 1

2
√

2πσ1
exp

(
− (w − µ1)2

2σ2
1

)
+

1

2
√

2πσ2
exp

(
− (µ2 − w)2

2σ2
2

)
,

∂β̃

∂w
=− 1

2
√

2πσ1
exp

(
− (w − µ1 − εp)2

2σ2
1

)

+
1

2
√

2πσ2
exp

(
− (µ2 − w − εp)2

2σ2
2

)
.

By letting β(w) = 0 and β̃(w) = 0 respectively, and noting
that µ1 < µ2, σ1 < σ2, we can solve for the standard
and Bεp-robust optimal decision boundaries. The standard
optimal decision boundary is given by

w? =
σ2
2µ1 − σ2

1µ2

σ2
2 − σ2

1

+
σ1σ2

√
(µ2 − µ1)2 + (σ2

2 − σ2
1) log

σ2
2

σ2
1

σ2
2 − σ2

1

.

∀p ∈ [1,+∞], under lp-attack, the Bεp-robust optimal
decision boundary is

w̃? =
σ2
2(µ1 + εp)− σ2

1(µ2 − εp)
σ2
2 − σ2

1

+
σ1σ2

√
(µ2 − µ1 − 2εp)2 + (σ2

2 − σ2
1) log

σ2
2

σ2
1

σ2
2 − σ2

1

,

The distance between the two decision planes satisfies

w̃? − w?

=

(
σ2
1 + σ2

2

)
εp

σ2
2 − σ2

1

+
σ1σ2

√
(µ2 − µ1 − 2εp)2 + (σ2

2 − σ2
1) log

σ2
2

σ2
1

σ2
2 − σ2

1

−
σ1σ2

√
(µ2 − µ1)2 + (σ2

2 − σ2
1) log

σ2
2

σ2
1

σ2
2 − σ2

1

>

(
σ2
1 + σ2

2

)
εp + σ1σ2

σ2
2 − σ2

1

− σ1σ2
σ2
2 − σ2

1

2(µ2 − µ1)εp√
(µ2 − µ1)2 + (σ2

2 − σ2
1) log

σ2
2

σ2
1

>
(σ2 − σ1)2

σ2
2 − σ2

1

εp =
σ2 − σ1
σ2 + σ1

εp,
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and

w̃? − w? 6 σ2
2 + σ2

1

σ2
2 − σ2

1

εp.

Now we consider the `∞-attack. A trivial bound on ε∞
is ε 6 ε∞ 6

√
dε, which gives us the upper bound on

w̃? − w? (Theorem 3). To obtain the lower bound, we need
the following lemma.

Lemma 7 (Trade-off Between `∞-norm and l2-norm).
Suppose X ∈ Rd follows a uniform distribution on a `∞
unit sphere centered at the origin. Then

EX‖X‖2 >
d+ 2

3
√
d
.

Proof. Since the unit sphere under `∞ distance actually
looks like a box, by symmetry we may assume X =
[1,X2, · · · ,Xd]> ∈ Rd, where Xj ∼ U(−1, 1), 2 6 j 6 d
are uniform random variables on R. Then

E‖X‖22 = E
(
1 + X2

2 + · · ·+ X2
d

)
= 1 + (d− 1)EX2

1 = 1 +
d− 1

3
=
d+ 2

3
.

Since ‖X‖2 6
√
d, we have E‖X‖22 6

√
dE‖X‖2, and

therefore E‖X‖2 > E‖X‖22√
d

= d+2
3
√
d

.

Following Lemma 7 directly, we have the theorem below.

Theorem 8. Let µ ≡ ‖µ2 − µ1‖2 be a constant distance.
We may fix µ1 ∈ Rd and consider µ2 as a random vector
with length µ and direction uniformly distributed on an `∞
sphere centered at µ1. Then under an `∞-attack of radius ε
the distance constant ε∞ is bounded by

Eµ2ε∞ >
d+ 2

3
√
d
ε.

This concludes the proof of Theorem 2.

B. Proofs for Resulting Decision Boundary of
Different Defence Strategies

Adversarial Training. Since adversarial training is
equivalent to drawing data from N (µ1 + εpe12, σ

2
1I) and

N (µ2 − εpe12, σ2
2I) with e12 = (µ2 − µ1)/‖µ2 − µ1‖2

in the training stage, the optimization goal here is

βadv(w)

=
1

2

(
ϕ

(
w − µ1 − εp

σ1

)
+ ϕ

(
µ2 − w − εp

σ2

))
,

which is exactly the same as β̃. Therefore, the resulting
decision hyperplane is exactly the Bεp-robust optimal
decision hyperplane.

Data-Randomized Training. Let µ2 − µ1 = h, σ1 = s1h,
σ2 = s2h. Then

w? − µ1

= h

(
s2
s1

√
1 + (s22 − s21) log

s22
s21
− 1

)(
s22
s21
− 1

)−1
.

Let k = k(s1, s2) > 1 = s2
s1

, r = r(s1, s2) = s22 − s21 > 0,
and we rewrite the formula above as

w? − µ1

h
= f(k, r) =

k
√

1 + 2r log k − 1

k2 − 1
.

Obviously, f is monotonically increasing on r. Now we
show that it is monotonically decreasing on k. Since
w?−µ1

h < 1
2 , we have k

√
1 + 2r log k < 1

2 (k2 + 1). Hence,

∂f

∂k
=
r(k2 − 1)− 2r(k2 + 1) log k

(k2 − 1)2
√

1 + 2r log k

+
+2k
√

1 + 2r log k − k2 − 1

(k2 − 1)2
√

1 + 2r log k

<
r2(k2 − 1− 2(k2 + 1) log k)

(k2 − 1)2
√

1 + 2r log k
.

Let g(k) = (k2 − 1)2
√

1 + 2r log k. Then g(1) = 0,
g′(k) = − 2

k − 4k log k 6 0. Therefore, ∂f∂k < 0 as k > 1.

Now note that by adding a Gaussian perturbation of
variance δσ, we are actually enlarging the variance of data
distribution by δσ. Since k(s1 + δσ/h, s2 + δσ/h) =
σ2+δσ
σ1+δσ

< σ2

σ1
= k(s1, s2), and r(s1 + δσ/h, s2 + δσ/h) =

(σ2
2 −σ2

1) + 2δσ(σ2−σ1) > r(s1, s2), by the monotonicity
of w? − µ1, the decision boundary learned with data-
randomized training is on the right of w?.

On the other hand, when δσ goes to infinity, the variance
of the two classes are approximately the same after adding
the perturbation, and the learned decision boundary is (µ1 +
µ2)/2 > w̃?. Thus by monotonicity and continuity, there
exists a ∆ > 0 such that δσ ∈ [0,∆] can be bijectively
mapped to λ ∈ [0,+∞].


