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Abstract

Convolutional neural networks have been shown to be a powerful tool for reducing the variance of
Monte Carlo rendering techniques. Unfortunately in the low sample count regimes of real-time and
interactive rendering, current CNN based denoisers cannot provide acceptable quality or temporal
stability. Rather than relying on new network architectures or loss functions, this work improves
the quality of existing architectures by continuously re-training the model to the current on-screen
content. During inference, the renderer provides additional samples as supervision for the network,
which allows the model’s capacity to be specialized beyond the original set of fixed weights. Addi-
tionally, the run-time overhead is minimized with Noise2Noise techniques that limit the number of
extra samples needed from the renderer. The flexibility of this strategy allows training cost to be
adjusted across several different axes, for a controllable tradeoff between quality improvement and

performance.
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Chapter 1

Introduction

Monte Carlo path tracing is generally considered to be the preferred method for rendering physically
correct images. Traditionally, path tracing was too expensive to be used in real-time or even inter-
active scenarios due to the inherent variance of Monte Carlo integration: a noise free image requires
thousands of samples from the path tracer, each of which require multiple ray-scene intersections
and shading computations. Figure @ shows the change in quality between a 4 samples per pixel
(spp) image and a 1024 spp image; even with 1024 spp visible noise remains. Fortunately, denoising
filters present an alternative, and much cheaper, method to generate noise free images by estimating
the converged result from a low sample count input. When combined with the introduction of spe-
cialized ray-tracing hardware in modern GPUs, denoisers have brought the possibility of fully path
traced games running in real-time much closer to reality.

The current state of the art for ray tracing in games involves either a limited application of ray-
traced effects such as reflections and global illumination in modern titles (Battlefield V and Metro
Exodus), or full path-tracing in relatively simple games (Quake II). All these implementations rely
on spatiotemporal denoising filters with hand-tuned parameters to achieve stable and noise-free
results. The need to hand tune filters for each game (or potentially for each scene in a large and
complex game), severely limits the scalability of deploying ray-tracing across a wide variety of titles
in the future.

A promising solution to avoiding hand-tuning is learned filters using convolutional neural net-
works. CNNs have already been deployed successfully for denoising offline renderings in order to
reduce per-frame render costs; however, the real-time regime requires stable denoising results from
significantly noisier inputs since only a small number of paths per pixel can be traced in real-time.
Additionally, real-time requirements restrict the possible capacity for a denoising CNN, because the
network itself must be evaluated efficiently.

Given these restrictions, further improvements are necessary before CNN based denoisers can be

deployed in games. Although new model architectures and loss functions will undoubtedly improve
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Figure 1.1: Four samples per pixel rendering (left) versus 1024 samples per pixel (right). Note that
there is still a small amount of noise on the window frame at 1024 spp.

performance and quality, this work aims to leverage the properties of Monte Carlo rendering to
develop training techniques that improve the denoising results of existing (and future) architectures.
Traditionally, training and inference are kept entirely separate: CNN based denoisers are trained
on a carefully curated set of training sequences that are representative of the content the network
will see during inference. This is may be the best (or only) option if ground-truth supervision is
difficult to obtain during inference, but for denoising this is not the case, because the renderer can
provide supervision to the denoiser by generating additional samples at any time. While a naive
implementation of this idea would be prohibitively expensive (recall from above that noise free
references would require thousands of additional samples), the Noise2Noise project [
] has shown that noisy references can be used as supervision for a denoising network, because the
the model will converge to the average, noise-free, result. Therefore, an “online training” strategy
is possible, where the renderer periodically generates additional samples that allow the denoising
network to specialize to the current on-screen content.

This thesis contributes a detailed exploration into the mechanisms for, and the effectiveness
of, the use of online training to denoise path traced images at a higher quality per unit cost than
conventionally pretrained denoisers in real-time scenarios. Specifically it first introduces a new kernel
prediction architecture that facilitates stable online training at a reasonable cost. Next, this thesis
studies various methods for using supervision from the renderer as efficiently as possible. Finally,
it analyzes a range of experiments to determine what online training strategies provide the most

quality improvement at various supervision and training overheads.
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1.1 Motivation: Why Train a Denoiser Online?

Although the ability to automatically specialize a denoiser to the current scene is intuitively desirable,
this section will outline the concrete motivations for applying online training to the task of denoising.

A primary motivation is that online training side-steps the capacity versus generalization tradeoff
inherent in current CNN based denoisers. Real-time applications require small architectures that
can be evaluated in a fraction of the total time to render a frame; however, these small architectures
have such little capacity that the distribution of possible input images becomes too large for the
finite number of parameters in the model. This forces current real-time denoisers to either sacrifice
generalization and fit to an unrealistically narrow distribution or sacrifice quality by fitting poorly
across the entire input distribution. Although this problem exists for all CNN based denoisers,
adequate generalization is particularly difficult at the low sample counts required by real-time appli-
cations, because the denoiser must memorize plausible content to overcome the low signal to noise
ratio.

An online trained denoiser avoids this issue by constantly retargeting the finite capacity of the
architecture to the distribution of images from the recent past and present. Given that games and
other interactive content have a high degree of temporal consistency, online training is able to target
a significantly narrower distribution at any given time than a pretrained model. This allows the
size of the denoising network to be reduced for the promise of better performance, or for the size
to be held constant in order to boost overall quality with a better fit to the current content than a
pretrained model was ever able to achieve.

For a denoiser without online training, the requirement to generalize well across a wide range of
content also implies that the data the model is trained on must be sufficiently general. This can be a
significant burden in large, open world, or highly dynamic games, where gathering a representative
training set of all possible situations is virtually impossible. Additionally, an optimal training set
needs to be carefully curated to avoid undue training time on content that is not particularly useful
for learning. Online training again avoids these issues by augmenting a pretrained network’s prior
knowledge with training data from the current on-screen content. This content is by definition
representative of where the denoiser must learn to perform as optimally as possible. Therefore
online training has the ability to always train the denoiser on the most presently relevant content
regardless of the original dataset used for offline training.

Despite these advantages, the decision to constantly modify the denoising network during infer-
ence also brings potential pitfalls. The idea of training on current content naturally encodes the
assumption that the near future will match the present. If this assumption is violated, a network
trained online may perform worse on rapidly changing content than a network that was pretrained
to achieve mediocre quality across the entire range of possibilities. Similarly, if the online training
system views one set of extremely similar content for a long period of time, the denoiser may overfit

to the content and may need time to readjust when a change eventually occurs. Both these potential



CHAPTER 1. INTRODUCTION 4

problems are entirely dependent on how quickly the online training strategy can shift the model in
the event of a rapid change, as well as a user’s ability to detect quality shifts in quickly changing
content.

A more variable issue is the impact of gradient descent on the output of a network during
inference. Training deep networks is not guaranteed to be a smooth or stable process, and a bad
training iteration could easily result in a large scale shift of the denoiser that results in visually
objectionable instability in the output of the network. Combatting this issue requires careful design
of the denoising architecture and a sufficiently conservative training strategy. In general, these
concerns emphasize the need for the online training system to be designed carefully in order to

achieve consistent quality improvements.

1.2 Renderer and Online Training Overview

Online training requires tight integration between the renderer and the denoiser. Figure @ provides
an overview of how the system fits together. The renderer itself is simply a traditional path tracer
implemented in Falcor [Benty et al| 2018] on the GPU. Theoretically, the denoiser can be any
architecture that meets the desired performance requirements; however, online training requires a
model that trains in a stable and fast fashion, so architecture design is explored in section @

Each frame, the renderer accumulates linear (HDR) space color, view space normals and albedo
as inputs to the denoiser. Since online training is computationally expensive, no training occurs
on most frames. This case is labeled as a “Normal Frame* in the diagram, and once the renderer
accumulates the desired number of samples, the inputs are passed directly to the denoiser, which
then produces the final denoised output.

In the more interesting case of a “Training Frame” in the diagram, the online training system
decides that training is necessary on the current frame. Currently, the system simply trains every
fixed number of frames; section @ evaluates different options for this strategy as well as theoretical
improvements. When online training is required, the renderer generates some number of “extra
samples,” which the online training system uses to generate a number of noisy input and reference
pairs. A number of different strategies for generating these pairs with as few extra samples as
possible are described in section @

The pairs are used as training data, and the denoiser’s weights are updated through several
iterations of gradient descent. Training is stabilized with a custom loss function (described in
section @), and backpropagation is used to compute gradients. Once training is complete, the
original input buffers from the renderer are passed into the denoiser and the denoised output is

produced as normal by the updated network.
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Figure 1.2: An overview of how the renderer, the denoiser, and the online training system work
together. Note that the weights between all the instances of “Denoiser” in the diagram are shared,
so the online training updates impact both normal frames and training frames.



Chapter 2

Related Work

2.1 Denoising

There has been extensive prior work on denoising path traced images, both for real-time and offline
rendering. For non deep-learning based solutions targeting real-time scenarios, the most general and
well performing result is SVGF [Schied et al| 2017], which uses motion vectors and other auxiliary
information from the renderer to align past frames and temporally accumulate samples. SVGF
provides a useful baseline for the level of quality and performance that real-time deep learning based
strategies should be able to exceed.

More relevant to this work are the various deep learning based Monte Carlo denoisers. In terms of
model architecture, this work takes the most inspiration from Chaitanya et al| [2017)], which demon-
strates the use of a U-Net architecture for denoising to reduce inference cost. Contemporaneously,
Bako et all [2017)] introduce the idea of kernel predicting networks (previously described as dynamic
filter networks [De Brabandere et al] 2016]) to Monte Carlo denoising in order to improve the rate
of convergence when training a large denoising network. Both of these works also demonstrate the
use of normals and albedo as additional features for the denoising model, along with the process of
factoring out the albedo from the renderer’s noisy output in order to isolate high frequency texture
detail.

Many refinements to deep learning based denoising are presented in Vogels et al| [2018]. Most
significant to online training is their introduction of a hierarchical denoising network that processes
the input at multiple scales, as well as the use of log(1+ p) to provide easily invertible tone mapping
for the network. Additionally, Vogels et al| demonstrate the possibility of using a single network
to denoise both the noisy lighting and albedo with two separate passes through the same network.
They also extend the idea of kernel prediction with a theoretical justification for why it improves

the convergence of convolutional neural networks.
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2.2 Continuous Learning

The concept of continuous learning / online training has been recently explored by other projects.

Mullapudi et al| [2018] demonstrate the effectiveness of online training for reducing the cost of
semantic segmentation. Since ground truth for segmentation is not available during inference, their
work relies on the concept of a slow, but accurate, teacher network that provides supervision to a
lightweight student network. Although the teacher network is expensive to evaluate, performance
gains are significant because supervision is only necessary when the student is not confident in its
predictions. Therefore on most frames only the student network makes a prediction, and online
training occurs adaptively. Other important contributions of this work include their specialized
architecture for the student network, which allows the network to learn quickly with an aggressive
learning rate when training online.

In the realm of denoising, the Noise2Noise project from Lehtinen et al| [2018] outlines a rough
sketch of an online training strategy leveraging training against noisy references. This thesis can be
seen as an extension of their initial proposal. Perhaps more importantly than its references to online
training, Noise2Noise also introduces the fundamental requirements for training a deep network
against noisy references. This includes the use of the L2 loss to recover the mean of references
corrupted with zero mean error, as well as a loss function that is robust to HDR inputs while not

violating the requirements of Noise2Noise.



Chapter 3

Design Decisions

3.1 What Denoising Architectures Meet the Requirements

of Continuous Learning?

As mentioned in Section @, the primary goals for online training are to quickly adapt a model’s
capacity to the content currently on-screen and to avoid any visually objectionable artifacts while
doing so. These goals require that the chosen denoising model converge to the current local minimum
as quickly as possible without passing through configurations that produce noticeable artifacts or
shifts during intermediate steps in the optimization process.

Mullapudi et al| [2018] created a “JITNet” architecture that fits these requirements for the task
of semantic segmention. The JITNet model is a U-Net architecture [Ronneberger et al| 2015], with
residual skip connections within the encoder and decoder layers to improve gradient propagation
through all parts of the model. Additionally, JITNet makes use of spatially separable convolutions,
which reduce the number of parameters in the model and facilitate faster training. While improving
gradient propagation with skip connections and reducing parameters seem like intuitively desirable
properties for a denoising model as well, preliminary experiments showed that directly using these
ideas from JITNet resulted in significantly worse denoising performance than a “vanilla” U-Net that
does not use spatially separable convolutions and only has skip connections between the encoder
and decoder layers.

The lack of direct transferrence of JITNet’s architecture ideas to denoising is not very surprising.
Denoising has much more stringent requirements for pixel perfect output than semantic segmenta-
tion, and issues like alignment between model features may dominate quality for the denoising task.
Careful application of JITNet’s features to an existing denoising architecture would likely improve
the denoiser’s performance for online training; however, this requires further work to determine

where parameters can safely be reduced in a denoiser without harming quality.
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Rather than attempting architectural changes to facilitate online training, another strategy is
restricting the output range of the network in order to reduce the difficulty of the optimization
problem. The most straightforward application of CNNs to denoising is to simply use the output
of the network as the denoised image. This strategy is known as direct prediction, and is used
by Chaitanya et al] [2017] and Lehtinen et al| [2018] in their denoising U-Net architectures. The
advantages of direct prediction are simplicitly and performance; the network only needs to output
3 values per pixel, which can be used directly without any post processing.

At first glance direct prediction appears to complement online training, because the simplicity
of the output allows for a relatively small number of parameters in the final layers of the network.
Unfortunately, direct prediction also allows the network to output an extremely large range of values
in linear HDR space, which results in large gradients and unstable training. Although unstable
training is particulary bad for an online regime, instability also reduces the rate of convergence
when training offline. To solve this problem, Bako et al| [2017] change the final layer of the network
to instead predict per-pixel kernels that are applied to the noisy input color. This significantly
improves the stability of training, because a softmax activation function can be applied to the kernel
weights to ensure they sum to one, which restricts the network to producing valid filters over the
input image. Additionally, Vogels et al| [2018] show that a kernel predicting network converges
exponentially faster than a direct prediction network.

The combination of stable training and fast convergence makes kernel prediction perfect for use
with online training. Unfortunately, applying kernel prediction to a denoising network targeting low
sample per pixel inputs is not straightforward. Since low sample per pixel path traced images are
extremely noisy, very large filters are necessary to successfully denoise the input; however, predicting
these large kernels is prohibitively expensive: to predict an N by N kernel, the network must produce
N? outputs per pixel. Therefore to produce even a relatively modest 10 by 10 filter for each pixel,
one hundred output channels are necessary in the final layer of the network, and the rest of the
network’s capacity must be increased accordingly, which results in networks that are unacceptably
expensive for real-time scenarios.

Possible solutions to this problem include spatially separable filters or Mitchell-Netravali filters
[Mitchell and Netravalj 1988], which allow large filters to be produced from a small number of
parameters. Early results with these strategies were not promising; the kernel-predicting networks
were only able to remove the high frequency noise in the image and were not competitive with direct
prediction. Another solution to allow the denoiser to remove a wider variety of noise frequencies
was outlined in [Vogels et al.: performing denoising on the original high resolution input as well as
downsampled versions, with a small network to ultimately merge the results from different input
scales together. Their solution requires evaluating the entire denoising network at multiple scales,
which either restricts a real-time solution to an extremely small network or very limited number

of different input scales. Additionally, during backpropagation the memory requirements of this
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Figure 3.1: A simplified version of the hierarchical kernel prediction denoiser developed for online
training. The structure of the real network is the same, only with more stages in the U-Net and
separate kernel predictions to filter the albedo. The dashed line is a skip connection.

solution are large enough that the network cannot be trained end to end, which would require the

online training strategy to somehow choose which parts of the network to update at any given time.

3.1.1 Efficient Hierarchical Kernel Prediction

Given the limitations of the existing hierarchical denoising work, a cheaper solution is necessary
for a network that will be trained online. Figure @ shows a simplified version of the hierarchical
kernel prediction architecture that was developed for this project. The bulk of the network is a
simple 5-stage U-Net (not 2 stages as shown in the diagram) based on the architecture used in
Noise2Noise [ILehtinen et all l2018h, with slightly fewer features on the high resolution stages of the

network and more features in the lower resolution stages. Like Noise2Noise, the model accepts

the tonemapped effective irradiance (the renderer output color divided by the albedo), view space
normals, and tonemapped albedo as input. To improve temporal stability over the based Noise2Noise
architecture, the new model also accepts an additional input: the previous output of the network,
creating a recurrent architecture inspired by Vid2Vid [|Wang et al] lZOlél.

The new contributions to the architecture are entirely on the output side of the network. Unlike

the Noise2Noise model, which directly predicts the effective irradiance before multiplying in the
input albedo to reconstruct the final denoised color, the new model uses a hierarchical set of kernel
predictors to filter both the effective irradiance and the albedo (the need to also filter the albedo is
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simply due to this work targeting lower sample count regimes where the input albedo is too noisy
to be directly multiplied with the final output). The key idea is to leverage the U-Net’s structure to
generate a pyramid of kernel predictions in a single evaluation of the network. Each decoding stage
of the U-Net handles features that represent the denoised result at a certain input scale ranging
from a 32x downsampling in the bottleneck of the network to full resolution in the final decoding
stage. Therefore, each stage of the decoder can make a kernel prediction at the corresponding input
scale to generate a pyramid of filtered results. Unlike Vogels et al, which uses a final set of layers to
merge this pyramid together at full resolution, each decoding stage merges in the previous stage’s
upsampled result; therefore, the final stage’s kernel prediction produces the final denoised output.

The exact action of each decoder stage is as follows: for each pixel, each stage of the decoder
predicts a 3 by 3 kernel that filters over the upsampled prediction from the previous decoder stage,
the input color downsampled to the appropriate scale (or not downsampled at all for the final decoder
stage), and the denoiser’s output on the previous frame, also downsampled appropriately, for a total
of three 3x3 kernels or 27 filter weights per pixel. This allows each stage of the decoder to preserve
the smoothly filtered result from the prior stage while still merging in high frequency detail from
the noisy current image or the prior output (if there is relatively little movement in the scene).

More formally, consider a symmetric U-Net with N encoder and N decoder stages. Number
the decoder stages from lowest to highest resolution: decoder stage 0 is the start of the decoder
in the bottleneck of the U-Net, and decoder stage N — 1 is the final, full resolution, stage of the
decoder. Let I be the full resolution input to the denoiser, where multiple input images (current
irradiance, previous denoiser output, etc) are concatenated along I’s depth dimension. Additionally,
let K, be the output of the kernel prediction layer at stage L of the decoder, and let F(k,7) be a
function that applies the per pixel kernel weights k£ to input 4; note that k must contain weights for
a kernel large enough to filter over all the images stored in the depth dimension of 7. Finally, define
DepthConcat(a,b) as a function that concatenates a and b along the depth dimension so they can
be jointly filtered by a kernel. Since there is no prior decoding stage’s output to filter, the output
Op of the first decoder stage is a special case defined in equation @

M = Downsample(I,2V 1)

(3.1)
Oy = F(Ky, M)

The general case for a subsequent stage L is defined in equation @:
M; = Downsample(I,2V~L~1)
M, = Upsample(Op_1,2) (3.2)
O = F(K|,,DepthConcat(M;, M,))

Although this hierarchical kernel prediction approach does increase the cost and complexity of
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the network over direct prediction, the added stability and convergence speed is worth the tradeoff
for online training. One final consideration is the theoretical argument that kernel prediction may
make overspecialization to the current content more difficult than direct prediction, because the
network is forced to learn the more abstract concept of the correct filters to apply rather than simply
memorizing the correct pixel values to output in the current situation. Direct prediction’s potential
advantage is undermined by the difference in maximum stable learning rate when online training a
kernel predicting network versus a direct predicting network. The kernel predicting network is able
to train with a learning rate several order of magnitudes higher, which allows it to specialize much
faster than the direct predicting network, even if the task of specialization may be slightly more
difficult.

3.2 How Can Online Training Best Utilize Samples from the

Renderer?

Given the previous section’s description of a denoising architecture that is well suited to online
training, the next priority is training the network as efficiently as possible. Even with Noise2Noise
[Lehtinen et al] 2018&] techniques, the overhead of naively implemented online training can be con-
siderable. When training on the current frame, the system needs to perform multiple iterations
of backprogation on the denoising network to meaningfully shift the network towards the current
content — as with offline training, it is not possible to simply jump to the correct optimum in a
single iteration. Ideally, this requirement would not have an impact on the number of reference
samples required from the network; however, this is not the case, because online training cannot
simply iterate on one noisy input + reference pair to make useful progress.

Noise2Noise requires a sufficient number of unique noisy training pairs to converge to the same
quality as conventional training with clean references. In a naive implementation, each new unique
pair implies more samples from the renderer for supervision; however, tracing additional paths is
expensive and will quickly erode the potential performance benefits of online training.

Fortunately, there are a number of possible tricks to extend a finite number of samples from the
renderer into many noisy training pairs. Consider running online training on a frame with M total
samples per pixel from the renderer, and a denoising network that requires N samples as input. One
strategy is to choose N of the M samples and set them aside as the “input set”, and then to choose
N more samples from the remaining M — N to be used as reference. This generates (M ;,N ) possible
training pairs; however, the network will only ever be trained on one set of inputs, because only the
reference frames in the pair are allowed to change. There is no reason to strictly separate the M
total samples into an input set and a reference set. In fact this likely harms training, because even
if the reference frame is held constant, changing the input samples will produce new gradients that

train the network to handle new noise patterns.
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A more efficient strategy is to choose N new random input samples from the M total during each
training iteration. Additionally, instead of choosing N samples from the remaining set for reference,
a better option is to simply use the remaining M — N samples as a single reference. For clarity the
algorithm is provided in pseudo-code form in listing @ Using this strategy, there are (1‘]\/{) possible
training pairs (more than the initial scheme), and the amount of noise in the references is minimized.
Although trying to make the noisy references as clean as a possible may seem to go against the idea
of using Noise2Noise training, Lehtinen et al| show that the level of noise in the gradients resulting
from noisy references is directly proportional to the variance of the references. While some amount
of noise in the gradients may be desirable for optimization purposes, Noise2Noise also shows that
noise in the gradients increases the number of training iterations required for convergence. In online
training, where there is a fixed budget for maximum training iterations, each iteration needs to make
as much progress as possible; therefore the references should have as little noise as possible. In this
project’s experiments, M ranges from 16 to 8 total samples from the renderer, so with 4 samples for
input, a maximum of 12 samples per pixel are left for the reference frame; this does not approach
reference quality — Noise2Noise techniques are still very necessary. Section @ evaluates the various

possible options for the number of samples from the renderer.

color [M], aux[M] = RenderFrame ()

foreach training iteration:
input_indices = choose N from [0, M)

reference_indices = {0, 1, ..., M -1} \ input_indices

color_input_samples = color[input_indices]
auxiliary_input_samples = aux[input_indices]

reference_samples = color[reference_indices]

color_input = Mean(color_input_samples)
auxiliary_input = Mean(auxiliary_input_samples)

reference = Mean(reference_samples)

output = DenoiserModel(color_input, auxiliary_input)

loss = ComputelLoss (output, reference)

UpdateWeights (loss)

Listing 3.1: Algorithm for generating training pairs from renderer’s samples. “color” and “aux” are

M color samples and auxiliary inputs from the renderer.
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The prior descriptions glossed over an important detail in the interaction between the renderer
and the online training system. Since the online training system must be able to choose random
combinations of the total samples, no accumulation of samples can happen in the renderer. This
means if the online training system requires 16 total samples per pixel, there will be 16 separate
1 spp buffers produced from the renderer, which may impose a considerable cost in VRAM depending
on resolution. Additionally, the online training system must accumulate samples itself during each
training iteration, rather than allowing the renderer to “preaccumulate” samples. One way to solve
this problem is instead of producing M separate samples per pixel, the renderer can accumulate N
samples in each buffer, for a total of % images for use by online training. This severely restricts
the possible noisy pairs from (%) to only %, but reduces the overhead of online training. Which
strategy is preferable depends on the quality of the online references and the total number of samples

available from the renderer.

3.3 How Should the Traditional Loss Functions Change for
Online Training?

The prior work uses a variety of loss functions to optimize the quality of their denoising networks.
The simple L1 loss is a common choice, and [Vogels et al| [2018] use symmetric mean absolute
percentage error (SMAPE) as it is robust in linear HDR space. Unfortunately, neither or these
choices are valid when training online using Noise2Noise. The L1 loss converges to the median of
the noisy references, which at low sample counts is often shifted by fireflies. SMAPE similarly relies
on the absolute value and additionally divides the loss by the absolute value of the reference, which
will never converge with Noise2Noise. Given these restrictions, this work uses a slightly modified
version of the loss presented by Noise2Noise for Monte Carlo denoising. Their loss function is shown

here, where R is the noisy reference and O is the output of the denoiser:

(R-0)

Lnon = 07 e

This is essentially the relative MSE except the output of the network divides the MSE rather than
the reference, which is essential for the loss to converge with noisy references. The above Noise2Noise
loss operates on the final denoised color output of the network. This works well for Noise2Noise,
because their network does not denoise the albedo; it only denoises the effective irradiance and
then multiplies the effective irradiance with the original albedo to produce a denoised image. This is
acceptable when the albedo is sampled with 16 or 32 samples per pixel, but with a network targeting
low sample count regimes such as 4 samples per pixel, the albedo is noisy and must also be denoised
by the network before it is multiplied into the output.

Therefore this project modifies the Noise2Noise loss to operate independently on the denoised
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effective irradiance and the denoised albedo:

(R — 0;)? + (Ra — 04)*
O? +¢ 0?2 + ¢

L=

Where R; and O; are the reference and output effective irradiances, and R, and O, are the reference
and output albedos. This separation of the loss function prevents areas with dark albedo from
effectively reducing the loss and therefore the gradient for the parts of the network handling the
effective irradiance. An intuitive analysis suggests that separating the loss also improves training
stability, because brief errors in the albedo prediction or irradiance prediction will not trigger an
attempt to compensate by adjusting the other predictor.

Another addition to the original Noise2Noise loss is a modified version of the temporal loss
from (Chaitanya et al) [2017]. The temporal loss attempts to improve the temporal stability of
the denoiser’s output by matching the temporal gradients of the denoiser’s output sequence to the
temporal gradients of the reference sequence. Chaitanya et al! use the L1 loss to minimize the
difference, which must be changed to the L2 loss for Noise2Noise to function properly. Similarly to
the image space loss, the modified temporal loss is also formulated to be robust to noisy references

and large output values in HDR space by dividing by the output sequence’s temporal gradients:

. N2
_ G = %0)

L (29 4

Note that the temporal loss is not factored into two separate losses for effective irradiance and
albedo; doing so did not notably affect quality. While the temporal loss does provide some additional
temporal stability, further analysis is required to confirm that the temporal loss is working optimally
with noisy references.

The temporal loss introduces a slight complication when training online. Given the network’s
use of the prior denoised frame, ideally backpropagation through time could occur over a training
sequence rather than simply training on individual frames. Training on sequences is reasonable for
offline training; however, when training online the VRAM requirements and performance require-
ments of training on sequences rather than frames are prohibitive. Therefore the network is currently
pretrained on sequences, but online training only trains the network on the current frame. Further
work is necessary to determine the impact of this decision on temporal stability.

The final loss for both pretraining and online training is the sum of the spatial and temporal losses
with the temporal loss scaled up by a factor of 5 in order to approximately match the magnitude of
the spatial loss:

L=Ls+ 5L



Chapter 4

Evaluation

This chapter presents experiments that evaluate the key design decisions behind the online training
system in order to demonstrate the core set of ideas necessary for efficient online training. Addition-
ally, the level of quality improvement obtained by online training is evaluated against various offline
baselines to determine areas where online training performs well and where it currently struggles.
Finally, a number of experiments investigate the tradeoff between quality gain and performance cost

as a means towards choosing a cost effective online training strategy.

4.1 Experimental Setup

4.1.1 Renderer Setup

The renderer is a path tracer using uniformly distributed random sampling to choose paths through
the scene. Each frame is rendered at 1920 by 1080 pixels with, by default, four samples per pixel.
Point lights, directional lights, and environment lights are supported by the renderer, with impor-
tance sampling support for the environment lights. The renderer also supports importance sampling
of materials and is set to a maximum of 3 bounces per path for indirect lighting and reflections.
None of the values passed into the denoiser use any type of firefly clamping, because this incorrectly
shifts the mean for Noise2Noise training. A reference sequence for quality comparisons was gener-
ated using clamping of the indirect radiance to reduce fireflies; however, this data is never used for

training.

4.1.2 Scene Setup

Due to time constraints, all the experiments in this chapter were conducted on the daytime version
of Amazon’s Bistro scene in the ORCA repository. [Lumberyard 2017] This scene has 1 directional

light, and an environment light that represents the skybox. The majority of the scene uses diffuse

16
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materials, with a few isolated metallic and specular objects. The scene also has glossy reflections in

shop windows, as well as very high frequency geometry in the form of trees and bushes.

4.1.3 Offline Training Setup

All networks are trained using a set of 900 frames from a unique “training path“ through Bistro. The
training path is similar to the testing path in terms of the content, but there are no common frames
between the two. Each network is trained for 1000 epochs, using eight random 256 by 256 pixel crops
per iteration. As mentioned in section @, the network is trained using backpropagation through
time on sequences of length 3. The learning rate is set to a relatively high 0.01, but the scheduler

reduces the learning rate by a factor of 10 after 50 epochs without progress on the validation set.

4.1.4 Baseline Online Training Setup

Before evaluating the possible variations on online training, this section defines the baseline experi-
mental setup, which subsequent experiments compare against. All online training experiments start
with a pretrained network. While online training a new network with random weights is possible,
quality suffers significantly for the initial 100 to 200 frames, so a pretrained network is used as the
starting point. This also ensures that online training should provide a strict improvement over a
pretrained network; at worst online training should perform at least as well as the original network.

In the baseline setup, online training runs at a constant rate: every 4 frames. For each training
frame, the ADAM optimizer performs 128 iterations of gradient descent on the network. Online
training uses an experimentally determined constant learning rate of 0.0003. Refer to Mullapudji
et al| [2018] for justification on a constant learning rate during online training rather than a more
complex schedule.

Each training frame requires 16 samples per pixel from the renderer. In a given iteration 4 of
these samples are used by the network as input, and 12 are used for supervision; refer to section @
for a detailed description of how samples are distributed. Since online training runs once every 4
frames, this gives an amortized cost of 7 samples per pixel during runtime. An important caveat is
that the current experimental setup does not model this amortized cost in the same way as a real
system would need to. In this work, when training on frame n, the renderer will stop and gather all
the additional samples it needs for supervision on frame n, then the network trains on frame n, and
after the training is complete inference proceeds normally on the frame with the updated network.
This strategy is not practical for a real-time rendering system, because it would result in a pause
every four frames while the additional samples are traced and training occurs. In a real system, the
training and rendering need to proceed asynchronously. The exact methods are highly dependent
on the performance of the various components, but one possibility is that training on frame n does
not finish until frame n 4 3 is being denoised by the network. This would effectively lead to a lag of

four frames in the online training updates, which may have an adverse effect on the quality benefit
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of online training. Modelling this lag for experimental purposes is relatively straightforward, but is
the subject of future work.

A final detail is that computing backpropagation on an entire frame 1080p frame requires too
much VRAM to be practical (greater than 12 GB); therefore, each training iteration must operate
on crops of the current frame. The default setup uses 8 randomly selected 128 by 128 crops for each

iteration.

4.2 How Does the Performance of Kernel Prediction Com-

pare to Simple Direct Prediction?

Hierarchical kernel prediction consistently outperforms direct prediction, both with
and without online training, as shown by figure @ Interestingly, the graph also shows that
online training provides a consistent quality improvement to both models — the online trained direct
prediction network is even able to outperform the pretrained kernel prediction model at times in
terms of MS-SSIM. This trend suggests that the advantage provided by online training is not par-
ticularly architecture dependent; however, in this case only observing MS-SSIM hides a significant
problem with the online trained direct prediction network.

Figure @ shows the output of the online trained kernel prediction and direct prediction networks
alongside the reference quality rendering. The direct prediction network’s output is characterized
by purple noise incorrectly covering the pale red tarps. This artifact is not present in the pretrained
network’s output and is a result of instability when online training the direct prediction network. In
fact, this particular artifact only exists for three frames, but the sequence is dominated by similar
instabilities that make online training unusable with the direct prediction network. The wide swings
in quality of the “Direct Prediction with Online Training” line in the MS-SSIM graph show a
quantitative view of this temporal instability.

The single artifact shown in Figure @ also reveals the primary issue that occurs when combining
online training and direct prediction. Due to the nature of gradient descent, controlling for the
occasional “bad” training iteration where the network moves to a nonoptimal configuration is very
difficult. In the case of direct prediction, a bad iteration can result in massive color or
luminance shifts, ruining the potential benefits of online training. Since kernel prediction
is significantly more constrained in its outputs, the worst outcome is that the image becomes noisier,
which is a much more reasonable failure case. Given these results, future experiments are restricted

to only the hierarchical kernel prediction network.
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Figure 4.1: A comparison between direct prediction and kernel prediction with and without online
training. Quality is measured in MS-SSIM over 750 frames of the test set.

4.3 How Should Samples Be Distributed When Training a

4 spp Denoiser Online?

Section @ describes multiple strategies for generating noisy training pairs with samples from the
renderer. This section explores both how many samples should be used for supervision, as well as
the best way to generate training pairs for Noise2Noise training.

The first experiment aims to test the hypothesis from section @ that maximizing the quality
of the reference frames given a fixed number of samples from the renderer is the the optimal choice
for online training. Figure @ compares the quality achieved with 4 sample per pixel references
vs 12 sample per pixel references when the renderer provides a total of 16 samples per pixel. The
12 spp references provide a consistent quality improvement in line with the hypothesis. Therefore
the noise in the references should be minimized when online training; in other words,
every sample produced by the renderer for a given crop should be used during by the

current training iteration. This also shows that there is no need to match quality between the
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Figure 4.2: A crop of frame 486 in the test sequence. The leftmost image is the output of the
online trained direct prediction network, center is the online trained kernel prediction network and
right is reference quality. Note the purple noise in the leftmost image.

references and the inputs, and that reducing the noise in the gradients provides a quality boost given
a fixed number of training iterations. Although noise in gradients may provide optimization benefits
in some scenarios, further work is needed to determine if noisy gradients can provide any benefit to
online training. Intuitively, effects such as improved generalization may actually make fitting to the
current content unnecessarily difficult.

Another important consideration is whether the ability to individually combine samples from the
total rendered pool provides benefits over simply preaccumulating samples into 4 spp groups in the
renderer. If not, accumulating in the renderer reduces the VRAM required and reduces the number
of frames the online training system needs to average together. Figure @ shows that the answer
depends on the total number of samples traced by the renderer. The top two lines in the graph
show that there is essentially no quality difference between selecting pairs from a set of four 4 spp
frames versus arbitrary combinations of all 16 samples. This implies that the quality of the 12 spp
reference frames is high enough that only a few (4 in this case) unique noisy pairs are necessary for
Noise2Noise training. There are slight qualitative differences in the reconstructions provided by the
two strategies: training with individual samples seems to avoid some minor failure cases, but the
differences are too small for conclusions to be drawn. Therefore when 16 total samples per pixel are
available from the renderer, allowing the renderer to accumulate the samples is likely the correct
solution.

The bottom lines in figure Q tell a different story when fewer total samples are available from
the renderer. Rather than 16 total samples, there are only 8 samples available for each training

frame (an amortized cost of 5 spp). Since only 8 samples are available, if the renderer accumulates
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Figure 4.3: Online training with 12 spp references vs 4 spp references, where the renderer has
provided 16 total samples per pixel to be used for input and supervision.

them into 4 sample per pixel buffers, there will only be two unique noisy pairs available for training.
In this case individually mixing samples provides a slight average quality improvement (~.0005
average MS-SSIM), which aligns with the assumption that noisier references will require more unique
training pairs. However, the average improvement from using individual samples is very low, and
brief moments of significant quality loss with both 16 samples and 8 samples suggest that there may
be issues with training stability when mixing individual samples. Further research is necessary to
determine the importance of these various tradeoffs. Regardless, the ideal sample selection strategy
seems highly dependent on the total number of samples available from the renderer and the content
itself.

4.4 How Do the Benefits of Online Training Compare to Sim-

pler Alternatives?

Given the fact that online training can improve quality over a pretrained network, a natural question

is whether or not this improvement is worth the overhead. An easy baseline is to judge online training
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Figure 4.4: A comparison between preaccumulated groups of four samples per pixel vs samples
that can be individually selected by the online training system.

by the cost of supervision: if online training requires an average of 7 samples per pixel, it should
outperform a network that simply uses those 7 samples as input on each frame. Figure @ shows
online training with an average cost of 7 spp or 5 spp compared against pretrained baselines. The
results are highly content dependent — on certain content (specifically, after frame ~ 500), online
training consistently provides a significant quality boost, even reaching near the quality levels of
16 spp for part of the sequence, while at the start of the sequence online training performs worse.
The 5 spp online training scheme exhibits a smaller relative loss in quality in the first four hundred
frames than the 7 spp scheme, which suggests that for online training to be broadly effective
the amortized cost in terms of supervision samples needs to be low.

Another question to consider is if online training is able to outperform simply using a larger
network with more capacity. Computing gradients on the model when training is certainly not
free, and this cost could simply be rolled into a larger network that is not trained online. Figure
@ compares online training to a pretrained network with twice as many channels in each layer.

This is a relatively primitive form of a “larger” network — there are likely better ways to distribute
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Figure 4.5: A comparison between online training vs simply using the additional supervision
samples as input to a denoiser. The top, 16 spp, line provides an upper bar for quality while the
bottom line shows the quality given 4 spp inputs with no online training.

the additional cost — but this at least shows how additional capacity changes the capabilities the
architecture. The larger network shows a significant quality improvement in the beginning of the
sequence, but its quality follows the trend of the smaller pretrained network and lags significantly
behind online training in the later parts of the sequence. This is a promising result, because online
training is able to break away from the quality trends of the underlying network, which
is not possible for a larger version of the architecture that is too expensive to train

online.
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Figure 4.6: The performance of a network with doubled capacity compared with online training
and the original pretrained network.

4.5 Can Adjusting the Optimization Parameters of Online
Training Improve its Efficiency?

The most straightforward way to reduce the overhead of online training is by reducing the frequency
of online training. Training less frequently will require fewer supervision samples from the renderer
and less total training iterations; however, this naturally limits the system’s ability to adjust to new
content.

Figure @ shows there is a loss of quality as the online training rate is decreased;
however, the rate of decrease is not linear with the decrease in training rate. Even
training only every 64 frames still provides a quality improvement over a pretrained network at a
very low amortized cost from training and additional samples. This suggests that although training
every four frames may provide the largest quality improvement, the optimal choice in terms of
performance cost is likely achieved at a lower rate.

Although the fixed cost of constant rate training may be desirable for real-time applications,

better results could likely be achieved with an adaptive training scheme. An adaptive schedule
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Figure 4.7: The quality of online training across a range of training rates.

would likely have some fixed upper budget, and would only train when online training would benefit
the network as opposed to at a fixed interval. Intuitively, online training should only activate when
the network is no longer confident in its predictions, or when error begins to increase, but neither
of these metrics are easy to judge in a Noise2Noise scenario where there is no clean reference to
check against. Therefore some external metric is likely necessary for an adaptive training schedule
to choose when training is necessary; such metrics are the subject of future work.

Rather than changing the rate of online training, another option for reducing cost is to reduce
the number of iterations of gradient descent per training frame. Figure @ shows that the results
of this experiment largely follow the same trend as changing the training rate: as the number of
training iterations decreases, the quality improvement also decreases, but not linearly
with the reduction in iterations. The graph also shows that average quality actually begins to
decrease as the number of iterations increases above 128. There seems to be a maximum cap on
quality benefit from more training iterations, which is reached at 128 training iterations per frame.

Increasing iterations beyond this point provides little to no benefit, and at 512 iterations the stability
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Figure 4.8: A range of different numbers of training iterations for online training with other
parameters held constant.

of online training seems to decrease. The reasons for this behavior are not entirely clear; the increase
in iterations could lead to severe overfitting on the training crops, or perhaps optimization issues
are likely with a large number of iterations.

Changing the rate of online training or the number of iterations is not only a mechanism for
reducing cost. Another option is to train more often, but with fewer samples from the renderer and
fewer training iterations to adjust the network more often while maintaining the same average cost.
Figure @ shows that this strategy reduces the overall quality benefit of online training, primarily
due to significant instability when training every 1 or 2 frames. A possible reason behind this
result is that the low sample count references produce such noisy gradients that online training
starts to make less progress per training iteration. Similarly, very noisy gradients could increase the

chances of “bad” optimization iterations, where the network moves in a totally nonoptimal direction.
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Figure 4.9: A constant cost comparison with varying training rate, iterations and reference samples
to determine if training more often but for a shorter period of time improves quality.

Therefore, training less often, but with correspondingly more samples accumulated
from the renderer in order to produce higher sample count references, may improve
the quality benefit of online training. A future experiment could test if reducing the training
frequency to every 8 or 16 frames, with a corresponding increase in reference samples and training
iterations, produced better results than the current baseline. While increasing reference quality
should intuitively improve quality, at some point the rate of training would be too slow to adapt to
relevant content; however, figure @ shows that some quality improvement is possible even at very
slow online training rates (and without an increase in reference quality), so this idea is worth further

exploration.
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Figure 4.10: Full online training of the entire network vs only training the kernel predicting layers.

4.6 Can the Cost of a Single Iteration of Online Training be
Reduced?

One of the primary downsides of online training is that each training iteration is computationally
expensive, largely due to the cost of performing backpropagation through the entire model. A
possible solution to this problem is to only train a subset of the model online. Since the loss is
computed on the final output of the network, the natural candidates for this strategy are the kernel
prediction layers. Only training the kernel predicting layers avoids the need for any gradients within
the body of the U-Net, which minimizes the cost of backpropagation. The obvious drawback is
that the online training system’s ability to specialize the network is severely restricted, but the
kernel predicting layers have the last control over the output image, so some specialization should
be possible.

Figure shows that this optimization indeed comes with a cost to denoising quality. Given
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12 spp references, the cost is too significant to be worth the performance improvement; the quality
is reduced to the level of 4 spp references, rendering the additional samples from the renderer
useless. However, when online training with 4 spp references, the relative reduction in quality is
lower. This quality reduction may be acceptable if trying to optimize online training for performance
rather than maximum quality improvement (which would naturally be the case when using 4 spp
references). Notably, in the later parts of the sequence only training the kernel predicting layers
still produces higher quality results than a network pretrained with 5 spp inputs, although the gap
is fairly close. The difference in relative reduction between 12 spp references and 4 spp references
suggests that 12 spp references provide enough signal in the gradients to meaningfully specialize the
entire network, while the 4 spp references are noisy enough that restricting updates to a small part
of the network does not result in too much lost potential. A secondary benefit from training only
the kernel predicting layers is an apparent improvement in training stability: the random significant
dips in quality are absent. This is not too surprising, as restricting training to the kernel prediction
layers significantly limits the potential damage caused by a bad training iteration. Given these
results, restricting updates to a subset of the denoiser’s layers is a promising approach
for significantly reducing the cost of training, but only when there are relatively few
supervision samples available. An avenue for further work would be to check if this increase
in stability also enables an increase in the learning rate, which could allow training iterations or

frequency to be reduced.



Chapter 5

Discussion & Conclusion

5.1 An Efficient Online Training Setup

The experiments conducted above show a number of different methods for reducing the cost of online
training. One significant trend is that the quality reduction from many of the performance improve-
ments is not linear with the performance improvement. For example, training half as frequently,
from every 4 frames to every 8 frames, reduces the overhead of online training by half, but does not
reduce the quality improvement by half. This fact combines nicely with preliminary results from
section @ that show a benefit from spending more time between training iterations to accumulate
more reference samples. These observations inform a new look at how to build an online training
scheme with an amortized cost of 5 spp: rather than rendering 4 additional supervision samples per
pixel every 4 frames, the online training system can train every 12 frames and take 12 additional
samples per pixel for supervision. This second approach has the same cost 5 spp amortized cost,
but when online training occurs the references are significantly higher quality.

As shown in figure EJ, the new strategy of training less often but with more samples achieves
more consistent results with fewer large drops in quality and better performance at the beginning
of the sequence where the old strategy lags behind the pretrained network the most. In terms of
total amortized cost, the new strategy is actually less expensive, because it trains 3 times less often,
and the number of training iterations per training frame is unchanged (128 iterations). Although
matching the number of training iterations between runs would be preferable, with a large number of
iterations the training is destablized and quality suffers. Regardless, this result shows that there are

a wide variety of online training strategies to explore for various quality and performance tradeoffs.

30
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Figure 5.1: Training every 4 frames with 4 extra samples versus every 12 frames with 12 samples.
4 spp and 5 spp pretrained are provided as baselines.

5.2 Future Work

5.2.1 Asynchronous Rendering

As mentioned in the experimental setup, a major limitation of the current results is that they do not
model the behavior of an actual real-time system. Rather than pausing every N frames to gather
supervision and train, a real-time online training system needs to gather the additional samples
and train asynchronously while rendering the main scene. There are two broad solutions to this
problem: true asynchronous rendering and gathering a few samples from each frame. The former
solution requires a sophisticated renderer capable of freezing the state for a frame and then slowly
rendering new samples for that frame in the background. The advantage is all the training samples
come from a single frame, which closely models the current approach (the only difference is the
current training frame lags behind the actual current frame). The second solution — gathering a
few samples from each frame as they are rendered — does not require an asynchronous renderer:

on a given frame, the online training system selects a few crops and the renderer generates extra
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supervision samples for those crops. After a few frames enough crops will have been gathered for
online training to commence. This means training will operate on crops over a range of time, which
may have different properties than training only on a single frame. Intuitively this solution could
give better results, because it introduces less lag into the online training system and spreading the
training data over a few frames may stabilize training.

An entirely different subset of solutions presents itself once cloud support is considered. When
online training needs to update the denoiser on a client’s machine, the game state (including the
current denoiser weights) could be sent to a server, which renders supervision and performs online
training for the client. While this may introduce more lag to the denoiser’s updates, the experiments
that showed training less often had a minimal decrease in quality suggests that such a cloud based

system could be quite affordable with only periodic training updates necessary from the server.

5.2.2 Using Online Training for Data Curation

An entirely different application of online training is to instead use it to produce a better training
set for pretrained models. Specifically, online training can provide an indicator that in a specific
part of the scene the architecture’s potential quality is higher than its pretrained quality. For
example, consider frames 450 - 650 in Bistro. All of the results from the evaluation show that the
reconstruction quality in that region benefits significantly from online training. Essentially what this
means is the architecture is capable of achieving higher quality, but for some reason the pretrained
model underperformed. This could be because the content in that sequence is simply more difficult
than the beginning of Bistro, so that region of the scene should have more representation in the
training set. In the general case, such a situation may be because content was missed entirely in the
training set; for example due to poor manual selection of a training camera path.

Online training could be used to automatically detect such situations with a fly-through of the
scene, so the training set’s distribution could be adjusted to better reflect the challenging frames in
the scene. The main issue with this idea is determining when the online trained network is performing
better than the pretrained network, because no reference quality images would be available during
the fly-through. This would likely require a clever analysis of the difference in the reconstruction
between the pretrained and the online trained networks to determine when online training was
generating a less noisy or more stable result. Alternatively large gradients when online training could
indicate that the model is changing significantly, which is a sign that there is room for improvement
on a given part of the scene. Some combination of metrics likely would be necessary to create a
robust system for curating quality training data. The advantage of such an approach over the online
training system described in the thesis is that during run-time on a user’s machine the only cost
is the pretrained network: the improved quality has been “baked in” through an optimal training
set. Of course such a system could not deal with situations where the input distribution is simply

too large, whereas an online training system would be able to adapt to the current subset of the
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distribution.

5.2.3 Improvements to Online Training

A major potential improvement to online training that was poorly explored is adaptively choosing
where and when to train. The core idea is that online training only makes sense when the denoiser
is struggling on some part of the current frame. Equivalently, when only a small part of the current
frame is difficult — perhaps a difficult specular or transmissive object — it makes little sense to spend
most of the online training time on parts of the frame that are easy, which is exactly what occurs with
random crop selection. The primary limitation is finding a robust external metric that can predict
difficult areas without seeing reference quality frames. Measuring the magnitude of gradients within
the network could give hints as to where the loss is triggering large versus insignificant changes, but
this idea is complicated by noisy references keeping the loss (and therefore the gradients) high at all
times. Another potential metric is analyzing how the output of the network changes due to small
perturbations in the input: for example, what happens if a single sample in the 4 sample input is
swapped? In an easy part of the scene, the expecation is the output would change very little, but
in a particularly difficult part the network may be very inconsistent in its outputs. Preliminary
experiments indicate that a major challenge point is preserving quality across the whole frame: if
online training focuses on a few crops, subtle shifts in the rest of the scene begin to occur and the
apparent temporal stability decreases significantly. Therefore some type of regularization to always
choose a few random crops is likely necessary to preserve the stability of the reconstruction.

There is also extensive room for further work in the temporal component of the current denoising
architecture. Solving how to efficiently reuse information from the past is an open problem for deep
learning based denoisers in general, but its solution may have a significant impact on the performance
of online training. If network capacity shifts more towards analysis of the changes between past
versus the present and reuse of information, online training gains a whole new axis for specializing
the network.

More generally, further tuning the denoising architecture for the purposes of online training could
provide significant benefits by reducing the overhead of online training. Possible options include
reducing the number of parameters in the denoiser for faster training or applying normalization
techniques to allow larger learning rates. Either way, a reduction in the number of required training

iterations is likely essential to making a real system truly competitive.

5.3 Conclusion

The results of this project provide considerable evidence that online training is worth further explo-
ration. By contributing an architecture that combines well with online training, as well as strategies

to minimize the supervision overhead of training, this thesis establishes a set of ideas that more a
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more sophisticated online training system can be built upon. Real-time denoising still has a number
of significant challenges to overcome — temporal stability, performance, and robustness — and online
training will likely be at least part of the solution to solving these problems and deploying CNN

based denoisers in production.



Bibliography

Bako, S., Vogels, T., McWilliams, B., Meyer, M., Novak, J., Harvill, A., Sen, P., DeRose, T.,
and Rousselle, F. (2017). Kernel-predicting convolutional networks for denoising monte carlo
renderings. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2017), 36(4):97:1-97:14.

Benty, N., Yao, K.-H., Foley, T., Oakes, M., Lavelle, C., and Wyman, C. (2018). The Falcor rendering
framework. https://github.com/NVIDIAGameWorks/Falcor.

Chaitanya, C. R. A., Kaplanyan, A. S., Schied, C., Salvi, M., Lefohn, A., Nowrouzezahrai, D.,
and Aila, T. (2017). Interactive reconstruction of monte carlo image sequences using a recur-
rent denoising autoencoder. ACM Transactions on Graphics (Proceedings of SIGGRAPH 2017),
36(4):98:1-98:12.

De Brabandere, B., Jia, X., Tuytelaars, T., and Van Gool, L. (2016). Dynamic filter networks.
In Proceedings of the 30th International Conference on Neural Information Processing Systems,
NIPS’16, pages 667-675, USA. Curran Associates Inc.

Lehtinen, J., Munkberg, J., Hasselgren, J., Laine, S., Karras, T., Aittala, M., and Aila, T. (2018).
Noise2Noise: Learning image restoration without clean data. In Dy, J. and Krause, A., editors,
Proceedings of the 35th International Conference on Machine Learning, volume 80 of Proceedings
of Machine Learning Research, pages 2965-2974, Stockholmsmaéssan, Stockholm Sweden. PMLR.

Lumberyard, A. (2017). Amazon lumberyard bistro, open research content archive (orca).

http://developer.nvidia.com/orca/amazon-lumberyard-bistro.

Mitchell, D. P. and Netravali, A. N. (1988). Reconstruction filters in computer-graphics. In ACM Siggraph
Computer Graphics, volume 22, pages 221-228. ACM.

Mullapudi, R. T., Chen, S., Zhang, K., Ramanan, D., and Fatahalian, K. (2018). Online model distillation
for efficient video inference. CoRR, abs/1812.02699.

Ronneberger, O., P.Fischer, and Brox, T. (2015). U-net: Convolutional networks for biomedical image
segmentation. In Medical Image Computing and Computer-Assisted Intervention (MICCAI), volume 9351
of LNCS, pages 234-241. Springer. (available on arXiv:1505.04597 [cs.CV]).

35


https://github.com/NVIDIAGameWorks/Falcor

BIBLIOGRAPHY 36

Schied, C., Kaplanyan, A., Wyman, C., Patney, A., Chaitanya, C. R. A., Burgess, J., Liu, S., Dachsbacher,
C., Lefohn, A., and Salvi, M. (2017). Spatiotemporal variance-guided filtering: real-time reconstruction

for path-traced global illumination. In Proceedings of High Performance Graphics, page 2. ACM.

Vogels, T., Rousselle, F., McWilliams, B., Rothlin, G., Harvill, A., Adler, D., Meyer, M., and Novak, J.
(2018). Denoising with kernel prediction and asymmetric loss functions. ACM Transactions on Graphics
(Proceedings of SIGGRAPH 2018), 37(4):124:1-124:15.

Wang, T.-C., Liu, M.-Y., Zhu, J.-Y., Liu, G., Tao, A., Kautz, J., and Catanzaro, B. (2018). Video-to-video

synthesis. In Advances in Neural Information Processing Systems (NeurIPS).



	Abstract
	Acknowledgments
	Introduction
	Motivation: Why Train a Denoiser Online?
	Renderer and Online Training Overview

	Related Work
	Denoising
	Continuous Learning

	Design Decisions
	What Denoising Architectures Meet the Requirements of Continuous Learning?
	Efficient Hierarchical Kernel Prediction

	How Can Online Training Best Utilize Samples from the Renderer?
	How Should the Traditional Loss Functions Change for Online Training?

	Evaluation
	Experimental Setup
	Renderer Setup
	Scene Setup
	Offline Training Setup
	Baseline Online Training Setup

	How Does the Performance of Kernel Prediction Compare to Simple Direct Prediction?
	How Should Samples Be Distributed When Training a 4 spp Denoiser Online?
	How Do the Benefits of Online Training Compare to Simpler Alternatives?
	Can Adjusting the Optimization Parameters of Online Training Improve its Efficiency?
	Can the Cost of a Single Iteration of Online Training be Reduced?

	Discussion & Conclusion
	An Efficient Online Training Setup
	Future Work
	Asynchronous Rendering
	Using Online Training for Data Curation
	Improvements to Online Training

	Conclusion


