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Abstract

In traditional topic models such as LDA, a word
is generated by choosing a topic from a collection.
However, existing topic models do not identify dif-
ferent types of topics in a document, such as topics
that represent the content and topics that represent
the sentiment. In this paper, our goal is to discover
such different types of topics, if they exist. We rep-
resent our model as several parallel topic models
(called topic factors), where each word is gener-
ated from topics from these factors jointly. Since
the latent membership of the word is now a vector,
the learning algorithms become challenging. We
show that using a variational approximation still al-
lows us to keep the algorithm tractable. Our experi-
ments over several datasets show that our approach
consistently outperforms many classic topic mod-
els while also discovering fewer, more meaningful,
topics. !

1 Introduction

Topic models [Hofmann, 1999; Blei et al., 2003; Teh et
al., 2006] have been extensively used to discover ‘topics’—
distributions over words in a vocabulary—shared across dif-
ferent documents in a corpus. However in many real-world
datasets, there are different types of topics. For example, con-
sider movie reviews that have: the sentiment (whether the re-
view is positive or negative), the movie genre, different com-
ponents of movie such as acting, directing or script, etc. Each
of these would constitute a type of topic.

In some cases, such types (factors) of topics may be intu-
itive to us (e.g., for the movie reviews), but in other cases we
want our algorithm to discover them—if they exist. While
most prior work (e.g., [Zhao et al., 2010; Eisenstein et al.,
2011; Paul and Girju, 2010], see §3) assumes knowledge of
such topic factors in the data and also uses informative priors
especially designed for the task, our goal is to do so without
using any informative priors. Even given only a ‘flat” bag-of-
words representation from a document corpus, we want our

'A first version of this work was made available on ArXiv [Jiang
et al., Aug 2012].

algorithms to discover not only the topics but also the dif-
ferent factors in the topics. In fact, if such a factorization
of topics does not exist for some dataset, then we want our
algorithm to discover that.

In this work, we present factored topic models in which
every data point is drawn from a set of different types (fac-
tors) of topics, and thus each sampled data point has an L-
tuple latent membership. Topics from each factor would be
drawn from a model similar to an LDA model [Blei et al.,
2003]. Our model would thus have L types of topics with
K' ... K" topics each. In the example about movie re-
views, one type of topics could be about the sentiment and
the other about the content. Thus, a movie review would now
be drawn from a 2-tuple: (sentiment,content). The key effect
of our modeling approach is that we can now model [ ], K,
effective topics with only >, K, parameters. This allows us
to discover parsimonious, more meaningful, topics.

Our method can be viewed as allowing a new type of
generic structure on the topics—where the effective topics
are composed from individual factors in the form of a tuple.
There are other types of structures presented in the previous
works that were also found to be quite effective, such as hier-
archical tree-like structures [Blei et al., 2004; Teh et al., 2006;
Williamson et al., 2009]. These methods are complementary
to ours in that they model different aspects found in the data.
We will compare our model to these in § 4.

In our extensive experiments over five different datasets,
we show that our approach consistently outperforms other
models such as LDA, hierarchical DP and focused topic mod-
els. Experiments show that our model achieves lower per-
plexity on the hold-out documents while having fewer topics
than the baselines. The extracted topics from the different
factors are meaningful and also reflect certain orthogonality
in the types of the topics extracted.

We then present a supervised version of our approach,
where we show that one topic factor is more useful for predic-
tion tasks, and the other is more useful for generating the doc-
ument. We also show that our model outperforms the sSLDA
model significantly.

The contributions of this paper are:

e We present a new model for discovering different types
of topics, if they exist:
(a) Our topics are a tuple, with each component from an
independent topic model. This allows us to effectively



have ], K, topics with ), K, parameters.

(b) The “importance” of a factor is modeled and esti-
mated from data.

e Our approach does not require any informative prior for
particular datasets or tasks.

e The coupling of multiple topic models through observed
data makes the parameter estimation challenging. We
present a variational approximation with which it re-
mains tractable.

e We present a supervised version of our algorithm.

o We show consistent improvements over several datasets,
both qualitatively and quantitatively.

The rest of the paper is organized as follows. Section 2
presents the high-level idea, followed by the details of the al-
gorithm in Section 2.1. Section 2.3 presents a variant of our
method applicable to supervised learning setting. Section 3
describes the related work. Section 4 presents the experi-
ments and Section 5 concludes.

2 Finite Factored Topic Models

In this section, we present the general idea of our factored
topic models. We then describe the details in the next section.

Background. Latent Dirichlet allocation (LDA, see
Fig. 1a) [Blei et al., 2003] consists of K mixture components
(or ‘topics’), each of which is a multinomial distribution pa-
rameterized by 6}, denoted as F'(6)). The generative process
is described as follows: first, a topic proportion 7 over K
topics is drawn from a symmetric Dirichlet distribution with
prior «; second, a topic z € {1,..., K} is chosen for each
word according to the mixing proportions 7, and finally, the
word z is drawn from F'(6.).

z|mw ~

x|z,0 ~ F(0,).

For a given K, the parameters of the model, « and ©® =
(0k)k=1... K » are learned from an unlabeled document corpus.
Thus, LDA allows words from the same document share sim-
ilar topic distributions while documents share finite topics.

Overview of our model. Our model assumes a word is gen-
erated jointly by several independent topics. Particularly, a
finite factored topic model (FFTM) with L factors has K ¢
finite topics parameterized by Gﬁ in each factor. Now, gener-
ating a word x involves choosing a topic z¢ € {1,..., K}
for each of the L factors. Given © = (6f)¢=!~L, and
z = (2',...,2"), we then draw z from the distribution pa-
rameterized by the selected L topics:

Hat~wt b=1,...,L; z|z,0 ~ F(0L,,...,05).

Note that the domain of the density function F’ is now a Carte-
sian product of the domains of L models.

Note that a FFTM with L factors is not the same as L in-
dependent models, as they are linked through the observa-
tions. This coupling makes the inference challenging, such as
when optimizing parameters of the L mixture models jointly
or sampling from their joint posterior distribution.

Furthermore, the standard topic model is a special case of

our FFTM with L = 1. When L > 1, we have K = HLI K*
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&
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Figure 1: Graphical representation of our FFTMs.

effective topics, each being a tuple €, = (9]141 ye s QJLL) where
je € {1,..., K*} from each of the factors. When L or K* is
large, a standard model with actual K topics would not only

be expensive to compute but also tend to over-fit the data. On
the other hand, our FFTMs only construct ZeL:1 K’ topics.
While this is parsimonious, our method relies on the assump-
tion that the data is generated from independent processes.
What happens when this is not the case?

A continuum between the extremes. Is there a way to auto-
matically discover if there are really L factors in the data, and
if they are actually independent? The key idea in our work is
to estimate the independence from the data itself, measured
by an entangling parameter, w (see Eq. (1)), for each of the
topic factors.> We will show that when w — 0 that factor
becomes irrelevant, and thus letting the data decide the value
of w helps us from making a hard mistake of choosing some
arbitrary value of L.

2.1 FFTMs

In our FFTM, we have L different types of topics. An exam-
ple of a FFTM with L = 2 and its comparison to the classic
LDA model are shown in Fig. 1. We define that our FFTM
with L factors generates a document in the following process:

Algorithm 1 FFTM’s generative process of a document.

for/{=1,...Ldo
Draw a topic proportion |a* ~ Dir(at).
end for
for:=1,... #words do
for{=1,...,Ldo
Draw a topic z¢|r¢ ~ ‘.
end for
Draw a word z;|z, 0%, w ~ Multi(37_, wef’,)
end for

Specifically, now a word is drawn from a topic synthesized
by L topics—one from each independent topic space—with
the probability of

p(z|z, 01 W) = Zle wzﬂﬁl’m, (D

2One direction for future work would be to use priors on w.
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Figure 2: Graphical model representation of the variational
distribution ¢(-).

where w = (w1, . ..,wr ) represents the weight of the L topic
models in forming a new topic. Note that when L = 2, we
will only have a scalar w. Here are a few interesting properties
to note:

o It satisfies Zle wy = 1 so that the synthesized topic,
ie., Zle wgf)ﬁ ¢, 18 a proper multinomial distribution. It
is this constraint that makes learning challenging.

e Aswy — 0, the ¢t topic factor becomes irrelevant.

Given a corpus and given Ki,..., K, our goal is to es-
timate the parameters o***, ©%% and w that maximizes the
likelihood of documents.

Likelihood Function. After integrating out 7% and z, we

obtain the likelihood of a document w = (x1,...,2x) con-
ditioned on the model as,
W‘Oél :L @1 L )
KL
/ / a 11 H(ﬂ_ZL)aL—l %
i=1
N K! L
Iy - ZXHAKZW%JW~m@
n=1z1=1 2L=1 i=1
@)

This distribution is intractable to compute in general. We
therefore approximate it using variational inference, follow-
ing the ideas used in LDA [Blei et al., 2003].

2.2 Variational Inference.

Following the classic LDA method, we use the variational
distribution,

Q(ﬂ'lzLaZ%M ) 1N H

~

N L

(m“Iyv") H H (2519%),
as an approximation to the true posterior distribution
p(mtE 2t w, ol L), Here, v1'L and ¢l are the
free variational parameters (see Fig. 2). This allows us to ob-
tain an adjustable lower bound on the log likelihood [Jordan
et al., 1999]. The difference between the two is quantified by
the KL divergence which is,

1:L,®1:L,W) _ £(71:L,¢1:L;Oé1:L, elzL

log p(w|a , W),
where
L = Y., Ellogp(ntla®)] + Y., Eqllogp(z*|m")]

— YL Eyfloga(ntyY)] - YL, Eyfloga(z!]6")]

—Eg[log p(w|z"*,0%)]. 3)

We provide the exact form of £ in the appendix.

Since KL divergence is always non-negative, £ above is the
lower bound of p(w|a!L, ©1L w). Therefore, our goal is to
maximize £ so that the likelihood p(w|aF, 1L w) can be
large as well. During inference, the goal is to optimize £ with
respect to ¢~ and 4% for each document. During training,
given M documents, our goal is to find the model’s parame-
ters that maximize £. We solve it by estimating o'*F, ©1L
and w given the rest and iteratively inferring (%%, v}'%) for
each document w,. The variational inference becomes more
challenging than LDA due to the entanglement of the multiple
topics through w.

Parameter Estimation. We now show how to estimate
ol ©1L and w. When the variational distribution is fixed,
the terms involving one particular o in £ are,

Lo = logD(K*‘a’) — K'logT(a*) +
(o =D (v0h) - v (25 )),

where I'(+) is the Gamma function, and ¥(-) is the digamma
function. Since o', ..., o are independent to each other and
to w and ©1% as well, we update them separately.
For M training documents and V4 as the number of words
in document d, the terms involving ©''% and w in L are,
M Ny
>33 (Lt ) o (Ll ).
d=1n=1 =z
We therefore need to minimize the following after including
the constraints of summing to 1:

—LovL , + ;U(XL:W — 1)2
BTSN (T 1) @

where 7 and {)\f} impose a positive penalty for violating the
constraint. The derivatives of (4) (denoted by G) with respect
to © and w are

8£ — _Zwel_[t 1¢dnzt+>\fza
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We can see that the closed-form solutions are hard to ob-
tain. Therefore, the optimal ©':% and w are computed by the
limited-memory BFGS algorithm, a standard quasi-Newton
method, which only requires the functions of derivatives and
the objective score.

Inference. We optimize £ with respect to the variational dis-
tribution by setting the derivative to zero. This gives us the
closed-form solutions for ¢t . and v

L
Z% +> (T 6t tog(Y it )
t=1

z t#L

¢ ocexp(

£ 4 § 14
V2= Oy + ¢nz
n=1



2.3 Supervised FFTMs

Blei and McAuliffe [2007] presented supervised LDA
(sLDA), where they showed that the extracted topics were
useful for prediction tasks. A supervised version of our
FFTM would give topics along multiple factors, where one
topic factor could be directly relevant to the prediction task.
We consider a supervised learning setup for our FFTM: dur-
ing training, one factor of the topic assignments (i.e., z%) is
observed. In this case, the variational inference remains the
same except that we do not need to sum over the known as-
signments anymore.

In many applications, we only know the class of a docu-
ment, say ygq, instead of per-word topic assignments z,,. In a
traditional topic model, setting z,, = yq for every word w,,
would be too restrictive. Therefore, sSLDA assumes 4 is the
result of a linear regression over z,. On the other hand, our
FFTM has multiple factors, and we can simply set one fac-
tor of topic assignment to y4, since the terms from the same
document still can choose different topics in other factors.

3 Related Work

There is a huge body of work employing topic models. Here
we only name a few and refer the reader to [Blei, 2011;
Steyvers and Griffiths, 2007] for a more general survey.
There are some recent works consider modeling different
types of topics. For example, Zhao et al. [2010] propose spe-
cialized models with hand-designed functions for separating
opinion and aspect topics in online reviews. Sparse additive
generative models (SAGE) [Eisenstein et al., 2011] assume a
word is drawn from a regular topic and a ‘background’ topic.
Similarly, Topic-aspect models (TAM) [Paul and Girju, 2010]
also consider two types of topics, however, each word can
only be from one type. Thus it only divides, not factorizes,
topics into two types. Unlike these works, our model does
not require informative priors, factorizes topics into different
types and determines from data how important each type is.
In contemporary work, Factorial LDA [Paul and Dredze,
2012] considers factorizations of topic priors instead of topics
directly. While it also captures different types of topics, it

needs to explicitly learn HeL:1 K* number of topics and thus
is less parsimonious than our FFTM.

Many topic models relax the assumptions in LDA by
modeling word non-exchangeability [Wallach, 2006; Grif-
fiths et al., 2004], or by modeling the correlations among
topics [Blei and Lafferty, 2007; Kim and Sudderth, 2011;
Putthividhya et al., 2009]. These ideas are complementary to
ours, and similar techniques may be applied to FFTMs. There
has also been work on incorporating other meta-data such as
authors [Rosen-Zvi et al., 2004; Dai and Storkey, 2011], cita-
tions [Nallapati et al., 2008], and tags [Das et al., 2011]. Our
FFTM does not require such meta-data. More importantly,
none of these extensions consider the factorization of topics
into different types.

There are previous works in matrix factorization [Ding et
al., 2008], factored models [Ranzato er al., 2010] and pa-
rameter sharing [Kim and Xing, 2010; Jalali et al., 2010;
Lietal.,2011; Mei et al., 2008; Newman et al., 2011], where
a lower dimensional representation of the parameters is used.

Even though these approaches are for completely different
domains (although some connections were explored in [Arora
et al., 2012]), they are relevant to our work since at a high-
level FFTM also uses a compact “factored” representation for
the parameters.

Our model takes ideas from multidimensional cluster-
ing [Chen et al., 2012], two-way groupings [Savia et al.,
2009; Hofman and Puzicha, 1999], some biclustering mod-
els [Madeira and Oliveira, 2004] and collaborative filter-
ing [Si and Jin, 2003]. In these models, data (user prefer-
ences or rating scores) is organized in multiple dimensions
(such as user groups and object groups). In this work, we
are interested in modeling the posterior density and topics in-
stead of clustering. Some recent works have also applied in-
teracting LDA models for multi-modal data [Porteous et al.,
2008], however their input comes from different modalities.
Cross-cat [Shafto et al., 2006] proposed partitioning the bi-
nary features for categorization based on different criterion.
This is quite different from our FFTM that partitions the pa-
rameters. As an example, if Crosscat were to be applied to
topic modeling, Crosscat would find topics in each partition
of the vocabulary, while topics in our FFTM share the whole
vocabulary. These fundamental differences make our FFTM
unique in finding different types of topics.

Topic models have been widely applied to several applica-
tions such as building image hierarchy [Li ef al., 2010], object
detection [Sudderth er al., 2006], annotation and segmenta-
tion [Li et al., 2009] and robotic scene arrangement [Jiang
et al., 2012; Jiang and Saxena, 2012]. However, none of
the models presented in these works consider generating data
points from factored topics. Our recent work [Jiang et al.,
2013], in the application of 3D object detection, generalizes
FFTM to infinite factored topic models (IFTMs) where the
number of topics in each factor is not known in advance
but learned from data. We model each type of topics using
Dirichlet process mixture model, a nonparametric Bayesian
method that is used to model unknown number of mixture
components. IFTMs are advantageous in physical scene mod-
eling where aspects such as object appearance, latent human
poses, human activities and human-object interactions can be
incorporated into one model and with no constraining on the
number of components in each aspect.

4 Experiments and Results

In this section, we first evaluate our FFTM on the task of
document modeling, on four different corpora and against
three baselines. We then test it on an additional movie re-
view dataset where we also compare the classification based
on the learned topics.

4.1 Document Topic Modeling

We test our FFTM on four document corpora: Dataset-1
contains processed NIPS 1-12 proceedings with 1447 pa-
pers organized into 9 sections and 5270 words after remov-
ing words appeared more than 4000 times or fewer than 50
times;? Dataset-2 includes randomly selected 1000 docu-
ments from the 20 newsgroups with a total of 1498 words

*http://www.cs.nyu.edu/~roweis/data.html
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Figure 3: Results on Dataset-1. Perplexity of mixing VS and other 8 sections (left) and the average perplexity when changing
the number of training documents from VS (right). The error bars are one standard error.

after removing stop-words and words in fewer than 5 doc-
uments;* Dataset-3 selects 1000 encyclopedia articles with
1200 words;’ Dataset-4 takes 500 articles from Psycholog-
ical Review with 1244 words.® All the results are based on
5-fold cross validation. Experiments on the first two datasets
are performed with the same setup as in [Teh ez al., 2006] and
[Williamson ef al., 2009] respectively for fair comparison.

We compare our model against LDA and HDP[Teh er al.,

20061, and focus on studying the affect of having additional
factors in the topics with our FFTM. There are other meth-
ods such as correlated topic models (CTM) [Blei and Laf-
ferty, 2007] that capture correlation between the topics,” or
methods that use other prior information. These techniques
are complementary to our idea of having factored topics. We
also compare against focused topic models [Williamson ef al.,
2009] on Dataset-2 that try to learn sparse topic mixture pat-
terns.
Effect of having more than one factor of topics: To in-
vestigate how well our model can learn general topics and
section-specific topics (as the two topic factors in our model),
we train on 80 articles from the VS (vision science) section
and 80 articles from one of the other 8 sections. We test on
the other 47 VS papers. We use the perplexity [Blei ef al.,
2003] of the on-hold documents to evaluate the learned topic
model: exp(—(322, log p(wa))/ S22, N4). A lower per-
plexity indicates higher likelihood of the test data and thus
better performance.

Fig. 3-left shows the perplexity obtained by LDA, HDP and
our FFTM. In the comparison with LDA, we set the LDA’s
topic number K equal to the total sum of FFTM’s topic num-
bers K + K2, so that the two models have the same number
of parameters. We see that our method performs significantly
better than LDA across all eight sections for both 12 and 25
topics. This is due to that our FFTM effectively represents
more topics than LDA with the same number of parameters.

*“http://people.csail.mit.edu/jrennie/20Newsgroups/

Shttp://www.cs.nyu.edu/~roweis/data.html

Shttp://psiexp.ss.uci.edu/research/programs_data/toolbox.htm

"In our experiments, we found CTM to be quite sensitive to the
number of documents being trained on, and performed about the
same as LDA in the cases it worked.

Such trends hold for different values of K, K'! and K2.8 We
show the results on the other three datasets in Fig. 4. Com-
pared to the baselines, our FFTM obtains the lowest perplex-
ity and demonstrates its robustness in different scenarios.

We noticed that when we have a large value of K! or K2,
the estimated value of w was generally small for the corre-
sponding factor. Furthermore, in certain data-sets such as
Dataset-1 and Dataset-4, the value of w was closer to 0.5,
indicating that both factors were useful. On the other hand,
for Dataset-2 and Dataset-3, the value of w was closer to 0.
Robustness to size of the training corpus: In another exper-
iment on Dataset-1, we change the number of training docu-
ments from VS from 0 to 80, but always test on the rest 47
VS documents. When the training set is small, the domain
of the training and test dataset would be different and thus
can be used to test the transfer of topic learning. Fig. 3-right
shows the perplexity, averaged over all sections, with respect
to different training documents. We can see that the perfor-
mance of LDA largely depends on the number of VS papers,
while the change in the perplexity of HDP and our model is
less significant. Our FFTM not only beats all the baselines
but also gives the most consistent results in all cases. This
demonstrates that 1) our model can learn the common topics
of two different sections, and 2) it is less sensitive to having a
small training set since the factorization of topics encourages
the sparsity in the learned topics which prevents over-fitting.
Qualitative study of the topics found: In Dataset-1, we
found that one of the topic factors (one for which K was
small, e.g., 2 or 5) learned the ‘commonly shared’ topics
across the different sections (see Fig. 5). This ability to have
shared topics is quite useful. This indicates by that both our
FFTM and HDP outperform LDA. However, HDP does so
only in a hierarchy so that a sub-tree shares similar topic
proportions. Hence, it does not reduce the number of topics
needed to model by factoring out the shared topics as another
factor. In fact, the number of topics used in HDP is around
55, far more than 12 topics in our model.

In order to explore what orthogonal topics our FFTM dis-
covered, we list one topic from each factor in Fig. 5. Topics

8We tested LDA with up to 900 topics, and the best perplexity
is 2308 given by 100 topics, which is worse than 1934 given by our
FFTM with 20+5 topics.
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Figure 5: Topics of VS combined with three other sections
found by our FFTM (in top words). Topics from first factor
are section-specific and different from each other while the
second one contains popular terms common in NIPS and the
topics in it do not vary much.

from the first row are quite different from each other contain-
ing some keywords for specific sections, such as ‘digits’ for
the SP (speech and signal processing) while the topics in the
bottom row are mostly from popular words in NIPS such as
‘work’ and ‘algorithms’. This indeed reflects that FFTM rep-
resents topics parsimoniously.

In FFTMs, K' and K2 are the tunable parameters, and
setting them would affect the performance. Similar to LDA,
the optimal value for the number of topics (K* 4 K?2) varies
with the size and heterogeneity of the corpus, and one may
have to try different values. The ratio K'! /K2 is interesting—
in most datasets we found that an asymmetric value performs
better, e.g., the result of setting K L= 20, K 2 = 5 is better
than K = K2 = 10.

4.2 Movie Review Analysis: Supervised FFTMs

We test our FFTM on a movie review dataset, where our goal
is to study the performance of our supervised FFTM in find-
ing topics of interest and also in predicting of review ratings.

The movie review dataset (Dataset-5), introduced
by [Pang and Lee, 2005], contains 5006 reviews paired with
ratings from four reviewers.” The dataset is also used to test

“http://www.cs.cornell.edu/people/pabo/movie-review-data/

supervised LDA (sLDA) [Blei and McAuliffe, 2007]. Hence
we adopt the same setup as in [Blei and McAuliffe, 2007]:
5000 words are chosen by tf-idf and experiments are per-
formed using 5-fold cross validation.

In addition to evaluate the topic modeling by perplexity,
we also consider regression on the ratings using the learned
topics. The learned topics are treated as the feature space
and ¢ from the variational distribution are the feature val-
ues that are used to infer the ratings [Blei and McAuliffe,
2007]. 1In particular, for each document d, we compute

= S N ¢hn, and then simply apply a linear regres-
sion, parameterized by 3, to infer its rating: 34 = Bo +

£ —
25:1 Zle Bedt.. B is learned from training data given
true ratings y4 and tested out on the test data. The perfor-
mance is evaluated by the coefficient of determination defined

as R> =1-— % where §q = Y, y4/M.

The movie reviews are affected by many factors, such as
the sentiment (whether the reviews is positive or negative),
the movie genre, different components of movie such as act-
ing, directing or script, etc. Among these, the sentiment is
directly relevant to the ratings. Thus, identifying the topics
of sentiment becomes very crucial. Since reviews that have
the same ratings are more likely to share the same topics of
sentiment, we use our supervised FFTM where we use the
available labels, i.e., z2 during training.

We compare our unsupervised and supervised FFTMs
against LDA and sLDA respectively. To test the effect of the
number of topics, we vary it from 5 to 50 for LDA and sLDA.
For our models, we set K2 to 4 and 10, and vary K®, thus
reporting four curves with x-axis equal to K + K2. The re-
sult for perplexity is shown in Fig. 6-left.' We can see that
while SLDA performs better than LDA, our FFTMs signifi-
cantly outperform both. This demonstrates the efficiency of
our learned factored topics, under the same number of param-
eters.

We note that K2 = 4 gives better result than K2 = 10 and
the performance drops quickly as K increases. This means
that this dataset does not have a large variety of topics and
thus models with large K! x K? values tend to over-fit.

The result of rating prediction using the topics as features is
shown in Fig. 6-right. Our unsupervised FFTM outperforms
the unsupervised LDA model and our supervised FFTM out-
performs the SLDA model. We also performed linear regres-
sion only on the second topic factor (i.e., features are only
gbzl, ceey ¢§ 2> Shown in magenta in the figure). We see that
they achieve almost the same performance as using all the
topics. (In fact, the performance of only using ¢! is poor,
around 0.1.) This verifies that supervised FFTMs are useful
in modeling different factors of the topics where one factor
may be more useful for supervised prediction tasks.

We also qualitatively examine the topics found along the
first and the second factor. Fig. 7 lists the topics as rep-
resented by five top-ranked terms. The top four topics are

19To be consistent with previous experiment, we use the perplex-
ity instead of the per-word held out log-likelihood used in [Blei and
McAuliffe, 2007], which can be converted from the perplexity by
taking its negative logarithm.
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Figure 6: Perplexity and predictive R? on movie reviews (Dataset-5). We compare our supervised FFTMs (sFFTM) and
unsupervised FFTMs (FFTM) against LDA and sLDA. X-axis refers to k, the number of topics in different models. For
FFTMs, K = K!' + K2 where K2 is setto 4 or 10 and K* varies.

presentation violence large script
= plot sexual budget director
% cinema dark material screen
£ british animations waste pictures
lines comedy core music
instead painfully hilarious efforts
< acrimonious barely effective marvelous
% trouble hard perfectly pleasant
£ old obvious epic consistently
creepy poor beautiful like

Figure 7: Two types of movie-review topics found by our
FFTM. The first factor contains terms about the content of
the movie, and the second one contains terms indicating the
sentiment.

about different aspects of a movie, such as its genre, produc-
tion, components. The bottom four topics are clearly related
to sentiments: The first two correspond to negative reviews
while the last two for positive ones.

We have made the code available at:
http://pr.cs.cornell.edu/factoredtopicmodel/

5 Conclusion

In this paper, we presented the factored topic models for dis-
covering different fypes of topics. Each word now has a vec-
tor of latent topic assignments (as compared to one topic as-
signment in the classic topic models) indicating that it is gen-
erated by topics from multiple factors. Our model also esti-
mated discovered the importance of different types (factors)
of topics. With multiple factors, the parameter estimation be-
comes challenging. We presented a variational approximation
that results in a tractable algorithm. We then also presented
a supervised FFTM. Over five different datasets, we showed
that our model outperforms the standard topic models while
producing fewer, but meaningful, topics.

In summary, the key insight in this work is that having
L factors with K1, ..., K topics each allows us to model
[I, K effective topics with only ), K, parameters. This
would only work when the real-world datasets are produced
by different types of topics. In our experiments on five differ-
ent datasets, we did find that that was the case.
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Appendix
The expanded form of £ for one document is (see §2.2):
L K* K*
L = Z(logF(Zaf)—ZlogF(ag)
(=1 j=1 j=1
K* K*
+ D (o =)@ () - ()_A)
i=1 j:l
N K K*
+ YD kv Z% —1ogT(>_ ()
n=1i=1 j=1
K* K*
+ Zlogl“ V) = > = DEEH + O )
i=1 j=1
N K*
- Y dhiloge,)
n=11:=1
N K!
¢ 55 S (Mo (St ).
n=1z1=1 zL=1

For M documents, the equation above would be summed over
each document (d = 1,..., M), and N would be replaced by
N, (the number of words in the document d).
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