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Abstract
This chapter covers perceptual methods in which manipulation is an integral part of perception. These
methods face special challenges due to data sparsity and high costs of sensing actions. However, they
can also succeed where other perceptual methods fail,
e.g., in poor-visibility conditions or for learning the
physical properties of a scene.
The chapter focuses on specialized methods that
have been developed for object localization, inference,
planning, recognition, and modeling in active manipulation approaches. We conclude with a discussion
of real-life applications and directions for future research.
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Chapter 42

Active Manipulation for Perception
the scene. While in some situations this can be desirable, it also means that each sensing action can increase uncertainty. In fact, one can easily end up in
a situation where the information gained via sensing
is less than the information lost due to scene disturbance.

In this chapter, we focus on perceptual methods
that rely on manipulation. As we shall see, sensingvia-manipulation is a complex and highly intertwined
process, in which the results of perception are used for
manipulation and manipulation is used to gather additional data. Despite this complexity, there are three
main reasons to use manipulation either together or
instead of the more commonly used vision sensors.

Due to these challenges, specialized perceptual
methods had to be developed for perception-viamanipulation. Inference methods have been developed to extract the most information from the scarce
data and to cope with cases in which the data are
insufficient to fully solve the problem (i.e., underconstrained scenarios). Planning methods have been
developed to make the most efficient sensing decisions
based on the little data available and taking into account time, energy, and uncertainty costs of sensing
actions. Modeling methods have been developed to
build the most accurate models from small amounts
of data.

First, manipulation can be used to sense in poorvisibility conditions: for example, sensing in muddy
water or working with transparent objects. In fact,
due to its high accuracy and ability to sense any
hard surface regardless of its optical properties, contact sensing is widely used for accurate localization
of parts in manufacturing. Second, manipulation is
useful for determining properties that require physical interaction, such as stiffness, mass, or the physical
relationship of parts. Third, if the actual goal is to
manipulate the object, we may as well use data gathered from manipulation attempts to improve both
perception and subsequent attempts at manipulation.
Sensing-via-manipulation also faces significant
challenges. Unlike vision sensors, which provide a
whole-scene view in a single snapshot, contact sensors are inherently local, providing information only
about a very small area of the sensed surface at any
given time. In order to gather additional data, the
manipulator has to be moved into a different position, which is a time-consuming task. Hence, unlike
vision-based perception, contact-based methods have
to cope with very sparse data and very low data acquisition rates. Moreover, contact sensing disturbs

In our discussion, the material is organized by perceptual goal: localizing an object — Sect. 42.1, learning about an object — Sect. 42.2, and recognizing an
object — Sect. 42.3. Since the chapter topic is broad,
to keep it concise, we provide a tutorial-level discussion of object localization methods, but give a birdseye view of the methods for the other two perceptual
goals. However, as we point out along the way, many
object localization methods can be re-used for the
other two perceptual goals.
4

42.1

Object Localization

Early Methods
Early methods for tactile object localization generally
ignore the sensing process uncertainties and focus on
finding a single hypothesis that best fits the measurements. For example, Gaston and Lozano-Perez
used interpretation trees to efficiently find the best
match for 3DOF object localization [1]. Grimson and
Lozano-Perez extended the approach to 6DOF [2].
Faugeras and Hebert used least squares to perform
geometrical matching between primitive surfaces [3].
Shekhar et al. solved systems of weighted linear equations to localize an object held in a robotic hand [4].
Several methods use geometric constraints together
with kinematic and dynamic equations to estimate or
constrain the pose of known planar objects in plane
by pushing them with a finger [5] or parallel-jaw gripper [6], or by tilting them in a tray [7].

Tactile object localization is the problem of estimating the object’s pose — including position and orientation — based on a set of data obtained by touching
the object. A prior geometric model of the object is
assumed to be known and the sensing is performed
using some type of contact sensor (wrist force/torque
sensor, tactile array, fingertip force sensor, etc). The
problem is typically restricted to rigid objects, which
can be stationary or moving.
Tactile object localization involves several components, including manipulator control methods, modeling, inference, and planning. During data collection, some form of sensorimotor control is used for
each sensing motion of the manipulator. For information on manipulator control, the reader is encouraged
to reference Chapters 8(1) and 9(2) . With few exceptions, the sensing motions tend to be poking motions
rather than following the surface. This is due to the
fact that robots are usually unable to sense with all
parts of the manipulator, and, hence, the poking motions are chosen to minimize the possibility of accidental non-sensed contact.
Due to the properties of sensing-via-contact, special methods for modeling, inference, and planning
had to be developed for tactile localization. Modeling choices include not only how to model the object
itself, but also models of the sensing process and models of possible object motion. We discuss models of
sensing and motion in Sect. 42.1.2, but leave an indepth discussion of object modeling techniques until
Sect. 42.2. We also cover specialized inference and
planning methods in Sects. 42.1.3 and 42.1.5 respectively.

Workpiece Localization

Single hypothesis methods are also widely used to
solve the workpiece localization problem in manufacturing applications for dimensional inspection [8],
machining [9], and robotic assembly [10]. In these
applications, the measurements are taken by a coordinate measurement machine (CMM ) [11] or by onmachine sensors [12]. Workpiece localization makes
a number of restrictive assumptions that make it
inapplicable to autonomous robot operation in unstructured environments. One important restriction
is that there is a known correspondence between each
measured data point and a point or patch on the object surface (called home point or home surface respectively) [13]. In semi-automated settings, the correspondence assumption is satisfied by having a human direct the robot to specific locations on the object. In fully-automated settings, the object is placed
42.1.1 Problem Evolution
on the measurement table with low uncertainty to
Attempts to solve the tactile object localization date make sure each data point lands near the correspondback to early 80s. Over the years, the scope of the ing home point.
Further restrictions include assumptions that the
problem as well as methods used to solve it have
data
are sufficient to fully constrain the object, the
evolved as we detail below.
object does not move, and there are no unmodeled
(1) Chap 8 “Motion Control”
effects (e.g., vibration, deformation, or temperature
(2) Chap 9 “Force Control”
variation). All of these parameters are carefully con5

trolled for in structured manufacturing environments.
The workpiece localization problem is usually
solved in least squares form using iterative optimization methods, including the Hong-Tan method [14],
the Variational method [15], and the Menq method
[16]. Since these methods are prone to getting
trapped in local minima, low initial uncertainty is
usually assumed to make sure the optimization algorithm is initialized near the solution. Some attempts
have been made to solve the global localization problem by re-running the optimization algorithm multiple times from pre-specified and random initial points
[17]. Recent work has focused on careful selection
of the home points to improve localization results
[18, 19, 20] and on improving localization efficiency
for complex home surfaces [21, 22].

explain how this formulation can be applied to tactile
localization.
General Bayesian Problem
For a general Bayesian problem, the goal is to infer the state X of a system based on a set of sensor
measurements D := {Dk }. Due to uncertainty, this
information is best captured as a probability distribution
bel(X) := p(X|D)
(42.1)

called the posterior distribution or the Bayesian belief . Fig. 42.2a shows a Bayesian network representing all the random variables involved and all the relationships between them.
In a dynamic Bayesian system, the state changes
over time, which is assumed to be discretized into
small time intervals (see Fig. 42.2b). The system is
Bayesian Methods
assumed to evolve as a Markov process with unobIn the last decade, there has been increased interest served states. The goal is to estimate the belief at
in Bayesian state estimation for the tactile object lo- time t,
calization problem [23, 24, 25, 26, 27]. These methods
belt (Xt ) := p(Xt |D1 , . . . , Dt ).
(42.2)
estimate the probability distribution over all possible
states (the belief), which captures the uncertainty
resulting from noisy sensors, inaccurate object mod- The behavior of the system is described via two probels, and other effects present during the sensing pro- abilistic laws: (i) the measurement model p(D|X)
cess. Thus, estimation of the belief enables planning captures how the sensor measurements are obtained
algorithms that are resilient to the uncertainties of and (ii) the dynamics model p(Xt |Xt−1 ) captures
the real world. Unlike workpiece localization, these how the system evolves between time steps.
For brevity, it is convenient to drop the arguments
methods do not assume known correspondences. In
in
bel(X) and belt (Xt ), and simply write bel and belt ,
contrast to single hypothesis or set-based methods,
but
these two beliefs should always be understood as
belief estimation methods allow us to better describe
functions
of X and Xt respectively.
and track the relative likelihoods of hypotheses in the
under-constrained scenario, in which the data are insufficient to fully localize the object. These methods Tactile Localization in Bayesian Form
can also work with moving objects and answer imporTactile object localization can be formulated as an
tant questions such as:“have we localized the object
instance of the general Bayesian problem. Here, the
completely?” and “where is the best place to sense
robot needs to determine the pose X of a known obnext?”.
ject O based on a set of tactile measurements D.
The state is the 6DOF pose of the object — including position and orientation — in the manipulator
42.1.2 Bayesian Framework
coordinate frame. A number of state parameterizaAll Bayesian methods share a similar framework. We tions are possible, including matrix representations,
start with a general definition of a Bayesian problem quaternions, Euler angles, and Rodrigues angles, to
(not necessarily tactile object localization), and then, name a few. For our discussion here, assume that
6

Figure 42.1: Examples of objects (top row) and their polygonal mesh models (bottom row). Five objects are shown:
cash register, toy guitar, toaster, box, and door handle. The first three models were constructed by collecting surface
points with the robot’s end effector. The last two were constructed from hand measurements made with a ruler.
The door handle model is 2D. Model complexity ranges from 6 faces (for the box) to over 100 faces (for the toaster).
Images are from [28].

(a) static case

(b) dynamic case

Figure 42.2: Bayesian network representation of the relationships between the random variables involved in a
general Bayesian problem. The directional arrows are read as “causes”. (a) In the static case, a single unknown state
X causes a collection of measurements {Dk }. (b) In the dynamic case, the state Xt changes over time and at each
time step causes a set of measurements Dt .
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the state X := (x, y, z, α, β, γ), where (x, y, z) is the
position and (α, β, γ) are orientation angles in Euler
representation.
The measurements D := {Dk } are obtained by
touching the object with the robot’s end effector.
The end effector can be a single probe, a gripper,
or a hand. Thus, it may be able to sense multiple
contacts Dk simultaneously, e.g., in a single grasping
attempt. We shall assume that for each touch Dk ,
the robot is able to measure the contact point and
also possibly sense the normal of the surface (perhaps as the direction of reaction force). Under these
assumptions, each measurement Dk := (Dkpos , Dknor )
consists of the measured cartesian position of the contact point Dkpos and the measured surface normal
Dknor . If measurements of surface normals are not
available, then Dk := Dkpos .

(a)

(b)

Figure 42.3: Sampled measurement model for a key
lock. (a) The robot exploring the object with a key. (b)
The resulting lock-key contact C-space. Images are from
[24].

Proximity Model One common model for the interpretation of tactile measurements is the proximity
measurement model [29]. In this model, the measurements are considered to be independent of each other,
with both position and normal components corrupted
by Gaussian noise. For each measurement, the probability depends on the distance between the measurement and the object surface (hence the name “proximity”).
Since the measurements contain both contact coordinates and surface normals, this distance is taken
in the 6D space of coordinates and normals (i.e., in
the measurement space). Let Ô be a representation
of the object in this 6D space. Let ô := (ôpos , ônor )
be a point on the object surface, and D be a measurement. Define dM (ô, D) to be the Mahalonobis
distance between ô and D:
s
||ôpos − Dpos ||2
||ônor − Dnor ||2
dM (ô, D) :=
+
,
2
2
σpos
σnor
(42.4)
2
2
where σpos
and σnor
are Gaussian noise variances of
position and normal measurement components, respectively. In the case of a sensor that only measures
position (and not surface normal), only the first summand is used inside the square root. The distance
between a measurement D and the entire object Ô
is obtained by minimizing the Mahalonobis distance

Measurement Model
In order to interpret tactile measurements, one needs
to define a model of the object and a model of the
sensing process. For now, assume that the object is
modeled as a polygonal mesh, which could be derived
from a CAD model or a 3D scan of the object, or
built using contact sensors. Examples of objects and
their polygonal mesh representations are shown in
Fig. 42.1. Other types of object models can also be
used. We provide an in-depth look at object modeling
techniques in Sect. 42.2.
Typically, the individual measurements Dk in a
data set D are considered independent of each other
given the state X. Then, the measurement model
factors over the measurements:
Y
p(D|X) =
p(Dk |X).
(42.3)
k

Sampled Models Early Bayesian tactile localization work used sampled measurement models. For example, Gadeyne et al. used numerical integration to
compute the measurement model for a box and stored
it in a look-up table for fast access [23]. Chhatpar and
Branicky sampled the object surface by repeatedly
touching it with the robot’s end-effector to compute
the measurement probabilities (see Fig. 42.3) [24].
8

over all object points ô

Dynamics Model

(42.5) Free-standing objects can move during probing, and
hence, a dynamics model is needed to describe this
process. In most situations, little is known about
Let ÔX denote the object in state X. Then, the possible object motions, and thus, a simple Gaussian
model is assumed. Hence, p(Xt |Xt−1 ) is a Gaussian
measurement model is computed as
2
2
with mean at Xt−1 and variances σmet
and σang
along
!
metric
and
angular
axes
respectively.
If
additional
1X 2
p(D|X) = η exp −
dM (ÔX , Dk ) . (42.6) properties of object motion are known, then a more
2
informative dynamics model can be used. For examk
ple, if we know the robot shape and the magnitude
In the above equation and throughout the chapter, and direction of the contact force, we can use Newtoη denotes the normalization constant, whose value is nian dynamics to describe object motion. This mosuch that the expression integrates to 1.
tion may be further restricted, if it is known that the
object is sliding on a specific surface.
dM (Ô, D) := min dM (ô, D).
ô∈Ô

Integrated Proximity Model A variation of the
proximity model is called the integrated proximity
model . Instead of assuming that the closest point on
the object caused the measurement, it considers the
contribution from all surface points to the probability
of the measurement [25]. This is a much more complex model that in general can not be computed efficiently. Moreover, for an unbiased application of this
model, one needs to compute a prior over all surface
points, i.e., how likely each surface point is to cause a
measurement. This prior is usually non-uniform and
highly dependent on the object shape, the manipulator shape, and the probing motions. Nevertheless, in
some cases this model can be beneficial as it is more
expressive than the proximity model.

42.1.3

Inference

Once the models are defined and the sensor data are
obtained, the next step is to estimate the resulting
probabilistic belief. This process is called inference
and can be viewed as numerical estimation of a realvalued function over a multi-dimensional space. We
can distinguish two cases: a static case where the
object is rigidly fixed and a dynamic case where the
object can move. The dynamic case is solved recursively at each time step using a Bayesian filter . The
static case can be solved either recursively or in a
single step by combining all the data into a single
batch.
The other important differentiator is the amount
of initial uncertainty. In low uncertainty problems,
the pose of the object is approximately known and
only needs to be updated based on the latest data.
This type of problem usually arises during tracking
of a moving object, in which case it is known as pose
tracking. In global uncertainty problems, the object
can be anywhere within a large volume of space and
can have arbitrary orientation. This case is often referred to as global localization. Global localization
problems arise for static objects, when the pose of
the object is unknown, or as the initial step in pose
tracking of a dynamic object. It is also the fallback
whenever the pose tracking method fails and uncertainty about the object pose becomes large.

Negative Information The models we have described so far do not take into account negative information, i.e., information about the absence rather
than presence of measurements. This includes information that the robot was able to move through
some parts of space without making contact with the
object. Negative information is very useful for active exploration strategies and has been taken into
account by [26] and [25]. Although adding negative
information makes the belief more complex (e.g., discontinuous), in most cases, it can be superimposed
on top of the belief computed using one of the above
measurement models.
9

The belief tends to be a highly complex function
with many local extrema. For this reason, parametric
methods (such as Kalman filters) do not do well for
this problem. Instead, the problem is usually solved
using non-parametric methods. The complexity of
the belief is caused directly by properties of the world,
the sensors, and models thereof. For more insight into
causes of belief complexity and appropriate estimation methods, see the discussion of belief roughness
in Chap. 1 of (author?) [28].
We start by describing basic non-parametric methods, which are efficient enough to solve problems with
up to three degrees of freedom (DOFs). Then, in
Sect. 42.1.4, we describe several advanced methods
that have been developed to solve the full 6 DOF
problem in real-time.
Basic Non-Parametric Methods
Non-parametric methods typically approximate the
belief by points. There are two types of nonparametric methods: deterministic and Monte Carlo
(i.e., non-deterministic). The most common deterministic methods are grids and histogram filters
(HF ). For these methods, the points are arranged in
a grid pattern with each point representing a grid
cell. The most common Monte Carlo methods are
importance sampling (IS ) and particle filters (PF ).
For Monte Carlo methods, the points are sampled
randomly from the state space and called samples or
particles.

case, the belief bel is proportional to the measurement
model and the equation (42.7) simplifies to
bel = η p(D|X).

(42.8)

On the other hand, if an approximate object pose is
known ahead of time (e.g., an estimate produced from
a vision sensor), then it is common to use a Gaussian prior of some covariance around the approximate
pose.
Grid methods compute the unnormalized belief
p(D|X) bel at the center of each grid cell and then
normalize over all the grid cells to obtain an estimate
of the belief bel.
Monte Carlo methods use importance sampling.
For uniform priors, the particles are sampled uniformly from the state space. For more complex priors, the particles have to be sampled from the prior
distribution bel. The importance weight for each particle is set to the measurement model p(D|X) and the
entire set of importance weights is normalized so that
the weights add up to 1.
Dynamic Case
Given the measurement model p(D|X), the dynamics
model p(Xt |Xt−1 ), and measurements {D1 , . . . , Dt }
up to time t, the belief can be computed recursively
using a Bayesian filter algorithm, which relies on the
Bayesian recursion equation
belt = η p(Dt |Xt ) belt .

(42.9)

To compute (42.9), the Bayesian filter alternates two
steps: (a) the dynamics update, which computes the
prior
Via Bayes rule, the belief bel(X) can be shown to be
Z
proportional to p(D|X)p(X). The first factor is the
bel
=
η
p (Xt |Xt−1 ) belt−1 dXt−1 ,
(42.10)
t
measurement model. The second factor, bel(X) :=
p(X), is called the Bayesian prior , which represents
our belief about X before obtaining measurements D. and (b) the measurement update, which computes
the measurement model p(Dt |Xt ).
Hence, with this notation, we can write
A grid-based implementation of the Bayesian filter
bel = η p(D|X) bel.
(42.7) is called a histogram filter. Histogram filters compute (42.9) for each grid cell separately. At the start
In the most common case, where it is only known that of time step t, the grid cell stores its estimate of the
the object is located within some bounded region of belief belt−1 from the previous time step. During the
space, a uniform prior is most appropriate. In this dynamics update, the value of the prior belt at this
Static Case

10

grid cell is computed using (42.10), where the integral
is replaced by a summation over all grid cells. During
the measurement update, the measurement model is
computed at the center of the grid cell and multiplied
by the value of the grid cell (i.e., the prior). Then,
values of all grid cells are normalized so they add up
to 1. Since during dynamics update, a summation
over all grid cells has to be carried out for each grid
cell, the computational complexity of histogram filters is quadratic in the number of grid cells.
A Monte Carlo implementation of the Bayesian filter is called a particle filter. The particle set representing the prior belt is produced during the dynamics update as follows. The particles are re-sampled
(see [30] for a tutorial on re-sampling) from the belief at the previous time step, belt−1 , and then moved
according to the dynamics model with the addition
of some motion noise. This produces a set of particles representing the prior belt . The measurement
update is performed using importance sampling as
in the static case above. Note that unlike for the
histogram filters, there is no per-particle summation
during the dynamics update, and thus, the computational complexity of particle filters is linear in the
number of particles.

42.1.4

Advanced Inference Methods

Although suitable for the some problems, basic nonparametric methods have a number of shortcomings.
There are two main issues:
1. While a rigid body positioned in space has 6
DOFs, the basic methods can only be used for
localization with up to 3 DOFs. Beyond 3
DOFs, these methods become computationally
prohibitive due to exponential growth in the
number of particles (or grid cells) required. The
reason for the exponential blow-up is as follows.
In order to localize the object, one needs to find
its most likely poses, i.e., the peaks of belt . These
peaks (also called modes) are very narrow, and,
hence, the space needs to be densely populated
with particles in order to locate them. The number of particles required to achieve the same
density per unit volume goes up exponentially
11

with the number of DOFs. Hence, the computational complexity of non-parametric methods also grows exponentially with the number of
DOFs. This is known as the curse of dimensionality.
2. Another important issue is that the performance
of basic non-parametric methods actually degrades with increase in sensor accuracy. This
problem is especially pronounced in particle filters. Although it may seem very unintuitive at
first, the reason is simple. The more accurate
the sensor the narrower the peaks of the belief.
Thus, more and more particles are required to
find these peaks. We can call this problem curse
of accurate sensor .
Several more advanced methods have been developed to combat the shortcomings of basic methods.
Below, we detail one such method, called Scaling Series, and briefly discuss a few others.
Scaling Series
Scaling Series is an inference algorithm designed to
scale better to higher-dimensional problems than the
basic methods [28, Chap. 2]. In particular, it is capable of solving the full 6 DOF localization problem.
Moreover, unlike for basic methods, the accuracy of
Scaling Series improves with increase in sensor accuracy. For this reason, this algorithm may be preferable to basic methods even in low-dimensional problems.
Scaling Series represents the belief by broad particles. Each particle is thought of as a representative
for an entire δ-neighborhood , i.e., the volume of space
of radius δ surrounding the sample point. Instead of
fixing the total number of particles (as in the basic methods), Scaling Series adjusts this number as
needed to obtain good coverage of main peaks.
Peak width can be controlled using annealing,
which means that for a given temperature τ , the measurement model is raised to the power of 1/τ . Hence,
for τ = 1 the original measurement model is obtained,
whereas for τ > 1 the measurement model is “heatedup”. Annealing broadens the peaks of belt , making

Importance Weights computes normalized importance weights using the annealed measurement model
p(D|X)1/τ . The Prune subroutine prunes out low
probability regions. This step can be done either
by weighted resampling or by thresholding on the
weights.
The algorithm returns an approximation of the belief represented by a weighted particle set X , where
Figure 42.4: True (left) and annealed (right) belief for the weights W are set according to the measurement
localization of the cash register [28]. The cash register model, which in the case of uniform prior is propormodel is shown as a wire frame. The small colored squares tional to the belief (42.8). Extension to the case of
represent high likelihood particles. Note that annealing non-uniform prior can be done by simply multiplying
makes the problem much more ambiguous.
the resulting weights by the prior. Sampling from the
prior at the start of Scaling Series may also be useful.
them easier to find. However, it also increases am- Alg. 1 Scaling Series algorithm for belief estimation.
biguity and decreases accuracy (see Fig. 42.4). To
make sure that accuracy is not compromised, Scaling Input: V0 - initial uncertainty region, D - data set,
M - number of particles per δ-neighborhood, δ∗
Series combines annealing with iterative refinements
- terminal value of δ.
as we detail below.
1: δ0 ← Radius(V0 )
2: zoom ← 2−1/dimX
The Static Case Algorithm Let us first consider
3: N ← blog2 (V olume(Sδ0 )/V olume(Sδ∗ ))c
the case, where the prior bel is uniform. Scaling Series
4: for n = 1 to N do
starts by uniformly populating the space with very
5:
δn ← zoom · δn−1
broad particles (i.e., with large δ). It evaluates the
6:
τn ← (δn /δ∗ )2
annealed measurement model for each particle and
7:
X n ← Even Density Cover(Vn−1 , M )
prunes out low probability regions of space. Then, it
8:
Wn ← Importance Weights(X n , τn , D)
refines the estimate with slightly narrower particles,
9:
Xn ← Prune(X n , Wn )
and repeats again and again until a sufficiently accu- 10: V ← Union Delta Neighborhoods(X , δ )
n
n n
rate estimate is obtained. Peak width is controlled 11: end for
during iterations using annealing, to make sure that 12: X ← Even Density Cover(V , M )
N
each particle is able to represent its δ-neighborhood 13: W ← Importance Weights(X , 1, D)
well. As the value of δ decreases during iterations, the Output: (X , W) - a weighted particle set approxidensity of particles per volume of δ-neighborhood is
mating the belief.
kept constant to maintain good particle density near
peaks. We can think of δ as peak width, which decreases (due to annealing) with iterations. At each
iteration, the δ-neighborhood of each peak will have Dynamic Case Scaling Series can be extended to
the same fixed number of particles.
the dynamic case using the same technique as in the
The formal algorithm listing is given in Alg. 1, histogram filter. During the measurement update,
where Sδ denotes a δ-neighborhood and dimX is the the measurement model is estimated using Scaling
dimensionality of the state space. The algorithm Series with a uniform prior. This produces a set of
relies on three subroutines. Even Density Cover weighted particles Xt . During the dynamics update,
samples a fixed number of particles from each the importance weights are adjusted to capture the
δ-neighborhood of a volume of space.
It can motion model via the Bayesian recursion equation
be easily implemented using rejection sampling. (42.9). To do this, for each particle Xt in Xt , the
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importance weight is multiplied by the prior belt (Xt ).
Like in the histogram filter, the prior at a point Xt is
computed by replacing the integral in (42.10) with a
summation, except now the summation is done over
all particles in Xt−1 . For other versions of dynamic
Scaling Series, refer to [28, Chap. 2].
Other Advanced Inference Methods
Other advanced methods have been used to solve the
tactile object localization problem, including the Annealed Particle Filter (APF) [25], the GRAB algorithm [31], and the Manifold Particle Filter (MPF)
[32].
The APF algorithm is similar to Scaling Series as it
also uses particles and iterative annealing. This algorithm was originally developed for articulated object
tracking based on vision data [33, 34]. Unlike Scaling
Series, APF keeps the number of particles constant
at each iteration and the annealing schedule is derived from the particle set itself based on survival
rate. Due to these properties, APF handles poorly
in multi-modal scenarios [35], which are prevalent in
tactile object localization.
The GRAB algorithm is based on grids and measurement model bounds. It performs iterative grid refinements and prunes low-probability grid cells based
on measurement model bounds. Unlike the majority of inference methods, GRAB is able to provide
guaranteed results as long as the measurement model
bounds are sound. It is well-suited for problems with
many discontinuities, e.g., whenever negative information is used in the measurement model. However,
for smooth measurement models (such as the proximity model), GRAB has been shown to be slower
than Scaling Series [28].
Similarly to the dynamic version of Scaling Series,
the MPF algorithm samples particles from the measurement model and weighs them by the dynamics
model. However, to sample from the measurement
model, MPF draws a set of particles from the contact manifold , defined as the set of object states that
contact a sensor without penetrating. Then, MPF
weights these new particles by propagating prior particles forward using the dynamics model and applying
kernel density estimation. Since the contact manifold

is a lower-dimensional manifold than the full state
space of object poses, the MPF requires fewer particles than a traditional PF. It is not yet known if the
improvement is sufficient to handle the full 6 DOF
problem. However, it has been shown that MPF
is capable of handling accurate sensors [32]. While
MPF provides a method for sampling from the contact manifold for a single contact, it is unclear how
to extend this approach to the case of multiple simultaneous contacts.

42.1.5

Planning

In order to localize an object, we need a strategy for
gathering the data. Since each touch action can take
significant time to execute, it is particularly important to accomplish the task with as few touches as
possible. In this section, we will cover how to generate candidate actions and how to select which action
to execute, with the goal of either localizing the object or grasping it with a high probability of task
success.
Candidate Action Generation
The first step in selecting actions for tactile localization is to generate a set of candidate motions. While
the object’s pose is uncertain, we would like to avoid
knocking over the object or damaging the robot. For
this reason, actions are generally guarded motions,
where the robot stops moving upon detecting contact. For multi-fingered robots, it may be advantageous to close the fingers upon detecting contact, in
order to generate more than one contact point per
action.
Candidate motions can be automatically generated
in a similar manner to randomized or heuristic grasp
planning methods (such as [36] or [37]). This approach is particularly useful if the goal is to generate
multiple fingertip contacts, because any motion that
is likely to grasp the object is also likely to result in
informative contacts.
One option is to generate a small pool of good
candidate motions based on the object shape, and
to execute them relative to the current most-likely
state of the object, as in [38]. Another option is
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Figure 42.5: Bayesian network representation of the
plnanning problem. Note how it differs from Fig. 42.2b.
Measurements Dt now depend on both the state Xt and
the action chosen At . The state Xt evolves based on both
the prior state Xt−1 and the chosen action At .

to generate a larger pool of motions that are fixed
with respect to the world, as in [39]. Finally, one can
generate paths that specifically target disambiguating features. For example, Schneiter and Sheridan
[40] show how to select paths that are guaranteed
to disambiguate among remaining object shape and
pose hypotheses, or if none such are possible, how to
select paths that at least guarantee that something
will be learned.
Bayesian Formulation of Planning

ecuted action At . Similarly, the measurement model
is now p(D|X, A). For problems where the state X
is continuous, the state space is typically discretized
using either a grid or a set of particles.
For the tactile object localization, the states are
the actual object poses, the actions are our candidate robot motions (which may or may not touch
the object), and the observations can include tactile
and/or proprioceptive information gained while executing actions. We do not actually know the true
underlying object pose, but at any given time t, we
can estimate the uncertain belief belt about the object pose using methods described in Sect. 42.1.3. In
the context of POMDPs, the belief is often referred
to as the belief state.
A POMDP policy specifies an action A, for every
possible belief. Intuitively, there is an optimal policy that would get the robot to the goal state most
efficiently for any possible starting state. This optimal policy can be found using value or policy iteration algorithms. However, for the problem of tactile
localization, these algorithms are typically computationally prohibitive for any practical discretization of
the state space. Hence, this problem is usually solved
using methods that approximate the optimal policy
for a subset of states. For instance, online re-planning
using one-step or multi-step lookahead is non-optimal
but usually provides good results.
For a subset of tactile localization problems, onestep lookahead has been shown to be nearly-optimal
[41]. Problems in this class satisfy two assumptions:
(1) the object is stationary and does not move when
touched (e.g., a heavy appliance), and (2) the actions being considered are a fixed set of motions regardless of the current belief. With these assumptions, tactile localization can be formulated as an
adaptive submodular information-gathering problem.
Adaptive submodularity is a property of informationgathering problems where actions have diminishing
returns, and taking additional actions never results
in loss of information.

Once a pool of candidate actions has been created, the problem of selecting an optimal action to
take next can be formulated as a Partially Observable Markov Decision Process (POMDP). Details on
POMDPs can be found in Chapter 14(3) . Briefly,
a POMDP consists of a set of states X := {Xi },
a set of actions A := {Aj }, a set of observations
D := {Dk }. Both measurement model and dynamics model from Sect. 42.1.2 are now conditioned on
the action A taken. This change is clearly visible in
the dynamic Bayesian network representation of the
problem: compare Fig. 42.5 to Fig. 42.2b. Hence,
the dynamics model is now p(Xt |Xt−1 , At ), which is
often called the transition model in the context of
POMDPs. It represents the probability distribution One-Step Lookahead
of state Xt , given that we were in state Xt−1 and exOne way to select the next action is to consider the
(3) Chap 14 “AI Reasoning Methods for Robotics”
expected effect of each action on the belief about the
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object pose. Fig. 42.6 shows examples of the effect of
different actions on different beliefs.
Based on the possible object poses according to the
current belief belt , we need to consider the possible
outcomes of each action A. However, the same action
can result in different outcomes depending on the actual object pose, which is not known to us exactly.

ing belief. Intuitively, the lower the uncertainty, the
higher the usefulness of an action. The amount of uncertainty in a belief can be measured using entropy,
which for a probability distribution q(X) is defined
as
Z
H(q) := − q(X) log q(X) dX.
(42.11)

Simulation Experiments Since we can not determine the effect of action A exactly, we approximate
it by performing a series of simulation experiments.
Let Xt be the current set of state hypotheses. For
histogram filters, this can be the entire set X . For
particle filters, it is the current set of particles. For
each particular object pose X ∈ Xt , we can use a geometric simulation to determine where the hand will
stop along a guarded motion A, and what observation D we are likely to see. Then, we can perform
a Bayesian update of belt to obtain simulated belief
f A,D that would result if we chosen action A and
bel
observed D. Let DA denote the set of all simulated
observations we obtained for an action A using these
experiments.
To completely account for all possible outcomes,
we need to simulate all possible noisy executions of
action A and all possible resulting noisy observations
D. However, restricting our consideration to the set
of noise-free simulations works well in practice.
Each action A may also have an associated cost
C(A, D), which represents how expensive or risky it
is to execute A. Note, that the action cost may depend on the observation D. For example, if the cost
is the amount of time it takes to execute A, then
depending on where the contact is sensed, the same
guarded motion will stop at a different time along the
trajectory.

f A,D , we define its utilFor each simulated belief bel
ity to be a linear combination of its usefulness (i.e.,
certainty) and cost
f A,D ) := −H(bel
f A,D ) − β C(A, D),
U (bel

(42.12)

where β is a weight that trades off cost and usefulness
[39]. Since we do not know what observation we will
get after executing action A, we define its utility to
be the expected utility of the resulting belief based
on all possible observations
h
i
f A,D ) .
U (A) := ED U (bel
(42.13)
Based on the simulation experiments, this expectation can be estimated as a weighted sum over all the
experiments
X
f A,D ),
U (A) ≈
wD U (bel
(42.14)
D∈DA

where the weight wD is the probability of the state X
that was used to generate the observation D. More
specifically, for a grid representation of state space,
each D ∈ DA was generated using some X ∈ Xt , and
thus, wD is the belief estimated for the grid point
X. If Xt is represented by a set of weighted particles,
then wD is the weight of particle X ∈ Xt used to
generate the observation D.
With this utility function in mind, the best action
Utility Function In order to decide which action
to
execute is the one with the highest utility
to take, we need a utility function U (A) that allows
h
i
us to compare different possible actions. The utility
best
A
:=
argmax
U
(A)
.
(42.15)
function should take into account both the usefulness
A
of the action as well as its cost.
To localize the object, we want to reduce the un- Since the utility function depends on negative encertainty about its pose. Hence, we can measure ac- tropy, methods that maximize this utility function
tion usefulness in terms of uncertainty of the result- are often called entropy minimization methods.
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of a nearly-cylindrical object is unimportant if it only
needs to be grasped successfully.
Multi-step planning in belief space

Figure 42.6: Selecting an action using a KLD-based
utility function on examples of localizing a door handle.
For each example, the starting belief belt is shown on the
left. The action chosen A := abest and the resulting belief
belt+1 after executing the action are shown on the right.
Color shows the probability of the state, ranging from
high (red) to low (blue) [39].

While in some situations one-step-lookahead methods give good results, in other situations it may be
advantageous to look more than one step ahead. This
is especially true if actions take a long time to execute, and/or if the plan can be stored and re-used for
multiple manipulation attempts.
Multi-step lookahead can be performed by constructing a finite-depth search tree (see Fig. 42.7 for
illustration). Starting with the current belief belt ,
we consider possible first-step actions A1 , . . . , A3 and
simulate observations D11 , . . . , D32 . For each simulated observation, we perform a belief update to obtain the simulated beliefs B11 , . . . , B32 . For each of
these simulated beliefs, we consider possible secondstep actions (of which only A4 , . . . , A6 are shown).
For each of the second-step actions, we again simulate
observations and compute simulated beliefs. This
process is repeated for third-step actions, fourth-step
actions, and so on, until the desired number of steps
is reached. The example in Fig. 42.7 shows the search
tree for two-step lookahead.
After the tree is constructed from the top down to
the desired depth, scoring is performed from the bottom up. Leaf beliefs are evaluated using the chosen
utility metric. In the example in Fig. 42.7, the leafs
shown are B41 , . . . , B62 . For each leaf, we show the
entropy H and cost βC. The utility of each corresponding action A4 , . . . , A6 is then computed by taking expectation over all observations that were simulated for that action. Note that we have to take
expectations at this level because we have no control
over which of the simulated observations we will actually observe. However, at the next level, we do have
control over which action to execute, and we select
the action with the maximum utility [42]. We compute the utility of beliefs B11 , . . . , B32 by subtracting
their cost from the utility of the best action among
their children. For example,

Alternative Utility Measures Other measures of
usefulness are also possible, such as reduction in average variance of the belief or Kullback-Leibler divergence (KLD) of the simulated belief from the current
belief. However, KLD is only applicable for problems
where the object is stationary as this metric does not
support a changing state. An example of action selection using KLD metric is shown in Fig. 42.6.
If the goal is to successfully grasp the object, not
just to localize it, then it makes more sense to select actions that maximize probability of grasp success rather than simply minimizing entropy. Success
criteria for grasping can, for instance, be expressed
geometrically as ranges in particular dimensions of
object pose uncertainty that are required for a task to
succeed. For a given belief, we can add up the probabilities corresponding to the object poses (states) for
which executing a desired, task-directed grasp would
succeed open-loop, and maximize that value rather
than minimizing entropy. Action selection can still
be done using one-step-lookahead. Using this metric instead of the one in (42.12) simply allows one to
concentrate on reducing uncertainty along important
U (B22 ) = U (A6 ) − βC(A2 , D22 ).
(42.16)
dimensions, while paying less attention to unimportant dimensions [42]. For example, the axial rotation In this manner, expectation and maximization can be
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Figure 42.7: Part of a depth-2 search tree through belief space, for three actions at each level and two canonical
observations for each action. belt is the current belief. A1 , . . . , A6 are actions. D11 , . . . , D62 are simulated observations. And B11 , . . . , B62 are simulated beliefs. We can compute the entropy H and action cost β C at the leafs,
and thus compute the utility metric U for each leaf. Then, working upwards from the bottom, we can compute the
expected utility U of actions A4 , . . . , A6 by taking a weighted sum of their children. We then select the action with
maximum utility (A6 in this example) and use its utility U (A6 ) to compute the utility at node B22 using equation
(42.16). The same operation is repeated for the upper levels, and at the top level we finally select the action with
the highest utility as the best action to be performed (A2 in this example) [42].
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carried out for multiple levels of the tree until the top
is reached. Maximization at the very top level selects
the most optimum action to execute next. Bold lines
in Fig. 42.7 show the possible action sequences this
algorithm would consider optimal depending on the
possible observations made.
When searching to a depth greater than 1, branching on every possible observation is likely to be prohibitive. Instead, we can cluster observations based
on how similar they are into a small number of canonical observations and only branch on these canonical
observations.
Performing a multi-step search allows us to include
any desired final grasps as actions. These actions can
result in early termination if the success criterion is
met, but can also function as possible informationgathering actions if the criterion is not met. It also
allows us to reason about actions that may be required to make desired grasps possible, such as reorienting the object to bring it within reach. As shown
in [42], a two-step lookahead search is usually sufficient. Searching to a depth of 3 generally yields little
additional benefit. One full sequence of informationgathering, grasping, and object reorientation using a Figure 42.8: An example sequence of grasping a powermulti-step search with a depth of 2 for grasping a drill based on a depth-2 search through belief space. The
right side of each pair of images shows the grasp just expower drill is shown in Fig. 42.8.
Other Planning Methods
There are many other possible methods for selecting
actions while performing Bayesian state estimation
for tactile object localization and grasping. As long
as we continue to track the belief with one of the inference methods described above, even random actions
can make progress towards successfully localizing the
object. In this section, we will describe a few significantly different approaches to action selection for
Bayesian object localization.
The planning methods we have described so far
used either guarded motions or move-until-contact,
to avoid disturbing or knocking over the object. However, one can instead use the dynamics of object
pushing to both localize and constrain the object’s
pose in the process of push-grasping, as in Dogar et
al. [43].
Also, instead of using entire trajectories as actions,

ecuted, while the left side shows the resulting belief. The
dark blue flat rectangle and the red point-outline of the
powerdrill show the most likely state, while the light blue
rectangles show states that are 1 standard deviation away
from the mean in each dimension (x, y, θ). Panels a-c and
e-g show information-gathering grasps being used to localize the drill, panel d shows the robot reorienting the
drill to bring the desired grasp within reach, and panels
h and i show the robot using the desired final grasp on
the drill, lifting, and pulling the trigger successfully. [42].

18

we could consider smaller motions as actions out of
which larger trajectories could be built. In this case,
one- or two-step lookahead will be insufficient to get
good results. Instead, we would need to construct
plans consisting of many steps. In other words, we
would need a much longer planning horizon. The
challenge is that searching through belief space as
described above is exponential in the planning horizon. In Platt et al. [44], the authors get around this
problem by assuming the current most likely state is
true and searching for longer-horizon plans that will
both reach the goal and also differentiate the current
most likely hypothesis from other sampled, competing states. If we monitor the belief during execution
and re-plan whenever it diverges by more than a set
threshold, the goal will eventually be reached because
each hypothesis will be either confirmed (and thus the
goal reached) or disproved.
Finally, while the above methods can be used for
planning for what we termed global localization (i.e.,
object localization under high uncertainty), if the object needs to be localized in an even broader context,
as when trying to locate an object somewhere in a
kitchen, then one may have to plan to gather information with higher-level actions (e.g., opening cabinets). Such actions could be reasoned about using
symbolic task planning, as in Kaelbling and LozanoPerez [45].

42.2

Learning About An Object

42.2.1

Shape of Rigid Objects

In this set of problems, the goal is to construct a 2D or
3D model of the object’s geometric shape by touching
the object. Due to low data acquisition rate, touchbased shape reconstruction faces special challenges
as compared to methods based on dense 3D cameras
or scanners. These challenges dictate the choice of
object representation and exploration strategy.
While most of the work on shape reconstruction focuses on poking motions with the end-effector, some
methods rely on techniques such as rolling the object
in between planar palms equipped with tactile sensors. In these methods, shape of the object can be
reconstructed from the contact curves traced out by
the object on the palms. These methods were first
developed for planar 2D objects [46], and later extended to 3D [47].
Representation
The shape reconstruction process is heavily dependent on the chosen representation. Since the data
are sparse, a simpler shape representation can significantly speed up the shape acquisition process.
Shape Primitives The simplest representation is
a primitive shape: plane, sphere, cylinder, torus,
tetrahedra, or cube. In this case, only a few parameters need to be estimated based on the gathered
data. For example, Slaets et al. estimate the size of a
cube by performing compliant motions with the cube
pressed against a table [49].

Patchwork of Primitives If one primitive does
not describe the whole object well, a “patchwork” of
several primitives may be used. Parts of the object
While the previous section focused on localization of
are represented with sub-surfaces of different primiknown objects, in this section, we discuss methods
tives, which are fused together [48] (see Fig. 42.9). In
for learning about a previously unknown object or
this case, a strategy for refining the fusion boundaries
environment. The goal is to build a representation
between primitives is needed and additional data may
of the object that can later be useful for localizabe gathered for this specific purpose.
tion, grasp planning, or manipulation of the object.
A number of properties may need to be estimated,
including shape, inertia, friction, contact state, and Super-quadrics A slightly more complex primiothers.
tive shape is a super-quadric surface, which gives
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Figure 42.9: A combination of primitive shapes and polygonal mesh is used for modeling objects during an underwater mapping experiment [48].

more flexibility than a simple primitive. Superquadric surfaces are surfaces described in spherical
coordinates by


cx cos1 (ω1 ) cos2 (ω2 )
S(ω1 , ω2 ) :=  cy cos1 (ω1 ) sin2 (ω2 )  . (42.17)
cz sin1 (ω1 )

faces (i.e., the polygons) of the mesh. However, this
method tends to under-estimate the overall size of
the object because data points at object corners are
rarely gathered. This effect is present even for dense
3D sensors, but especially noticeable here due to sparsity of the data. A more accurate representation can
be obtained by collecting several data points for each
polygonal face and, then, intersecting the polygonal
The parameters cx , cy , and cz describe the extent of faces to obtain the corners of the mesh. However, this
the super-quadric along the axes x, y, and z respec- tends to be a more involved, manual process [28].
tively. By adjusting the exponents 1 and 2 , one can
vary the resulting shape anywhere from an ellipse to
a box. For example, setting 1 , 2 ≈ 0 results in box
shapes; 1 = 1, 2 ≈ 0 results in cylindrical shapes; Point Cloud Objects can also be represented as
1 , 2 = 1 results in ellipses. Hence, by estimating clouds of gathered data points. In this case, the
cx , cy , cz , 1 , and 2 , one can model a rich variety of accuracy of the representation directly depends on
the density of the gathered data and, hence, these
shapes [50].
methods typically spend a lot of time collecting data
[51, 52].
Polygonal Mesh When none of the parametric representations capture the object’s shape well
enough, a polygonal mesh can be used. A polygonal
mesh (or poly-mesh) can represent arbitrary shapes Splines 2D objects can be represented by splines.
as it consists of polygons (typically, triangles) linked For example, Walker and Salisbury used proximity
together to form a surface (Fig. 42.1). The simplest sensors and a planar robot to map smooth shapes
method is to link up collected data points to create placed on a flat surface [53] (Fig. 42.10).
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can be used both for mapping and for planning the
next most informative move.
Guided Exploration In many applications, it is
acceptable to have a human operator guide the collection of data. This method allows for more accurate model building because humans can select the
best points to sense on the object. Humans can also
build variable accuracy models, where more data are
collected near areas/features of interest and less data
are collected elsewhere.

Figure 42.10: A 2D object is explored and represented
by splines [53].

Volumetric Grid Maps Objects can also be represented by volumetric grids. For 2D objects, this
representation is called an occupancy grid map. For
3D objects, it is called a voxel grid map. Each grid
cell represents a small part of the surface (or space)
and records a binary value (e.g., whether the cell is
occupied or not). This value is estimated based on
gathered data using probabilistic methods similar to
the ones used for mobile robot mapping with a 2D
laser [48, 54] (Fig. 42.11). For additional information
on occupancy grid maps see Chapter 45(4) .

Autonomous Exploration When autonomous
model-building is required, a number of exploration
strategies exist. The simplest approach is to select
the sensing locations randomly. However, when using random sampling, the density of the gathered
data can vary. An exhaustive strategy can ensure
that points are gathered with a specified density. A
triangular lattice arrangement has been shown to be
the most optimal for such a strategy; however, this
method takes considerable time. The most optimal
decision about the next sensing location can be made
by considering the amount of information that can
be gained. These techniques are similar to the ones
described in Sect. 42.1.5. Several primitive and advanced exploration strategies for tactile mapping are
compared in [48].

42.2.2

Articulated Objects

In all the prior sections, we were concerned with rigid
objects, which tend to be simpler to model. The next
Data Gathering
step up in terms of complexity are objects comprised
of several rigid parts, which can move with respect
Different types of data can be collected during mapto each other. These objects are called articulated
ping. Tactile array images can be very informative
objects. For many objects, the motion of connected
for mapping planar objects. Sensed end-effector conparts with respect to each other is restricted to only
tact gives 3D data points on the object surface. Link
one or two DOFs by prismatic or revolute joints. Excontacts can also be estimated and used for mapping
amples of articulated objects include simple objects
even without sensory skin (see Sect. 42.2.4 for more
such as doors, cabinet drawers, and scissors, as well
details). Moreover, the volume swept by the robot
as more complex objects such as robots and even huarm provides negative information, i.e., the absence
mans (see Fig. 42.12).
of obstacles in this volume. All of this information
Manipulation can play an important role in mod(4) Chap 45 “World Modeling”
eling novel articulated objects. By applying a force
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Figure 42.11: Reconstruction of letters from tactile images. Pixels are colored by probability of occupancy in
log-odds form. This probability can be seen to be high on the letters themselves, to be low in the surrounding area
where measurements were taken, and to decay to the prior probability in the surrounding un-sensed area [54].

Figure 42.12: Robot manipulating a variety of common articulated objects (from left to right): a cabinet door that
opens to the right, a cabinet door that opens to the left, a dishwasher, a drawer, and a sliding cabinet door [55].

lute and prismatic joints can be represented as a relational model , which describes relationships between
object parts. In order to build a relational model of
a multi-joint object, a robot needs an efficient exploration strategy for gathering the data. The exploration task can be described using a Markov decision
process, similar to the ones discussed in Sect. 42.1.5.
Since the goal is to learn relational models, these
MDPs are called relational Markov decision processes
Figure 42.13: Robot exploring an articulated object
(RMDPs). With the aid of RMDPs, robots can learn
[57].
efficient strategies for exploring previously unknown
articulated objects, learning their kinematic structo one part of an articulated object, one can observe ture, and later manipulating them to achieve the goal
how the other parts move and thus infer relation- state [57].
ships between parts. Observation can be performed
via the sense of touch or via some other sense, e.g.,
vision. For example, if a robot arm pulls/pushes a
door compliantly, its trajectory allows the robot to
Some kinematic structures do not consist entirely
determine the width of the door [56]. Alternatively, of revolute and prismatic joints. A common examif a robot arm pushes one handle of a pair of scis- ple is garage doors, which slide in and out along a
sors, the location of the scissors joint can be inferred curved trajectory. General kinematic models can be
by tracking visual features with an overhead camera represented by Gaussian processes, which can cap(see Fig. 42.13).
ture revolute, prismatic and other types of connecA kinematic structure consisting of several revo-

tions between parts [55].
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an approach to mapping planar deformable objects
by swiping them between the robot’s fingers [59] (see
Fig. 42.14). These maps can later be used for localization during subsequent swipes, in a manner similar
to indoor robot localization on a map.
The most complex deformable objects are 3D deformable objects. This category includes a great variety of objects in our everyday environments: sponges,
sofas, and bread are just a few examples. Moreover,
in medical robotics, tissues typically have to be modeled as 3D deformable objects. Since the stiffness and
composition of these objects can vary, they need to be
modeled as networks of nodes, where different interaction can take place between distinct nodes. Such
models typically require a lot of parameters to describe even reasonably small objects. Although, some
efficiency improvements can be obtained by assuming
Figure 42.14: Robot exploring a 2D deformable object
that subregions of the object have similar properties.
[59].
Despite the challenges, 3D deformable object modeling has many useful applications, e.g., a surgery simulator or 3D graphics. Burion et al. modeled 3D objects as a mass-spring system (see Fig. 42.15), where
mass nodes are inter-connected by springs [60]. By
applying forces to the object, one can observe the deformation and infer stiffness parameters of the springs
(i.e., elongation, flexion, and torsion).
Figure 42.15: Model of a 3D deformable object. The
object at rest (left). The object under influence of an
external force (center and right). Images are from [60].

42.2.3

Deformable Objects

Even more complex than articulated objects are deformable objects, which can be moved to form arbitrary shapes. The simplest of these are 1-D deformable objects, such as ropes, strings, and cables. These objects are typically modeled as line objects with arbitrary deformation capability (except
for stretching). A number of approaches can be found
in [58].
A more complex type of deformable objects are planar deformable objects, such as fabric or deformable
plastic sheets. While these objects can be represented as networks of nodes, modeling interaction
between these nodes can get expensive and is not always necessary. For example, Platt et al. developed

42.2.4

Contact Estimation

Up until now, we have assumed that the contact location during data gathering was somehow known.
However, determining the contact point is not as
straightforward for robots as it is for humans, because robots are not fully covered in sensory skin.
Thus, during interaction between a robot and its environment, non-sensing parts of the robot can come
in contact with the environment. If such contact goes
undetected, the robot and/or the environment may
be damaged. For this reason, touch sensing is typically performed by placing sensors at the end-effector
and ensuring that the sensing trajectories never bring
non-sensing parts of the robot in contact with the environment.
Clearly, end-effector-only sensing is a significant
constraint, which is difficult to satisfy in real-world
conditions. Work on whole-body sensory skin is ongo-
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ing [61], yet for now only small portions of the robot’s
surface tend to be covered with sensory skin.
In lieu of sensory skin, contact can be estimated
from geometry of the robot and the environment via
active sensing with compliant motions. Once a contact between the robot and the environment is detected (e.g., via deviation in joint torques or angles),
the robot switches to the active sensing procedure.
During this procedure, the robot performs compliant
motions (either in hardware or software), by applying
a small force towards the environment and moving
back and forth. Intuitively, the robot’s body carves
out free space as it moves, and thus, via geometrical
reasoning, the shape of the environment and contact
points can be deduced. However, from a mathematical perspective, this can be done in several different
ways.
One of the earliest approaches was developed
by Kaneko et al., who formulated the Self-Posture
Changability (SPC) method [63]. In SPC, the intersection of finger surfaces during the compliant motions is taken to be the point of contact. This method
works well in areas of high curvature of the environment (e.g., corners), but can give noisy results in areas of shallow curvature. In contrast to SPC, the
Space Sweeping algorithm by Jentoft et al. marks
all points on finger surfaces as possible contact, and
then gradually rules out the possibilities [62] (see
Fig. 42.16). The Space Sweeping algorithm provides
less noisy estimates in areas of shallow curvature, but
can be more susceptible to even the smallest disturbances of the environment’s surface.

(a)

(b)

Mathematically, contact estimation can also be for- Figure 42.16: (a) A two-link compliant finger used for
mulated as a Bayesian estimation problem. If the contact sensing. (b) The resulting model built by the
robot moves using compliant motions as described Space Sweeping algorithm. Images are from [62].
above, the sensor data are the joint angles of the
robot. The state is the shape and position of the environment, represented using one of the rigid object
models described in Sect. 42.2.1. Then, each possible state can be scored using a probabilistic measurement model, e.g., the proximity model described
in Sect. 42.1.2, and the problem can be solved using
Bayesian inference methods [64].
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42.2.5

Physical Properties

Up until now, we have focused on figuring out the
shape and articulation of objects. While there are
some advantages to doing so with tactile data as opposed to visual data, visual data can also be used to
generate shape and articulation models. However,
there are many properties of objects that are not
easily detectable with vision alone, such as surface
texture and friction, inertial properties, stiffness, or
thermal conductivity.
Friction and Surface Texture
Surface friction, texture, and roughness can be estimated by dragging a fingertip over the object. The
forces required to drag a fingertip over a surface at
different velocities can be used to estimate surface
friction parameters [65, 66, 67]. Accelerometer or
pressure data is useful for estimating surface roughness (by the amplitude and frequency of vibration
while sliding) [67, 68], or more directly identifying
surface textures using classification techniques such
as SVMs or k-NN [69]. The position of the fingertip
being dragged across the surface is also useful for estimating surface roughness and for mapping out small
surface features [65]. Static friction is also often estimated as a by-product of trying to avoid object slip
during a grasp, based on the normal force being applied at the moment when slip happens [70, 71]. Finally, the support friction distribution for an object
sliding on a surface can be estimated by pushing the
object at different locations and seeing how it moves
[53, 72].

accelerations. Tanaka et al. [75] estimate the object’s
mass by pushing the object with known contact force
and watching the resulting motion with a camera.
Stiffness
Identifying the stiffness (or the inverse, compliance)
of an object is useful in terms of modeling the material properties of an object, but more directly, it
is also useful for preventing the robot from crushing
or damaging delicate objects. Gently squeezing an
object and measuring the deflection seen for a given
contact normal force is one method often used to estimate stiffness [76, 77, 68]. Omata et al. [78] use
a piezoelectric transducer and a pressure sensor element in a feedback circuit that changes its resonant
frequency upon touching an object, to estimate the
object’s acoustic impedance (which varies with both
object stiffness and mass). Burion et al. [60] use particle filters to estimate the stiffness parameters of a
mass-spring model for deformable objects, based on
the displacements seen when applying forces to different locations on the object.
Thermal Conductivity
Thermal sensors are useful for identifying the material composition of objects based on their thermal
conductivity. Fingertips with internal temperature
sensors [79, 68] can estimate the thermal conductivity of the object by heating a robot fingertip to above
room temperature, touching the fingertip to the object, and measuring the rate of heat loss.

Inertia

42.3

Atkeson et al. [73] estimate the mass, center of mass,
and moments of inertia of a grasped object, using
measurements from a wrist force-torque sensor. Objects that are not grasped but that are sitting on a
table can be pushed; if the pushing forces at the fingertips are known, the object’s mass as well as the
COM and inertial parameters in the plane can be
estimated. Yu et al. [74] do so by pushing objects
using two fingertips equipped with force/torque sensors and recording the fingertip forces, velocities, and

Another common goal of touch-based perception is
to recognize objects. As with more typical, visionbased object recognition, the goal is to identify the
object from a set of possible objects. Some methods
assume known object shapes and try to figure out
which object geometry matches the sensor data best.
Other methods use feature-based pattern recognition
to identify the object, often with a bag-of-features
model that does not rely on geometric comparisons to
overall object shape. Finally, there are methods that
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Recognition

use object properties such as elasticity or texture to
identify objects.

tations to prune incompatible objects in a database
of polyhedral objects.

42.3.1

42.3.2

Object shape matching

Any of the methods for shape-based localization can
also be used for recognition, by performing localization on all potential objects. In terms of the equations used in Sect. 42.1, if we are considering a limited
number of potential objects with known mesh models, we can simply expand our state space to include
hypotheses over object identity and pose, instead of
just pose. If we add an object ID to each state in the
state vector X, and use the appropriate mesh model
for that object ID for the measurement model for
each state, all of the equations used in the previous
sections still hold. The object ID for the combined
object shape and pose that best matches the collected
sensor data is then our top object hypothesis.
Non-probabilistic methods for localization and object recognition often involve geometrically pruning
objects from a set of possible object shapes/poses
that do not match sensed data. For instance, Gaston
et al. [80] and Grimson et al. [81] recognize and localize polyhedral objects by using the positions and
normals of sensed contact points in a generate-andtest framework: generate feasible hypotheses about
pairings between sensed contact points and object
surfaces, and test them for consistency based on constraints over pairs of sensed points and their hypothesized face locations and normals. Russell et al [82]
classify tactile array images as point, line, or area
contacts, and use the time-sequence of contacts seen
when rolling the object over the array to prune inconsistent object shapes.
Other methods recognize objects by forming a
model of the object, then matching the new model
with database objects. For instance, Allen and
Roberts [83] build superquadric models of the object
from contact data, then match the superquadric parameters against a database of object models. Caselli
et al. [84] build polyhedral representations of objects
(one based on contact points and normals that represents the space that the true object must fit inside,
and one based on just contact points that the true
object must envelop), and use the resulting represen-

Statistical pattern recognition

Many methods for tactile object recognition use techniques from statistical pattern recognition, summarizing sensed data with features and classifying the
resulting feature vectors to determine the identity of
the object. For instance, Schöpfer et al. [85] roll a
tactile array over objects along a straight line, compute features such as image blob centroids and second
or third moments over the resulting time series of tactile images, and use a decision tree to classify objects
based on the resulting features. Bhattacharjee et al.
[86] use k-nearest-neighbors on a set of features based
on time series images from a forearm tactile array to
identify whether an object is fixed or movable, and
rigid or soft, in addition to recognizing the specific
object.
Tactile array data is very similar to small image
patches in visual data, and so techniques for object
recognition using tactile arrays can look much like
object recognition techniques that use visual data.
For instance, Pezzementi et al. [88] and Schneider
et al. [87] both use a Bag-of-Features model on fingertip tactile array data to recognize objects. The
process for tactile data is almost the same as for visual images: for each training object (image), a set of
tactile array images (2D image patches) is obtained
(for an example, see Fig. 42.17), features (which are
vectors of descriptive statistics) based on each tactile
image are computed, and the features for all objects
in the training set are clustered to form a vocabulary
of canonical features (see Fig. 42.18). Each object is
represented as a histogram of how often each feature
occurs. When looking at a new, unknown object, the
features computed from the tactile array images are
similarly used to compute a histogram, and then the
new histogram is compared against those of the objects in the database to find the best match. The
one notable difference in the two domains is that tactile data is much more time-consuming and difficult
to obtain than appropriate image patches: in 2D visual object recognition, an interest point detection
algorithm can quickly produce hundreds of salient
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Figure 42.17: Some objects and their associated tactile images for both left and right fingertips [87].

Figure 42.18: Vocabulary of tactile images created using unsupervised clustering. Only the left finger’s image is
shown for each pair [87].

patches from a given 2D image, whereas for tactile
object recognition, each tactile array requires touching the object, which in turn requires a planner (such
as the ones described in Sect. 42.1.5) to decide how
to gather appropriate tactile data.
Tactile object exploration also allows one to
gather and use information besides just tactile image
patches: for instance, Gorges et al [89] envelop objects in a multi-fingered hand, and use the resulting
joint angles as features that directly relate to object
dimensions, alongside additional features computed
from tactile image patterns. In [90], Pezzementi
et al. combine techniques from vision-based object
recognition with the type of Bayesian recognition-bylocalization described in section 42.3.1, using pairs of
fingertip tactile image features along with their positions and surface normals to update a belief state
over object poses and identities.

42.3.3

face texture, and thermal conductivity. Any of the
methods listed in Sect. 42.2.5 can be used to identify
objects, using many of the techniques described in
Sect. 42.3.2. For instance, surface texture and roughness can be used to distinguish objects, as in [69] or
[67], as can thermal conductivity, as in [79].
More specific properties can also be used to classify
objects of particular types: for instance, Chitta et al.
[91] identify bottles and also classify them as open or
closed, full or empty by squeezing and rolling them
from side to side and using decision tree classifiers
on the resulting tactile measurements. Drimus et al.
[92] also identify objects by squeezing them, but using k-nearest neighbor on the time series data of tactile measurements after performing Dynamic Time
Warping to align them.

42.3.4

Combining visual and tactile
sensing

Recognition by material propOf course, visual object recognition also has advanerties

Tactile object recognition sometimes has significant
advantages over purely visual object recognition, particularly in cases where objects are visually similar
but have different material properties detectable by
tactile sensors. A number of recent methods classify objects using properties such as elasticity, sur-

tages over purely tactile methods, and so combining data from both modalities can lead to even better object recognition and localization. For instance,
Allen et al [93] uses sparse stereo data to provide regions of interest to explore with tactile sensors, then
fuses the stereo data with the resulting tactile points
to create surface and feature descriptions, which are
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then matched against objects in the database; object hypotheses are further verified with tactile exploration. Boshra and Zhang [94] recognize polyhedral
objects by using tactile features and visual vertices
and edges to formulate constraints in a constraintsatisfaction problem. Nakamura et al. [95] grasp
objects and learn object categories based on visual
data (in the form of SIFT descriptors), audio information obtained while shaking (using a codebook
of audio features based on Mel-frequency cepstral
coefficients), and haptic information obtained while
squeezing (using hardness estimates based on finger
pressure sensor readings); the learning and inference
are done using probabilistic Latent Semantic Analysis (pLSA).

42.4

Conclusions

This chapter described perceptual methods that rely
on manipulation. Although these methods are generally more complex than vision-based perception, they
are useful in low-visibility conditions, in determining
properties that require manipulation, and in situations where perception is needed for subsequent manipulation tasks. Perception-via-manipulation faces
special challenges due to the low data acquisition rate
and the fact that each sensing action disturbs the
scene. To address these challenges, special inference
methods have been developed to cope with situations
where data are insufficient to fully constrain the problem (Sect. 42.1.3). Special planning methods had to
be applied to minimize the number of sensing actions
and reduce the possibility of significant scene disturSegmenting an object from a visual scene (which bance or non-sensed contacts (Sect. 42.1.5). These
makes further efforts at recognition much easier) is challenges also dictate the choice of object models
also made easier by combining visual and tactile (Sect. 42.2), and play a role in object recognition
sensing; by pushing on an object and seeing which methods (Sect. 42.3).
parts of the visual scene move together, objects can
be segmented both from the background and from 42.4.1 Real-Life Applications
each other. For instance, Gupta and Sukhatme [96]
Perception-via-manipulation is already used in a
use RGB-D data along with manipulation primitives
number of real-world applications and an even greater
such as spreading motions to segment and sort Duplo
number of applications will likely benefit from it in
bricks, and Hausman et al. [97] segment textureless
the near future. In manufacturing, touch-based loobjects in RGB-D data by performing visual segmencalization of parts for machining or assembly is often
tation and then resolving ambiguities using pushing
preferred to optical methods because it is not affected
motions.
by optical properties of objects (e.g., transparency or
reflectivity). At present, low uncertainty in part positioning is required prior to touch-based localization,
Work on categorizing objects by their affordances which leads to high instrumentation and reconfiguraor functions often also uses both visual and tactile tion costs. However, the new localization methods
data. For instance, Sutton [98] uses both shape-based presented in this chapter can cope with high uncerreasoning (using shape derived from range images) as tainty and thus enable flexible manufacturing lines
well as interaction-based reasoning (using data from capable of producing a variety of parts without reconthe robot physically interacting with the object) to figuration. In the future, fully-automated in-home
predict and confirm object affordances such as grasp- manufacturing may even become possible.
ing, containing, and sitting (being suitable for huMedical robotics is another mature real-world apmans to sit upon). Bekiroglu [99] performs inference plication, in which robotic contact with the environon a Bayesian Network using visual, proprioceptive, ment (i.e., the patient) is not only unavoidable, it is
and tactile data to assess whether an object/grasp in fact required for many of the procedures. Visibilcombination will be both stable and also good for a ity is often poor, and sensing with devices that emit
task such as pouring, hand-over, or dishwashing.
sound, light, or other waves can be harmful to the
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patient. Under these conditions, sensing-via-contact
can sometimes be the most viable option. The environment is inherently deformable, and thus, medical
robotics has been a strong driver for research on manipulation and perception of deformable objects.
Another area in which robots are indispensable is
underwater robotics. It is not always safe or convenient for humans to be performing tasks deep underwater, and hence, remotely-operated robots (or
ROV s) are a natural choice. ROVs even made international news during recovery operations from the
BP oil spill disaster in the Spring of 2010. Since
visibility underwater is often poor, perception-viacontact plays an even more important role.
Beyond the more established robotic applications,
as the fields of service robotics and disaster recovery
develop, the necessity of sensing-via-contact becomes
more and more obvious. In these applications, robots
often have to work in clutter and in close proximity
to humans. Under these conditions, visibility can be
poor, yet at the same time, unsensed contact can be
disastrous.

42.4.2

• Last but not least, while Bayesian methods have
found wide acceptance in other areas of robotics,
touch-based perception has yet to fully benefit from these methods. Thus, application of
Bayesian methods to any of the above listed areas is particularly promising.

42.4.3

Further Reading

For a broader view, a lot of related material can be
found in other chapters throughout this handbook.
Most sensing-via-manipulation is done using contact
or near-contact (i.e., close-range) sensors. These sensors are described in Chapter 28(5) . A few approaches
use classical vision sensors in conjunction with manipulation (as in Sect. 42.2.2, for example). Vision
sensors and methods are covered in Chapters 32(6)
and 34(7) . Manipulator design and control are covered in Chapters 4(8) , 8(9) , and 9(10) . Other relevant chapters include 7(11) , 14(12) and 47(13) for planning methods, 37(14) , 45(15) , and 46(16) for modeling,
33(17) for recognition, 5(18) and 35(19) for inference.

Future Directions of Research

Inspired by the many existing and potential applications, the field of perception-by-manipulation is
evolving and receiving more attention. Despite the
challenges, there are bountiful opportunities for further fruitful research.
• The vast majority of touch-based perception
work deals with rigid objects, whereas many objects in our environments are articulated and/or
deformable. These types of objects need to be
studied in more detail.

(5) Chap
(6) Chap
(7) Chap
(8) Chap
(9) Chap

• For rigid objects, touch-based perception of moving objects, object piles, and objects in clutter
has been under-explored.

(10) Chap
(11) Chap
(12) Chap
(13) Chap

• Whole-body contact estimation needs further attention, with or without sensory skin. The challenges here are significant, but good solutions
would increase the safety of robots in service applications and other unstructured environments.
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“Robust grasping under object pose uncertainty,” Autonomous Robots, vol. 31, no. 2-3,
pp. 253–268, 2011.

robotic assemblies using probing and particle
filtering,” in IEEE/ASME International Conference on Advanced Intelligent Mechatronics,
pp. 1379–1384, Citeseer, 2005.

[43] M. Dogar and S. Srinivasa, “A framework for [52] M. Meier, M. Schopfer, R. Haschke, and H. Ritter, “A probabilistic approach to tactile shape
push-grasping in clutter,” Robotics: Science and
reconstruction,” Robotics, IEEE Transactions
Systems VII, 2011.
on, vol. 27, no. 3, pp. 630–635, 2011.
[44] R. Platt, L. Kaelbling, T. Lozano-Perez, and
R. Tedrake, “Efficient planning in non-gaussian [53] S. Walker and J. Salisbury, “Pushing using
learned manipulation maps,” in Robotics and
belief spaces and its application to robot graspAutomation, 2008. ICRA 2008. IEEE Internaing,” in International Symposium on Robotics
tional Conference on, pp. 3808 –3813, may 2008.
Research, 2011.
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Index
δ-neighborhood, 11

home surface, 5

adaptive sub modularity, 14
Annealed Particle Filter, 13
annealing, 11
articulated objects, 21

importance sampling, 10
inference, 9
integrated proximity model, 9
IS, 10

Bayesian belief, 6
Bayesian filter, 9, 10
Bayesian prior, 10
Bayesian recursion, 10
belief roughness, 10
belief state, 14
broad particles, 11

Kalman filters, 10
kernel density estimation, 13
Kullback-Leibler divergence (KLD), 16

CMM, 5
contact manifold, 13
coordinate measurement machine, 5
curse of accurate sensor, 11
curse of dimensionality, 11
deformable objects, 23
degrees of freedom, 10
deterministic, 10
DOFs, 10
dynamics model, 6
entropy, 15
entropy minimization, 15
Gaussian processes, 22
global localization, 9
global uncertainty, 9
GRAB, 13
HF, 10
histogram filters, 10
home point, 5

low uncertainty, 9
Manifold Particle Filter, 13
Markov process, 6
mass-spring system, 23
measurement model, 6
modes, 11
Monte Carlo, 10
negative information, 9
non-deterministic, 10
non-parametric methods, 10
occupancy grid map, 21
parametric methods, 10
Partially Observable Markov
(POMDP), 14
particle filters, 10
particles, 10
PF, 10
planning horizon, 19
policy, 14
policy iteration, 14
poly-mesh, 20
polygonal mesh, 20
pose tracking, 9
36

Decision

Process

posterior distribution, 6
proximity measurement model, 8
relational Markov decision processes, 22
relational model, 22
ROV, 29
sampled measurement models, 8
samples, 10
Scaling Series, 11
Self-Posture Changability, 24
sensorimotor control, 5
Space Sweeping, 24
super-quadric surface, 19
transition model, 14
under-constrained scenarios, 4
value iteration, 14
voxel grid map, 21
workpiece localization, 5
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