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ABSTRACT

1

As predictive models increasingly assist human experts (e.g., doctors) in day-to-day decision making, it is crucial for experts to be
able to explore and understand how such models behave in different feature subspaces in order to know if and when to trust them.
To this end, we propose Model Understanding through Subspace
Explanations (MUSE), a novel model agnostic framework which
facilitates understanding of a given black box model by explaining
how it behaves in subspaces characterized by certain features of
interest. Our framework provides end users (e.g., doctors) with the
flexibility of customizing the model explanations by allowing them
to input the features of interest. The construction of explanations is
guided by a novel objective function that we propose to simultaneously optimize for fidelity to the original model, unambiguity and
interpretability of the explanation. More specifically, our objective
allows us to learn, with optimality guarantees, a small number of
compact decision sets each of which captures the behavior of a given
black box model in unambiguous, well-defined regions of the feature space. Experimental evaluation with real-world datasets and
user studies demonstrate that our approach can generate customizable, highly compact, easy-to-understand, yet accurate explanations
of various kinds of predictive models compared to state-of-the-art
baselines.

The successful adoption of predictive models for real world decision
making hinges on how much decision makers (e.g., doctors, judges)
can understand and trust their functionality. Only if decision makers
have a clear understanding of the behavior of predictive models,
they can evaluate when and how much to depend on these models,
detect potential biases in them, and develop strategies for further
model refinement. However, the increasing complexity and the
proprietary nature of predictive models employed today is making
this problem harder [9], thus, emphasizing the need for tools which
can explain these complex black boxes in a faithful and interpretable
manner.
Prior research on explaining black box models can be categorized as: 1) Local explanations, which focus on explaining individual
predictions of a given black box classifier [4, 9, 10] and 2) Global
explanations, which focus on explaining model behavior as a whole,
often by summarizing complex models using simpler, more interpretable approximations such as decision sets or lists [5, 7]. In this
paper, we focus on a new form of explanation that is designed to
help end users (e.g., decision makers such as judges, doctors) gain
deeper understanding of model behavior: a differential explanation
that describes how the model logic varies across different subspaces
of interest in a faithful and interpretable fashion. To illustrate, let us
consider a scenario where a doctor is trying to understand a model
which predicts if a given patient has depression or not. The doctor
might be keen on understanding how the model makes predictions
for different patient subgroups (See Figure 1 left). Furthermore,
she might be interested in asking questions such as "how does
the model make predictions on patient subgroups associated with
different values of exercise and smoking?" and might like to see
explanations customized to her interest (See Figure 1 right). The
problem of constructing such explanations has not been studied by
previous research aimed at understanding black box models.
Here, we propose a novel framework, Model Understanding through
Subspace Explanations (MUSE), which constructs global explanations of black box classifiers which highlight their behavior in
subspaces characterized by features of user interest. To the best
of our knowledge, this is the first work to study the notion of incorporating user input when generating explanations of black box
classifiers while successfully trading off notions of fidelity, unambiguity and interpretability. Our framework takes as input a dataset
of instances with semantically meaningful or interpretable features
(e.g. age, gender), and the corresponding class labels assigned by
the black box model. It also accepts as an optional input a set of
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