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Abstract—In distributed storage systems built using com- even in the presence of node failures. Moreover, since the
modity hardware, it is necessary to have data redundancy in scheme described in [2] stores data in an uncoded manner,

order to ensure system reliability. In such systems, it is also ¢4, computing applications the storage nodes may also serve
often desirable to be able to quickly repair storage nodes that .
as processing nodes.

fail. We consider a scheme—introduced by El Rouayheb and . . o
Ramchandran—which uses combinatorial block design in order A Steiner systemS(t, k,v) specifies a distribution of

to design storage systems that enable efficient (and exact) nodeelements into blocks of sizesuch that the maximum number
repair. In this work, we investigate systems where node sizes of overlapping elements between any two blocks is 1
may be much larger than replication degrees, and explicitly (so if t = 2, then no two blocks can share any pairs of
provide algorithms for constructing these storage designs. Our | & F’ inst E le 1 sh Stei t
designs, which are related to projective geometries, are based €l€men )- o'r Ins .anc.:e, ; xample 1 Shows a Steiner system
on the construction of bipartite cage graphs (with girth 6) and the resulting distribution of data chunks to storagessod

and the concept of mutually-orthogonal Latin squares. Via . L
these constructions, we can guarantee that the resulting design Example 1. Consider a distributed storage system to store

require the fewest number of storage nodes for the given 9 total data chunks, where each chunk is stored within storage

parameters, and can further show that these systems can benodes that can hold chunks each. Then it is possible to

easily expanded without need for frequent reconfiguration. distribute the chunks acros& nodes, where every chunk
|. INTRODUCTION has exactly4 replicas and any two distinct nodes share at

Recent trends in distributed storage systems have beenrpoo-St only one overlapping chunk. This is shown in Figure 1.

ward the use of commodity hardware as storage nodes, where

. B bn‘012‘ b4138‘ bs‘246
nodes may be individually unreliable. Such systems cah stil
be feasible for large-scale storage as long as there islbvera 5, | ¢ 3 & ‘ bs |1 4 7 ‘ bo|2 5 8 ‘
reliability of the entire storage system. Recent reseanch i
distributed storage systems has focused on using teclmique 52| 0 4 8 ‘ b ‘ 1 5 6 ‘ bo|3 4 5 ‘
from coding theory to increase storage efficiency, without
sacrificing system reliability and node repairability [1]. wlo s 7] w23 7] s 7 s]

In this work, we consider storage systems where failed
storage nodes must be quickly replaced by replacemé:fgc
nodes. To achieve short downtimes, we consider technique$n most practical distributed storage systems, howevé, it
where the repair of a particular node (i.e., by obtainingften desirable for the number of data chunks per Atd®e
replacement data) is via contacting multiple non-failedew much greater than the replication degree of each chunk. For
in paralle—where each contacted node contributes onlyegample, the Google File System [4]—which stores data in
small portion of the replacement data. Such replacemeiitunks of as small as 64 MB each—has a replication degree
strategies have been studied in the context of fatictional ©on the order of three replicas but may store thousands of
repair [1]—where replacement nodes serve functionally fagthunks on each storage node. Thus in this work, we consider
overall data recovery—anekact repair—where replacement & graph-based construction of Steiner systems where the
nodes must be exact copies of the failed node. replication degree and node size are significantly asynicnetr

We build upon the work of El Rouayheb and Ram- Specifically, we construct storage systems where the repli-
chandran [2], who propose a storage system allowing feation degree of each data chunk;is 1, whereas each node
exact repair. Using the idea of Steiner systems [3], tigay store up tg" +¢" ' +---+¢*+¢+1 chunks (for any
authors design distributed storage systems with the desigiven integern). Although it is known from the theory of
redundancy and repairability properties—where even thougrpjective geometries [3] that systems with these paramete
each storage node is responsible for storing multiple datan be designed, by using our graph-based method we are
chunks, replacement of any failed node is always possilsible to give a systematic construction that is highly sdalab
by obtglnlng only a single data chunk from each of Severallln the rest of this paper, whenever we use the term Stein¢eraysve
non-failed nodes. In systems where multiple nodes can & referring to Steiner systems with= 2.
read in parallel, then such a scheme ensures high avaiabili 2For brevity, we refer to the number of chunks per node asitiee size

1. Storage design from Steiner syst8ii2, 3,9); same as [2, Fig. 6(a)].



for a system constructed according to the methods in thieory [9]. Some parameters for which Steiner systems can
paper, it is always possible to increase the storage systbedesigned are given in [10], [2]. In this work, we consider
without moving any existing data chunks—and still be ablSteiner systems similar to those from finite projective pkan
to preserve the property that no pairs of chunks recur in mdspecifically, designs in which the replication degreeg is 1
than one storage node. and with each storage node storing upgto+ ¢» =1 +--- +

Our construction is based on relating Steiner system projf-+ ¢ + 1 data chunks can also be found from the projective
lems with the problem of shortest cycles on bipartite graphgeometryPG(n+ 1, g)—where the data chunks are the lines
More specifically, our systems arise from the constructibn and the storage nodes are the points of the corresponding
cage graphg5], which are graphs with the minimum numbeispace. However, in this work we show that via our recursive
of vertices for a given allowable shortest cycle length argraph construction method, it is possible to initially dspl
other specified conditions on the vertex degrees. Because saeall storage systems without needing to krengriori the
are constructing cage graphs, we further know that for angivuture maximum extent of the storage system—while still
desired node size and replication degree, our constrisctidreing able to preserve the Steiner property in subsequent
are thesmallestpossible systems (in terms of total number oéxpanded systenisThis alternate approach for constructing
storage nodes and total number of data chunks stored). Thiisjective geometries has tremendous benefits for préctica
is useful for the practical application of such construtsio storage system designs, as otherwise the connection betwee
as it immediately translates into least hardware cost fer tsystem design and the construction and extension of such

desired system requirements. geometries is not immediately obvious. Furthermore, our
graph-based construction is simple to implement, and dssig
A. Related Work are uniquely determined given knowledge of the base set of

The problem of distributed storage with efficient repair ig1utually-orthogonal Latin squares (which we discuss )ater
discussed in [1]. Using network coding, the authors proposeln addition to [2], the use of BIBDs for guaranteeing load-
a scheme for storing data where node repair is functionflanced disk repair in distributed storage systems is also
Dimakis et al. [1] also define the idea of a storage-bandwid@ensidered in [11], [12], for application to RAID-basedkdis
tradeoff, and discuss ways to implement either minimugrays. In [12], the authors discuss how block designs may be
storage or minimum bandwidth systems. Even though exated to lay out parity stripes in declustered parity RAIDKdis
repair of storage nodes is sometimes necessary, the stor&geays. The block designs from our work may be helpful for
bandwidth tradeoff under exact repair is not yet fully undeglistributing parity blocks in this scenario, in order to ldui
stood. Building upon the network coding constructions ¢f [1disk arrays with good repair properties.

Rashmi et al. [6] give a scheme for achieving the minimum Certain block designs may also be applicable to the design
bandwidth operating point under exact repair, finding a poiff error-correcting codes, particularly in the constroti
on the storage-bandwidth tradeoff curve. of geometrical codes [13, Sections 2.5 and 13.8]. Graphs

El Rouayheb and Ramchandran [2] introduce a relat@dthout short cycles have been considered in the context of
scheme, termedractional repetition codeswhich can per- Tanner graphs [14], and finite geometries in particular have
form exact repair for the minimum bandwidth regime. Theppeen considered in the context of LDPC codes [15]. Block
then derive information theoretic bounds on the storagsigns and their related bipartite graphs are also caeside
capacity of such systems with the given repair requirementd code design for magnetic recording applications in [16].
Although their repair model is table-based (instead of camd outline of Paper
access as in [1]), the scheme of [2] has the favorabte P
characteristics of exact repair and the uncoded storage ofn the next section, we provide necessary background.
data chunks. Randomized constructions of such schemes @gtion IlI illustrates how our constructions work, thrbug
investigated in [7]. the construction of regular bipartite cage graphs; this-con

Uncoded storage has numerous advantages for distribugé@iction provides a base upon which the larger constnctio
storage systems. For instance, uncoded data at nodes allgfv$ection 1V is built. In Section IV we give the main
for distributed computing (e.g., for cloud computing), byontribution, which is the design of scalable storage syste
spreading out computation to the node(s) that contain tHt can be expanded readily. Finally, Section V concludes.
data to be processed. Upfal and Widgerson [8] consider a
method for parallel computation by randomly distributing
data chunks among multiple memory devices, and derife Notation

some asymptotic performance results. In contrast, ougdsesi  When describing parameters for constructible graphs we

Tt _ nt1_7

are determlnl_stlc, _and we are also able to guarantee mf’p"(q) — " b P gt ] = <=L, for
smallest possible size for our storage system. Furtherrifore, c 7. . In the rest of this paper will always denote
uncoded data chunks are distributed among the nodes accgjigher a prime number or a power of a prime.

ing to Steiner systems, then load-balancing of computation

is always possible. 3We do not describe this in det_ail, but very similar g_raph—Uasmethods

Steiner svstems are an exambl f balanced incom Ic n also be used to construct designs related to the affimeedgoAG (n+

€ Yy ple or balance comp ?,8). These constructions are just as expandable as the pvejegetometry—

block design (BIBD), within the field of combinatorial demig based designs. A brief note on these constructions is giv&ection IV-C.

Il. PRELIMINARIES




In this work, we consider simple undirected bipartitgraphG = (X, Y, E), such a cycle must necessarily alternate
graphsG = (X,Y, E). Cardinality is denoted by- |. For between vertices o and vertices ofY’; thus any cycles
a vertexz, deg(z) gives the number of incident edges. Wenust have even length. Thgrth of a graph is defined as the
only consider graphs where all of the vertices in a vertex dength of the shortest cycle in the graph.
have the same degree, so we can wititg(X ) = deg(x) for Then, ad-cageis a girth< graph with minimum number of
somez € X. The symbol~ is used to denote an edge; fowvertices for a particular desired degree distribution [BF].
verticesz andy, we say that: ~ y if and only if (z,y) € E. The goal of this work is to construct biregular cages of girth
(so that no4-cycles are present)—in order to construct the
smallest possible Steiner system with the desired parasete
A Steiner system is a collection of elemends, into Using transpose codes we can then construct systems requir-
blocks, B, where any subset of elements only occurs onggg the fewest possible storage nodes (i.e., smallpstnd
in the block collection. We reinterpret the Steiner systeffie least number of total distinct chunks (i.e., smallest
requirements by considering its incidence graph [17]. Is thwhile still having the desired repetition degréeand block

work, we will consider bipartite graph& = (X,Y,E), sizel. Such systems will meet the lower bound of Lemnfa 1.
where there are: vertices in X, each of degree:, and

v vertices inY’, each of degreé We call such a graph to beLemma 1. Consider a simple biregular bipartite graph

B. Graph Interpretation of Steiner Systems

biregular whenk +# 1. Clearly, lv = uk. (X,Y, E) that does not have any cycle ©br fewer vertices.
Now we label the vertices of” as the elements op |f deg(X) = k and deg(Y) = I (wherel > k), then the
e,V ={y, | g =0,1,...,0—1}), and the vertices number of verticesy = |Y'| andu = | X|, has lower bounds
of X as the blocks of. Consider a particular vertex;, v > 14+1(k-1) 1)
(where h € {0,1,...,u — 1}), and define blockb, = w > 11— 1)k —1)/k. )

{yg € Y | y4 ~ =zp}. Then the collection of blocks,

B={by |h=0,1,...,u— 1}, satisfies the following: Proof: We sketch the proof for (1) here; a more detailed

. proof of (1) as well as for (2) is provided in Appendix B-A.
1) Each elemeny, € V oceurs in exactly blocks of B. One method for constructing the bipartite graph is by
2) Each blockb, € B containsk elements. starting with a single verteyy € Y (called thelayer 0

It is clear that whenever two blocks, and b, share some yertex) and connecting it tovertices ofX (called thelayer 1

pair of elementsy, and y,, then this is equivalent to theertices). These vertices of must be connected th — 1

4-cycle zp ~ yg ~ xp ~ yg ~ xp. Thus the nonexistence gistinct other vertices o (the layer 2 vertices). Note that

of such4-cycles is equivalent to the nonexistence of shar%{hy remaining vertices o (thelayer 3 vertices) would then

pairs of elements between blocks. In Figure 2, we show th@ed to be connected back to the layeertices ofY” in such

bipartite graph associated with Example 1. a way as to preserve the nonexistencel-af/cles. [

; SO 77 cloments Any bipartite cage achieving the lower bounds of Lemma 1
satisfies the Steiner system property that each pair of ele-
' =% ments occurs irexactly one block. We already know that
0T oo 0,85 080 6 %0 6% 0 0. 0 ol o3 n e PO every pair of elements occurs in at most one block. Since
v=14+Il(k—1)andu =14+1(l—1)(k—1)/k also satisfies
(4) = u(%),” we know that every pair of elements occurs in
at least one block—and therefore occurs in only one block.
. The proof of Lemma 1 gives us clues on how to construct
of elgments, and. is the total number of bIOCkf' In the rGStbipartite graphs that achieve the lower bounds—which must
of this paper, we shall always assume that k. necessarily be cage graphs. We will show how to avoid

XSt;nc;ahX alndY ?re m;rghatr;]geitl)le,kwe fcouldtk:nst(;?d I'(%troducing 4-cycles between the layer and layer3 ver-
€ he elements anit be the biocks of another bioc tices, by considering the use of mutually-orthogonal Latin

systen; .resultmg n the.transpose code$)f [2.]' Since squares (see Appendix A or [20]). Specifically, in order
for practical cases we wish to construct distributed st@rag ™ .\t the cage graphs, we will require the exis-

systems where the repetition degree is smaller than thé bl nce of a set ofy mutually-orthogonalg x ¢ squares
size, we will more often employ the transpose code. To St?}i(m O L(q_l)} where L© is a square with ev,—
consistent witH > &, in these cases we lgétbe the repetition ery c7olum;1 in7natural ’order anfD 7.2 1(a-1) gre

?hegree a:)no] b(? trlle bloik s'nzj' lir?dfrtﬂ]'s mtebrpret]?gtlmsk mutually-orthogonal Latin squares where each square 8as it
€ number of elements andis the total number of BIOCKS. ;o 4th column in natural order. Such a set always exists when
C. Cage Graphs q is a prime or a prime power. We give an exampledet 3:

Fig. 2. Bipartite graph of Steiner system corresponding te 3, [ = 4.

In the above, we construct Steiner systems wligsethe
repetition degreek is the block sizep is the total number

In an undirected grapty = (V, E), a cycle of lengthd is 6The result of Lemma 1 is sometimes known as a Moore-type bound [18]

a set ofd vertices connected in a closed path. In the bipartifdhough we note that the bound in (2) is tighter than theesponding
bound in [19] for our case, wheh> k.
4We can construct systems whére> [ by swapping the two vertex sets. "The condition(;) = u(g) comes from the fact that there are a total of
5In the language of finite geometries, interchanging the rofeslements (”) pairs of elements, which should correspond exactly to the Gb(';)

2
and blocks is the same as interchangjraints andlines pairs of elements in each of theblocks.



Example 2. A set of3 mutually-orthogonaB x 3 squares is
0O 0 O 0o 1 2 0o 2 1
LO=1 1 1|, 2LMW=1 2 o, L®=]1 0 2
2 2 2 2 0 1 2 1 0

Ill. REGULAR CAGE GRAPHS

We now show how to construct girth-bipartite cage
graphs where the degrees of both vertex sets are equ ,
More specifically, the vertex degrees will satisfyg(X) = fo T he Bo TR NN R NN NOR NN N
deg(Y) =qg+1 (i.e., k=1=gq+ 1), whereq is any (a) Conclusion of step 4. (b) Final bipartite graph.
prime or power of a prime. The resulting graphs will havéig. 3. Construction of bipartite cage whete= | = 4, using Algorithm 1.

(X[ =Y|=¢*+q+1. Theorem 3 (see also [5, Section 4]JThe regular bipartite

A. Construction of Regular Cage Graph graph constructed from Algorithm 1 is a bipartite cage graph
of girth at least6, with degreeg + 1 at all vertices.

The construction of regular bipartite cage graphs of dirth _ _ ] 5
is inspired from the construction in Wong [5], and is given _Proof: Algorithm 1 results inl +I(k —1) = ¢° +¢+1

in Algorithm 1. Bipartiteness arises from the construction Vertices fory” andi+i(I—1)(k—1)/k = ¢* + g+ 1 vertices

for X—where every vertex has degrge+ 1. Thusv = |Y|

T aver 0TS e A v andu = | X| achieve the lower bounds of Lemma 1 for the

5 {ng 1]] éﬁ:fn"ev'ctty? f&n?ivjieﬁovirtic'es of X. Without loss of €CUIred degree distributions. By Lemma 2, the shortedecyc
generality, call these verticesy, 1, ..., 2;_1. has at leas6 vertices, so the result is shown. [ |

3 L'—ayﬁf 2] Fort_eaCh f‘g‘f“ﬁﬁj; Jj =0, 176 -ivl - ]i anr&ectﬂﬁtj :ﬁ By interpretingY” as the elements anti as the blocks, we
verticegc?f\t/r?irslgteespotha't a?e ‘Connected to vettex eno¢ € have constructed &(2, k, v) = 5(2,q+1, ¢’ +q+1) Steiner

4: [Layer 3] Connect each vertego.., (m =0,1,...,k—2)tol—1=¢ System—and also a corresponding storage system design.
distinct vertices (I’fX' Cf"i”edjfm,gi:,, L, »l_”*b2-kThelr9fl°fev We see that in order to generate the cage graph and
f;”; ;iuchvl;?tf;z;’m andi = . There will be(k = 1)(l = 4 qsnciated block system, the only required informatiohés t

5. Consider a vertexi,,;, wherem € {0,1,....k — 2}, i € generator element used to generate the multiplicativepgrou

Algorithm 1 Construction of bipartite cage whén=1 = ¢ + 1

{0,1,...,1 — 2}. Connectin, ; to verticesy_, , (), Wherej = for the finite field—as the set of mutually-orthogonal squares
0,1,...,0—2. K can then be uniquely determined. Thus lookup tables for the
5 . N . entire block design need not be stored, since the tables can
The ¢ + ¢ layer 2 vertices §jm, j = 0,1,...,q .
.2 . . always be generated easily.
and m = 0,1,...,9 — 1, coincide with the vertices L .
) In fact, the constructibility of a regular cage graph with

Y1, Y2, - -, Yq2+q a@nd can be mapped using,imy1 =

¢®> + ¢ + 1 vertices in each vertex set is equivalent to the
01.....q—1andi = 0.1,....q — 1, coincide with the constructibility of a prqjective plang of order+1 [17]. The .
vertices x x ..., Zg1q2, and can be mapped usin reg“"".“ cage gra_ph with =1 = 3 is the I_-|eawood_ graph;
atb gk tate® PP Ysee Figure 4, which also shows the associated Steiner system
This construction of the Heawood graph is analogous to the
%kolem construction [9] of Steiner triple systems foe 9.

9j.m. Similarly, the ¢® layer 3 vertices Z,,;, m =

Lg+mg+i+1l = Tm,i-

Notice that the resulting graph consists of the layemd
layer 2 vertices on one side of the graph, connected only
layer 1 and layer3 vertices on the other side.

We first show an example of Algorithm 1 with= 4 and mlo 1 2 w13 5]
l = 4 (soq = 3), before proving that this indeed results in the
desired cage graph. This graph will ha€| = |Y| = 13. b0 3 6 ‘ b ‘ L 46 ‘
The first three steps are straightforward, as they involve wlo 4 5 b2 3 a4 ‘
connecting the vertices of layefs 1, and2 in a tree. Step 4
connects all the vertices associated wjgh,, with thel—1 = I N A bs|2 5 6
q verticesz,, ;, i =0,1,...,¢— 1. This gives Figure 3a. @ 'B'iparti{é grabh. (b) Block design.

Now we consider connecting the other outgoing edges of _ _ _ o
hi. . vertex to the remaining. .. vertices. i 7& 0. The Fig. 4. Steiner system correspondingkte= 3, [ = 3. Figure 4a visualizes
eacny, ;. J 7 Y- 1TI€  the system as a bipartite graph, and Figure 4b shows the bikesign. This
set of mutually-orthogonal squares of ordet 3, given in  gives the same Steiner system as in [2, Fig. 3 (Example 2)].

Example 2, guarantees thicycles do not get introduced in - \we also mention that similar methods can be used to
step 5. Figure 3b shows the resulting bipartite cage graphyonstruct regular graphs (i.ek, = | = ¢ + 1) of girth 6

B. Properties of Graph Constructed from Algorithm 1~ Wheng is not a prime power (e.g., see [21], where- 6).

We show that the graph constructed from Algorithm 1 is IV. SCALABLE DESIGNS

indeed a cage graph, as well as discuss additional propertie .
In Section IV-A, we construct cage graphs where the vertex

Lemma 2. In the bipartite graph constructed from Algo-degrees of the two vertex sets are highly unbalanced, i.e.,
rithm 1, the shortest cycle consists of at leéstertices. wheredeg(X) = k = g+ 1 but deg(Y) =1 = p,(q). We

Proof: See Appendix B-B or [5, Section 4]. m discuss some favorable scalability properties in Sechb6B.|



A. Construction of Designs with = ¢+ 1, I = p,(q) For each iteratiorth where we select the subset of layler
vertices denoted by, = {90, 91,92,...,94}, let us call the

The construction here is recursive; thus we dalll = by, -subgraphas the subgraph induced by the subset of vertices

pn(q) as the degree of the vertices ¥ at iterationn.® (For . .
notational simplicity, if no iteration number is specifieen ~ {vo} U{z;[j € bn} U{Jjm[j € bn, m=0,1,... .k —2}

it is assumed that we are referring to the quantity fortkta u{g™ 1m=01,... k-2 i=01,...,q—1}.
iteration.) The constructed cages havé| = pi"'“éff”(") ; _ _
and|Y| = prs1(q). We show such a graph in Figure 5. Lemmg 4. The graph of Algorlthm 2_ has the desired nun_wber
of vertices,|X| and |Y|, and satisfies the degree require-
ments.
é Proof: This can be shown via careful accounting. We
provide the complete proof in Appendix B-C. ]

w@=-1 . XX XA A XA AEAAXAAEAAALAAA

Lemma 5. In the constructed bipartite graph of Algorithm 2,
the shortest cycle has length of at leéstertices.
Y, VNV Proof: As there are neither odd cycles nor length-
cycles, we only need to check that there are no ledgth-
cycles. Since each selectiop of layer 1 vertices induces a
We will inductively construct bipartite cages with= ¢+1 subgraph which is isomorphic to tie= [ = ¢ + 1 bipartite
and![n] = pn(q) using a layered method similar to beforeregular cage graph, any properties from the regular graph
Notice that forn = 1, the graph is thés =/ = ¢ + 1 cage. glso hold for the subgraph. Thus within ahy-subgraph,
Thus suppose that a cage graph with parameéters;+1  there are not-cycles.
andl[n—1] = pn_1(q) exists. For this graphn—1] = p,.(q) Consequently, any potential-cycle must involve only
andu[n — 1] = % By taking Y as the elements edges from layer to layer 3 vertices, where the laye?
and X as the blocks, this gives a Steiner system with bloalertices are connected to different vertices of layerl.
sizek = ¢+ 1 and withv[n — 1] = p,(q) total elements, i.e., Suppose that the laye2 vertices §;,, and ¢,/ ,/, Where
S(2,4+1,pn(q)). (Here, each element is repeated—1] = ;£ j/, are involved in al-cycle with the layes verticesz "),

; 11 — Pa(@pn-1(9) ,
p”.‘l(q) times, and there arefn —1] = q+1 blocks.) and xfﬁ )i,.g Such a cycle implies that thig,-subgraph must
This system can then be used to construct kthe ¢ + 1, ’ ()
as well as the edge

I = p,(q) cage—as given in Algorithm 2. include the edge betweep), , andz,,”;,

Jir 11 7 (1) . ’= i
Algorithm 2 Construction of bipartite cage whén= g+ 1, I = p,,(q) betweeny; andxm’i, also, theby,-subgraph must include

~(h")
Require: A set of u[n — 1] — pn(q) elements, and a collectios — the edge betweegy , andz,, ., as well as the edge between

{br | h = 0,1,...,u[n — 1] — 1} of (¢ + 1)-element blocksb,, 5 | ~(h') i ,
suéh that each element has exaéfly— 1] = p,—1(q) replicas and no Yi'n andxm, i’ This means that the subséfsandb;. both

Fig. 5. Construction of bipartite cage graph with=q + 1, I = pn(q).

particular pair of elements occurs in more than one block. contain the elementsand;j’. However, sincé;, andb, are
1: [Layer 0] Start with a single vertexo € Y. two subsets that do not share any pair of elements, the fact
2: [Layer 1] Connectyg to I = pn(q) vertices of X. Without loss of that j, j' € b, andj, j/ € by, is a contradiction. u
generality, call these vertices, z1,. .., %y, (g)—1- ’ ’

3: [Layer 2] For each vertexc;, j = 0,1,...,l — 1, connectz; to ; ; ; ; ;
k1 = q vertices ofY. Let;.m. m = 0,1... .,k — 2, denote the Lemma 6. Supposing that a bipartite cage (of girth) with

vertices of this step that are connected to verigx parametersk = ¢+ 1, l[n — 1] = pp—1(q), v[n — 1] = pn(q),
4: for h =ho tglu[ﬁf -1 dof | ( , and u[n — 1] = ””(q)”i”l‘l(q) exists, then Algorithm 2 con-
5: Let the blockb,, consist of elements;, = {go, 91,92, --.,9¢}- : ; : : _
6 [Layer 3] Connect each vertellgy m (m = 0,1,k — 2} o g structs a bipartite cage (of girth) with para;ﬂelt((;z)rﬁ = q+1,
distinct vertices ofX, callediﬁs)i, i=0,1,...,q — 1. Therefore, l[n] = pn(q) (@ndv[n] = pn+1(q), uln] = a+1 )-
2. # 2" . unlessm = m’ andi = i'. (For theh-th iteration, Proof: Follows from Lemmas 4 and 5. u
there will be a total of(k — 1)q = ¢ such vertices: }),) Theorem 7. A bipartite cage of girth6, with parameters

7. Consider a vertexi;, wherem € {0,1,....k = 2}, i € k=g+1 andi[n] = p,(q), exists and is constructible. This

B et () 10 o _ _ _ _ Pnt1(@)pn(g
{0,1,....q 1}-CO”nemm,itOygﬁthz}).J =0,1,....9=-1. graph hasv[n| = p,+1(q) andu[n] = %.

8: end for Proof: The base case where=1isthek =1=¢+1

Ensure: Bipartite cage with degreds= g+ 1, I[n] :;Zn(z)(b;rld(qr;umber cage graph from Algorithm 1, and so is constructible. The
of vertices|Y| = v[n] = pnr1(q), |X| = u[n] = 2ot DPnld)

at1 conclusion follows by induction, using Lemma 6. [ ]
Algorithm 2 differs from Algorithm 1 in steps 6 and 7 N Figure 6, we show the resulting storage system design
because we only connect vig, ,, (wherej = 0,1,...,q) after iterationn = 2, for the case; = 2 (i.e., k = 3). This
instead ofg;, for all j = 0,17' .,1 — 1. This is due to System is in fact an extension of the= 3, | = 3 block design
only considering ¢+ 1)-elementsubsetsnstead of the entire Of Figure 4; for storage nodes, by, ..., bs, the first3 data
set ofxy, . ..,z vertices when constructing each smalleghunks in each node are exactly the same between Figures
subcage. 4b and 6. This scalability will be explained in Section IV-B.

These cage graphs form a family of designs where:
8We letu[n], v[n] denote the respective quantities at iteratianSince
k[n] = ¢ + 1 for all n, we do not qualifyk with the iteration number. SWe knowh # h/, or else thel-cycle is entirely within the, -subgraph.



8 13 1424263234\ systems corresponding t@[n — 1] and G[n] thus satisfy
B[n — 1] C B|n] (again, up to isomorphism with appropriate
9 1517192031 32‘ indexing). Because the blocks 8fn — 1] contain a total of
pn-1(q) elements (i.e{y € b |b € Bln —1]}| = pr—1(q)),
the result is shown. [ ]
1015 16 23 24 27 28‘ Now we can prove Theorem 8.
Proof of Theorem 8: From Lemma 9, one can select
1017 1825 26 29 30\ pn—1(q) layer1 vertices such that the block system consisting
of only these vertices is isomorphic Bin—1]. The subgraph
Figd- 6. Block drelstijgn forhdistkril;]uted Sthrage sx(/jstem hcorwedling tokd =3 constructed through these layewrertices is thus isomorphic
e 1 e Sk 1 e an ACh S0 104 S0 the graph of the previous itratio6n — 1. B
For the distributed storage system, we takas the blocks
q+1,1 = pn(q), v = pnt1(q), andu = %, andthus and X as the elements. Thus each element has ¢ + 1
are coincident with the Steiner syste$i€, ¢+ 1,p,+1(¢)).  repetitions and each block has size p,(¢) (such a system
requires a total ofv = p,41(q) storage nodes and stores
a total ofu = w distinct data chunks). From

. . MU neorem 8, we see that becau&én — 1] is a subgraph
tion for a cage graph with large degrée| for the vertices of G[nl—where the subgraph is a truncation of outgoing

of Y. This particular construction also allows for the eas dges from each’ vertex—this means that the blocks of

e€xpansion of storage systems built using thgs_e methods. sfi‘el[n — 1] = pn—1(q) are truncations of the blocks of size
is, if an extant system hdé: — 1] = p,,_1(q), it is relatively

: . : l%n = pn(g). Equivalently, if we have constructed (using
simple to increase the size of the system so that the degr, éorithm 2) the storage system with block sidle — 1] —

F ; A
of Y hasli[n] = p,(q). This is because the following holds.pn_l(q), then expanding to a storage system with block

Theorem 8. Consider a cage graphi[n], with parameters size l[n] = p,(q) can be accomplished by appending the
k = ¢+ 1, l[n] = pn(q) constructed in iterationn of remaining outgoing edges from eathvertex. No elements
Algorithm 2. The cage graph with parametets= ¢ + 1, need to be moved from the existing system, and yet the
I[n—1] = pn_1(q) (i.e., constructed in the previous iterationSteiner property (of no repeating pairs of elements) will st
of Algorithm 2, and called7[n — 1]) is a subgraph of7[n]. hold—one need only append new elements to the appropriate
blocks. For instance, the expansion of the system of Figoire 4
results in the appended storage system of Figure 6.
Lemma 9. Consider a cage graph withk = ¢ + 1, It is similarly simple to construct a storage system which
[[n] = pn(q), to be constructed in the:-th iteration of has total number of elements, that is between the valid
Algorithm 2. From the set op,(¢) elements and the col- quantitiesun — 1] and u[n] (i.e., uln — 1] < @ < u[n)).
lection of blocksB[n], it is possible to select a subset ofOne should construct the system fafn] elements (i.e.,

012789 10‘ bs |2 3 427303134‘ b1o

036 11141518‘ bs |2 5 628293233‘ b11

045 12131617‘ b7 7111319212729‘ bi2| 9 161821223334‘

135 19222326‘ bs 7121420222830‘ b13

14 620212425‘ by | 8 111223253133‘ b4

B. Advantages of Scaled Constructions
The construction of Algorithm 2 is not merely a constru

Theorem 8 will be proved with the help of Lemma 9.

pn—1(q) elements, calle§[n—1], such that the subcollectionk = ¢ + 1 and I[n] = p.(¢)) and then leave empty
of blocks fromB[n| that contain only elements fro8{n — 1] slots in the blocks which are supposed to store elements
is [isomorphic to] the entire collection of blockS[n — 1] x4, %441, Tas2, ..., Tupm)—1. This Will preserve the Steiner
required in the(n — 1)-th iteration of the algorithm. property and also allow expansion of the storage systerh unti

Proof: Here, the elements afé and the blocks arél. u[n] elements arrive.
We now prove by induction. ,

The base case is — 2. The cage graph with parameters>: Other Scalable Constructions
k = q+1,1[1] = g+1 is the graph from Algorithm 1. In order Due to space constraints, we do not discuss the construc-
to construct the cage graph with parameters ¢+ 1, [[2] = tion of a related class of block designs, which are those that
q®> + ¢ + 1 during iteration2, we choose elements from thecoincide with affine geometries [3]. A similar construction
collection of blocksB[2] = X[1] (i.e., the block collectiol8 to Algorithm 1 can be used to construct cage graphs where
at iteration2 corresponds to the vertex s&t at iterationl). &k = ¢ and! = ¢+ 1—leading to the graph of Figure 2 when
By construction, the block, € B[2] containsg+1 elements, ¢ = 3. From this base case, similar scalability results can be
so the subgraph associated withis isomorphic to the cage derived for storage system designs witk= ¢ and! = p,, ().
graph with parameters = ¢ + 1, [[1] = ¢ + 1.

Now consider an arbitrary iteration From the(n —1)-th
iteration, we know thatBn — 2] C B[n — 1] (up to In this paper, we give practical, scalable, and imple-
isomorphism with appropriate indexing of elements). Sinaeentable constructions of bipartite cage graphs where the
B[n — 1] is used in iteratiom of Algorithm 2 for choosing vertex degrees are highly asymmetric. This allows for the
subsets of layet vertices to construaf[n], andB[n—2] was design of distributed storage systems based on Steiner sys-
used in iteratiom — 1 for choosing subsets of lay&rvertices tems, where the number of replicas of each data chunk
to constructG[n — 1], then the fact thaB[n — 2] C B[n—1] may be much smaller than the storage node size. Using our
results inG[n — 1] being a subgraph ofi[n]. The block constructions, a system designer can guarantee that arsyste

V. CONCLUSION



consuming the least amount of resources (e.g., fewest nrumhe] S. Ratnasamy, P. Francis, M. Handley, R. Karp, and S. I&hietA

of storage nodes) has been deployed and also be able to scalable content-addressable network,Pioceedings of the Confer-
i d th h ' ence on Applications, Technologies, Architectures, anatdeols for
easlly expand the storage system when necessary. Computer Communications (SIGCOMMan Diego, CA, Aug. 27 —

We further comment that the chunk distribution schemes 31, 2001, pp. 161-172.
given by our cage graph construction method can also be u§&dl |- Stoica, R. Morris, D. Karger, M. F. Kaashoek, and H.|da-

llisi . . [, ishnan, “Chord: A scalable peer-to-peer lookup service ifibernet
to guarantee collision resistance In existing storageesyst applications,” inProceedings of the Conference on Applications, Tech-

implementations. As an example, for storage systems imple- nologies, Architectures, and Protocols for Computer Comigations
menting distributed hash tables (DHTs)—such as CAN [2 (SIGCOMM) San Diego, CA, Aug. 27 - 31, 2001, pp. 149-160.

. 1241 A. Rowstron and P. Druschel, “Pastry: Scalable, deedimed object
Cho_rd [_23]1 Pastry [24], and Tapestry [25]—when the desired™ |,cation and routing for large-scale peer-to-peer systeims?roceed-
replication degree and number of storage nodes are known, ings of the 18th IFIP/ACM International Conference on Distrted

then the chunk and replica locations from the appropriate Systems Platforms (Middleware 200Beidelberg, Germany, Nov. 12
— 16, 2001, pp. 329-350.

block design may be used as the hashing function. [25] B. Y. Zhaoet al, “Tapestry: A resilient global-scale overlay for service
deployment,”"IEEE J. Sel. Areas Commuyrvol. 22, no. 1, pp. 41-53,
REFERENCES Jan. 2004.
[1] A. G. Dimakis, P. B. Godfrey, Y. Wu, M. J. Wainwright, and Ram- APPENDIXA

chandran, “Network coding for distributed storage systenfSEE
Trans. Inf. Theoryvol. 56, no. 9, pp. 4539-4551, Sep. 2010. LATIN SQUARES

[2] S. El Rouayheb and K. Ramchandran, “Fractional repetittodes We discuss Latin squares and mutually-orthogonal Latin

for repair in distributed storage systems,” Proceedings of the i O oaid ; ; ;
48th Annual Allerton Conference on Communication, Contesid squares—which will aid in the construction of bipartite cage

Computing Monticello, IL, Sep. 29 — Oct. 1, 2010, pp. 1510-1517. graphs of girtr6. A comprehensive treatment of Latin squares
[3] P. J. CameronCombinatorics: Topics, Techniques, Algorithm€am- can be found in the text by &es and Keedwell [20].

bridge: Cambridge University Press, 1994. o ] ) .
[4] S. Ghemawat, H. Gobioff, and S.-T. Leung, “The Google Bistem,” Definition 1. Consider aq x ¢ matrix L where the entries

in Proc. 19th ACM Symposium on Operating Systems Principl — _ i

(SOSP) Bolton Landing, NY, Oct. 19 — 22, 2003, pp. 29-43. %'k? on valges fronQ {O’ 1,2,... 4 1}.' Thenl is a
[5] P.-K. Wong, “Cages—A surveyJournal of Graph Theoryvol. 6, Latin squaref for every row:, the entries Sat'Sfli,._j # Li,j’

no. 1, pp. 1-22, Spring 1982. wheneverj #£ j'; and for every columry, the entries satisfy
[6] K.V.Rashmi, N. B. Shah, P. V. Kumar, and K. Ramchandran, ‘IEEip o L : -/

and optimal exact-regenerating codes for the minimum—banﬂwidtL” # L j wheneven # i'.

point in distributed storage,” iRroceedings of the IEEE Intl. Symp. onpefinition 2. A columnj of a squareL is considered to
Information Theory Austin, TX, Jun. 13 — 18, 2010, pp. 1938-1942

[7] S. Pawar, N. Noorshams, S. El Rouayheb, and K. Ramchandrgf? n na’_[ural Orde_"f the symbols{O, L...,q— 1} occur In
“DRESS codes for the storage cloud: Simple randomized canstruisequential order, i.e.l; ; =i for i =0,1,...,¢ — 1.
tions,” in Proceedings of the IEEE Intl. Symp. on Information Theory . ) .
St. Petersburg, Russia, Jul. 31 — Aug. 5, 2011, pp. 2338-2342 In fact—given any Latin square—by labeling symbols and

[8] E. Upfal and A. Widgerson, “How to share memory in a disttéill permuting columns appropriately, we can establish a Latin
system,”Journal of the ACMvol. 34, no. 1, pp. 116-127, Jan. 1987. ith ified | . t | ord Next
[9] C.C. Lindner and C. A. RodgeBesign Theory2nd ed. Boca Raton: Sduaré with a speciiied column in natural order. Next we
Chapman & Hall/CRC Press, 2009. define the concept of orthogonality for Latin squares.
[10] C.J. Colbourn and J. H. Dinitz, EdS:he Handbook of Combinatorial L . o .
Designs 2nd ed., ser. Discrete Mathematics and its ApplicationscaBo Definition 3. A pair of g x ¢ squares,L“”), L) is consid-
1] EatgniMChﬁthmag ﬁ‘ Hca”/sCFr_C' Pfgssf’ 2007. veis of disia eredorthogonaif the set of ordered pairs of elements satisfies
. R. Muntz and J. C. S. Lui, “Performance analysis o yS (m) 5(m’) .. -
under failure,” inProceedings of the 16th VLDB ConferenBeisbane, (Li.; +Lij ) | 1,7 € @} ={(a,b) | a,b € Q}. Thus L™

Australia, Aug. 13 — 16, 1990, pp. 162-173. and L(™") are orthogonal if the pairwise catenation of the

[12] M. Holland, G. A. Gibson, and D. P. Siewiorek, “Architaces and :
algorithms for on-line failure recovery in redundant diskags,” Dist. two squares takes on aﬂz pairs of SymbOIS chosen fro@.

and Parallel Databasgsvol. 2, no. 3, pp. 295-335, Jul. 1994. i it (1) 7(2) (r)

[13] F.J. MacWilliams and N. J. A. Sloan€&he Theory of Error-Correcting Deﬂ,mtlon 4'_A set er squares{L L., L } (eaCh
Codes Amsterdam: North-Holland Publishing Company, 1977.  Of Sizeq x q) is considered to benutually-orthogonaif every

[14] R. M. Tanner, “A recursive approach to low complexity esd IEEE  pair of squaresL(m), Lim), wherem,m' =1,2,...,r and
Trans. Inf. Theoryvol. 27, no. 5, pp. 533-547, Sep. 1981. /

[15] Y. Kou, S. Lin, and M. P. C. Fossorier, “Low-density ggrcheck m # m', are orthogonal.

codes based on finite geometries: A rediscovery and new s¢d&EE i i i _
Trans. Inf. Theoryvol. 47, no. 7, pp. 2711-2736, Nov. 2001. When ¢ is a prime or prime power, sets of muma"y

[16] B. Vasic, “Structured iteratively decodable codeseaon Steiner Orthogonal Latin squares can t_)e derived by ﬁ'jSt idenf[ifying
systems and their application in magnetic recording,Pioceedings the generator of the multiplicative group associated wlith t

of the IEEE Global Telecommunications Conference (GLOBEEO fini : ot ; i i fi
San Antonio, TX. Nov. 25 — 29, 2001, pp. 2054-2960. finite field of characteristig. That is, consider a Galois field

[17] J. A. Bondy and U. S. R. MurtyGraph Theory ser. Graduate Texts GF(q) with primitive elemento, so that the elements are

in Mathematics. New York: Springer, 2008. en=0. e1 = 1. 0= . es—a? e = 2
[18] O. Milenkovic, N. Kashyap, and D. Leyba, “Shortenedagrcodes of 0=% &1 =5 €278 =0, vy Cg-1— ’
IAarge Zglci)rég,”lEEE Trans. Inf. Theoryvol. 52, no. 8, pp. 3707-3722, Then the Latin squared,(V), L, ..., L@=1 with entries
ug. .
[19] S. Hoory, “The size of bipartite graphs with a given bjttJ. Combi- LEZ?) = eiteme;, Ym=1,2,...,q—1,4,j7=0,1,...,q—1

natorial Theory, Ser. Bvol. 86, no. 2, pp. 215-220, Nov. 2002. .

[20] J. Dénes and A. D. Keedwellatin Squares and their Applications are mutually-orthogonal with natural order zeroth colutfin.
New York: Academic Press, 1974.

[21] M. O’Keefe and P. K. Wong, “The smallest graph of girth @lamlency 101 ¢; £ 4, then we can always reorder the rows bf™) so that the
7,” Journal of Graph Theoryvol. 5, no. 1, pp. 79-85, Spring 1981. zeroth column consists of the symbdlg, 1, ...,¢— 1} in sequential order.



If we let the ¢ x ¢ matrix L(°) consist ofLEOj) = ¢ for This leavesi-cycles consisting only of layer and layer3

all i,j € {0,1,...,q — 1} (i.e., each column ofL(®) is the vertices. Suppose that a vertgx,,, is a member of ai-
same, and consists of symbols numbered sequentially), tiygle (for anym € {0,1,...,k — 2}). Note thatgq,,, is
the set of squaresL(®, LV 1) .. La=D1 is a set ofy only connected to thé— 1 verticesz,, ;, i = 0,1,...,1—2.
mutually-orthogonal squares—where orl{?) is not Latin. BecauseL(™ has Latin columns (even fof(?)), we see

. that the layer3 verticesz,, ; and ., ;/, wherei # ¢/, will
(0) (qfl) m,t m,it’ ) ’
Lemm?m)lo. F?;){L oo L . } as defmed above, \_Nenever connect to the same layewertex, |.e.,g)jJrl Lo F
haveL,; ;" = L, ;' ifand only if j = 0. That is, for any pair . o foranyj =0.1,....1—2. (Of course,:ﬁmlf and
of squares, only the zeroth column has overlapping entriesi+1.L:/ ; ’

Proof: Because all of the squares have the zeroth colurﬁﬁ”"’thare both conneited t_i_@?]”’i' bu'_[ the}{ are; C?';Temeid to
in natural order, sufficiency is immediate. Now, since thef&® Other common ver ex._) U, m 1S NOT part ot ai-Cycle.

L . Now consider a potential-cycle consisting of verticeg; ,,

areq entries in the zeroth column, and there are anpairs o

of elements(a, b) such thata = b (wherea,b € Q), by the and g, wherej,{’ # 0 anAdy # J'. Then t(f:rgre will be
definition of mutually-orthogonal squares, we know that nB¥® /Iayer3 verticesz,, ; and L i such thatl; ;_, = p =
other [non-zeroth] column will have overlapping entriem Lf/mj)_l and Lgf;l/)_l =y = Ll(ff’]’-,)_l. However, this would
imply that the two squares(™ andL(™") have two separate
columns,j —1 andj’ — 1, where overlapping entries between
the two squares can be found; this contradicts Lemma 10,

A. Proof of Lemma 1 since only the zeroth column has overlapping entries. Thus

The lower bound orw can be seen by considering ar'© 4-cycles exist which involve layet vertices. _
arbitrary vertexy € Y. The vertexy must be connected Since laye3 vertices must connect to lay2wvertices, this
to I distinct vertices of X: call this subset of vertices implies that the shortest cycle consists of at léasertices.

X C X. Now suppose that two vertices,, 2z, € X were C. Proof of Lemma 4

also both connected to some other verfex* y. Then the e want to show that all the vertices ii have exactly
graph Woulcj have a cycle of length conS|st|r)g~of vertices ] = p, (¢) outgoing edges, and all the vertices ih have
y ~ x1 ~ gy ~ xy ~y. Thus each vertex inX’ must be exactlyk = ¢+1 outgoing edges. Furthermor@;| = v[n] =

connected td — 1 unique vertices ot’; we let these vertices Prs1(q) and | X| = u[n] = Pnt1(2)Pn(9)

L A ! Dpe’d),

beY’, where|Y'| = i(k—1). Because{y}UY| = 1+I(k—1) First we verify that we have the correct number of vertices.

(sincey ¢ Y), we establish the lower bound an=[Y|.  Eor vy, there is1 layer 0 vertex. In layer2, we will have
Now consider the(k — 1) vertices ofY". These vertices ;(; — 1) = p, (q)g = p,n+1(q) — 1 vertices, since each of

must each be connected to only one vertexXofOtherwise, the | verticesz;, j = 0,1 1 —1, is connected td: — 1
a vertexjj € Y connected to both; € X andxz; € X would giferent layer2 vertices ofY. Thusv[n] = Y| = pai1(q).

form the 4-cycle y ~ a1 ~ y ~ x5 ~ g (similar to above). For X there ard[n] = p,(q) layer1 vertices. For layes, in
Therefore for anyj € Y, the vertex must connect to at leaspach of theu[n — 1] iterations of step 6, there afé —1)g =

I—1 vertices ofX'\ X. Let X consist of vertices itk \ X such 2 gjstinct vertices ofX involved. Thus, layer3 consists
thatallz € X are connected to some vertexiin Since there ¢ Puln — 1] = Pn(@DPn-1(9) yertices Thereforey[n] =

are at least(k —1)(I — 1) edges betweel’ and X, and any qu"(q)pfill(q) pnﬂ(q)p;(q)

vertexz € X has degreé, then|X| > I(k—1)(I—1)/k. As [ X| = palq) + q+1 = g+l _ °

XNX =0, sou= 1X| > |X|+|X| > 1411 - 1) (k—1)/k. Now we count the number of edges from each vertex. For

layer0, step 2 results in degree 8] = p,,(¢) for vertexyo.
B. Proof of Lemma 2 For layerl, each vertex:;, j =0,1,...,1—1, is connected
We show that there are no cycles of lengther 4 (since (0 €xactlyg+1 vertices (one edge tg, and then; edges to
bipartite graphs have no odd cycles). Clearly, there are Hi§ layer2 vertices), as can be seen from step 3. ,
2-cycles, since the graph is simple (i.e., no multiple edges?1 Now consider a particular layervertexy;,,. We know in
To show that there are no cycles of lengthwe con- the collection of subsetd3, that each element is selected
sider vertices from each particular layer, and show that tﬁéaalyl[n*ﬂ - p_”—l(q_) times; thus;;j@ occurs in e>_<actly
construction results in nd-cycle involving the vertices at ‘[ —1] = Pn—1(q) iterations. Moreover, in each iteration that
that layer. For layep, there are nol-cycles which include Yi.m OCCUrS, it has exactly edges to the layes vertices
vertexyo, as layers), 1, and? form a tree of deptis. Now (Whether or notj is the g, or someg;,, of the current

consider anyi-cycles which include some vertex; from SUDSetbr). Therefore, each laye? vertex hasl edge to
layer 1. Such ad-cycle must also includg; ,,, andg;., for 'S corresponding layer vertex, andgp,—1(¢) edges to the

somem # m’ (@andm,m’ € {0,1,...,k—2}). If j = 0, then Iay9r3_vertices, fpr a total ol + gp,—1(g) = pn(q) edges—
step 4 of the algorithm guarantees that, andg; - do not which is the desired degree for that )’(E{tex-

connect to any laye vertices in common. Fof # 0, since By_ construction, every Iaer_verEeXxm’i has degreg+1,
any layer3 vertex,, ; is connected to at most one vertex ofat iS.1 edge from the associateg, . and¢ edges to the
(G50 | 11 =0.1,....k — 2}, s0 the verticegj;,, and ;. vertlceSng,Lg?, j=0,1,...,q9 — 1, connected via the
can not be connected to the same layeertex form £ m’/. Latin squares method.

APPENDIXB
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