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Abstract

In many application areas, there exists a crucial need for
capturing 3D videos of fast moving and/or deforming
objects. A 3D video is a sequence of 3D representations
at high time and space resolution. Although many 3D
sensing techniques are available, most cannot deal with
dynamic scenes (e.g. laser scanning), can only deal with
textured surfaces (e.g. stereo vision) and/or require
expensive specialized hardware. This paper presents a
technique to compute high-resolution range maps from
single images of moving and deformable objects. A
camera observes the deformation of a projected light
pattern that combines a set of parallel colored stripes and
a perpendicular set of sinusoidal intensity stripes. While
the colored stripes allow recovering absolute depths at
coarse resolution, the sinusoidal intensity stripes give
dense relative depths. This twofold pattern makes it
possible to extract a high-resolution range map from each
image captured by the camera. This approach is based on
sound mathematical principles, but its implementation
requires giving great care to a number of low-level
details. In particular, the sensor has been implemented
using commercial off the shelf hardware, which distorts
sensed and transmitted signals in many ways. A novel
method was developed to characterize and compensate
for distortions due to chromatic aberrations. The sensor
has been tested on several moving and deforming objects.

1. Introduction

Considerable research has gone into developing
techniques to sense the 3D geometry of objects.
However, such techniques have focused on rigid objects
and quasi-static scenes.

In many applications, there is a need for sensing fast
moving and/or deforming objects. For example, capturing
the deformation of real objects could be used in surgical
simulation to model human tissues and organs. Modeling
fabric and rope deformation is of great interest for the
video games and film industries. Another application is
vehicle crash tests where analysis of the deforming
geometry is of direct importance. Real-time sensing of
moving and deforming objects can also be used for
feedback in robotic manipulation and navigation.

These applications require a high-resolution range
sensing technique that makes minimal assumptions about
the type of objects sensed and the types of motions
occurring in the scene. This paper describes a range
sensing technique that extracts depth information in the
entire field of view from single images and is suitable for
untextured objects. We also discuss and address some of
the challenges of implementing this system on
commercial of the shelf (COTS) hardware. COTS
hardware is not designed specifically for this task and
distortions acceptable to the hardware’s target application
can lead to performance degradation in a range sensor. In
particular, we focus on characterizing and compensating
for color dependant distortions such as chromatic
aberration in lenses.

2. Related Work

Previous research in range sensing can be divided
into time of flight techniques and triangulation techniques.
Among time of flight systems, radar and lidar systems
generally provide sparse depth maps. Shaped light pulse
systems [1] can produce dense range maps at relatively
fast frame rates but have low depth resolution and require
expensive specialized hardware. Triangulation based
systems include laser stripe scanning, stereovision, and
pattern-based structured light methods. In these
approaches, corresponding features in  different
viewpoints are found and their 3D positions are computed
by intersecting rays from each viewpoint. These methods
are distinguished by how they solve the correspondence
problem.

Laser scanners project a single plane of light and scan
across the scene. This limits their application to rigid
static objects. Stereovision, which finds correspondences
by matching pairs of features from two images, often fails
on objects with no texture or repeating textures. It has
been successfully applied to moving and deforming
textured cloth [2].

Pattern-based structured light techniques are capable
of producing a dense range map of an entire scene by
projecting a pattern and observing how it is changed from
another viewpoint. Here finding correspondences is
reduced to finding spatially and/or temporally unique
features encoded into the pattern. In methods that only
rely on single images, range maps can be produced at the
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Fig. 1 Projected pattern

video frame rate (in real-time or postprocessed). Multi-
image techniques typically give higher quality range
maps, but rely on temporal coherence limiting the speed
of motions in the scene and often produce range maps at a
rate lower than the video frame rate.

Pattern-based techniques differ in the way the
information is encoded in the pattern. Intensity ramp
patterns [3] are sensitive to noise and reflectance
variations. Techniques using Moiré gratings and
sinusoids [4,5,6] are much more resistant to noise and
reflectance variations, but requires both knowledge of the
topology and points of known depth in the scene. In
systems using black and white stripes [7,8] or colored
stripes [9,10,11] the resolution of the range map obtained
from a single image is limited by the discrete number of
possible pattern encodings. Higher resolution is attained
by using a temporal sequence of images and patterns.
This limits their use to rigid or slowly moving objects. In
contrast, the technique presented here scales with camera
resolution even while using single images. Spacetime
stereo [12] is a method that performs stereo matching over
space and time windows on scenes illuminated by
arbitrarily varying patterns.

In [8], a series of vertical stripes are used with a few
diagonal stripes to disambiguate them. The technique
presented here also uses a pattern with repeating features
combined with additional unique features.

3. Overview
3.1. Basic Operation

The technique described here combines features of
color stripe and sinusoidal triangulation systems. We use
color stripes to get sparse but absolute depth values and a
sinusoid to propagate these values and get a high-
resolution range map. To guide the propagation we
segment the image into regions that do not contain any
depth discontinuities.

Compared to patterns used in previous work, which
employ either color or luminance alone, this pattern is
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more robust because the color and sinusoidal components
provide complementary information. The colored stripe
boundaries give sparse, but absolute depths, while the
sinusoid gives dense relative depths. These points are
used as known points in the sinusoid processing. The
sinusoidal component is resistant to reflectance variations
in the scene and only a few correctly sensed color
transitions (also called color edges) are needed as start
points. A sinusoidal pattern also avoids the need to do
any sub-pixel location estimation of pattern features (e.g.
transitions). The depths are computed at pixel locations.
Also, since dense ranges are computed from a pattern with
no sharp edges, the focus depth of field of the projector or
camera does not limit the sensor’s working volume.

A pattern of vertical colored stripes with a horizontal
sinusoid overlaid (see Fig. 1) is projected on to the scene
by a standard LCD projector and images are captured
from a different viewpoint with a color camera. The
sinusoid of intensity is embedded in the value channel and
the colored stripes are embedded in the hue channel in
HSV color space. Orienting the color transitions
perpendicular to the intensity variation makes them easier
to find and allows the sinusoid frequency to be
independent of the color stripe frequency.

Each frame can be processed independently to
recover depth information. Pixels are given color labels
and scores by a Bayesian classifier. The stripe transitions
are identified, labeled, and scored according to the color
labels of pixels adjacent to each boundary. The scene is
segmented into regions using a snake technique [13] and
the luminance component in each region is processed to
recover the dense depth map using the color transition
depths as starting points.

Processing each frame independently eliminates the
need for temporal coherence. The scene can change
significantly between frames without affecting the depth
recovery. However, temporal coherence may still be used
to improve performance.



3.2. System Geometry

Fig. 2 shows the geometric configuration and
coordinate frames of the camera and projector. The world
coordinate frame, W, coincides with the camera
coordinate frame which is centered at the camera lens
optical center with Xy, pointing to the right, Yy pointing
down, and Zy pointing out of the camera lens along the
optical axis. The projector frame, P, is centered at the
projector lens optical center which is located at V' (py, Dys
p.) and the axes are aligned with those of the world frame.
In practice, the optical axis of the projector and camera
may not be parallel but rectifying the projected pattern
makes a parallel virtual axis. It is often useful for them to
be verging together at a point near the object of interest.

Points in the world are mapped onto the projector and
camera normalized virtual image planes (located at z=1)
using a pinhole lens model:
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Note that “'(x,y) = V(x,p,1) and "'(x,p) = "(x,,1).

The mapping from real image plane coordinates to
the normalized virtual coordinates is done with a
projection model that accounts for lens distortion [14] and
by warping the projected pattern and captured images.

Computing the range map is then the same as
computing the z value for each pixel on the image plane
of the camera.

4. Computing Depth
4.1. Depth from Colored Stripes

The absolute depths of points in the scene can be
found by detecting the color stripe transitions in the
acquired image and triangulating with the locations of the
stripe transitions in the projected pattern.

The color part of the projected pattern consists of a
set of colors, C={cy, ..., ¢,} arranged into a sequence
(by, ..., by) b; € C of vertical stripes such that:

1. b#bj, i.e. consecutive colors are different.
2. bj#b, or by #byy for j#k, i.e. each transition appears
once.

Using more colors leads to a greater number of
possible transitions, but the colors are more difficult to
distinguish. In our case, since the sinusoid is used to get
the dense range map, having a large number of transitions
is not critical. In most of the results presented in this
paper, six colors were used allowing 30 unique
transitions.

In the projected pattern, each color transition
uniquely identifies a vertical plane. On each scanline
(constant '), if a transition is found at “x and

corresponds to the transition located at "x in the projected
pattern, the z value of the point in the scene corresponding
to the pixel “'(x,y) is:
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4.2. Recovering the Color Transitions

In captured images, a Bayesian classifier determines
the colors of the pixels. The probability distributions are
estimated by fitting gaussians to training images of the
scene with a projected “pattern” of only one color. The
images are converted to HSV space giving hues /(x,y),
saturations s(x,y), and values v(x,y). For each color, c, the
mean, L., and variance o, of the hues are computed and
stored. Colors in the pattern should be chosen so that the
overlap in the gaussians is minimized. Our technique is
robust to incorrectly -classified pixels because all
transitions detected in a region are aggregated to form a
guess for the phase unwrapping (see section 4.5).

A captured image the hue channel is processed one
horizontal line at a time. There are several techniques to
locate color edges, such as the consistency measure used
in [9]. A simpler method is to look at the difference in
hue between consecutive pixels. For each group of pixels
whose absolute hue difference (taking into account the
circular nature of hue) exceeds a set threshold, pick the
pixel with the maximum difference to be the location of a
transition.

Once an edge is found, it is labeled with a transition
and given a score based on the color scores of windows of
pixels on each side of the transition. If the color scores
are not consistent with a projected transition (e.g. both
sides are the same color), the transition is ignored. The
scores reflect how confident we are of the label of the
transition.

4.3 Depth from Sinusoids

The depth at each pixel is computed from the
apparent phase shift between the projected and observed
sinusoids.

On the projector image plane, the luminance of the
projected pattern is:

V(Plx,Ply) = Acos((uPly) +C 3)
where ® is the frequency. A and C are chosen to

maximize the use of the projector’s dynamic range and ®
is set smaller than the camera’s and projector’s Nyquist

frequencies.  Converting to world coordinates and
projecting into the world yields:
W W
vV, Yy W2y =4 cos(co#j +C. @)
= Pz

The camera sees on its image plane:
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where R(x,y,z) is due to the reflectance of the surface at

(x,y,z) and N(x,y,z) is due to noise and ambient light.
Cr,. CI

Computing the depth map is recovering Vz(“'x,“"y). Eq.
(5) gives:
w(Clx CIy)_ACOS(O)CIy e(CI CIy)), 6)
0(“x Cly):(o[ Pz ly Y j (7)
(CI CIy)_Wp

In this formulation, 6 can be seen as modulating the
phase or frequency of the original sinusoid. We will refer
to it as the phase. 6, =arctan2(sin(0),cos(0)) , the

wrapped version of 0, can be recovered by multiplying
v(“'x,“y) by cos(w“y) and low-pass filtering (digital
demodulation) [5,6]. 0 is recovered from 0,, by phase
unwrapping as described in section 4.5.

Given 0(“'x,“"y), Vz(“x CIy) is given by:

W _CI_ CI o(— Pz J/+ PY)
z(Cx, )= Yp 8
e(CIx,CIy) z ®)
The 3D locations of the points are found by projecting

back into the world coordinate frame.

4.4. Segmentation Using Snakes and Phase
Unwrapping

The depth cannot be computed from the 0, found
with the sinusoid pattern processing because we need 0 =
0,,+ k2m to compute the depth and the integer k£ cannot be
recovered from the sinusoid. This ambiguity is due to the
periodic nature of a sinusoid. However, if the phase (or
the depth) of one pixel is known (for example using the
color stripes), we can assume that the adjacent pixels do
not differ than more than 27 and compute the 6 value of
the adjacent pixels accordingly. Performing this
propagation is called phase unwrapping [15].

To perform phase unwrapping, we need to segment
our image in regions such that in each region the
difference in 6 between two adjacent pixels is always less
than 2.

There exist various techniques to segment images.
We chose the snake (or active contour) technique [13]. A
snake is a closed contour, which is deforming to fit the
borders of the region we want to segment. Each point of
the snake is moved iteratively based on the various forces
applied to it until it reaches an equilibrium. This
technique is known to give good results for many
problems and has the advantage of being able to bridge
across small gaps in the boundary of a region we want to
segment. This property is very important in our case.

We decided to base the segmentation on the phase
variance (defined in [15]) of the image. The phase
variance is a measure of how fast the phase of a pixel
changes compared to its neighbors. A large change in
phase corresponds to a discontinuity in depth and is
interpreted as boundaries in our image. Phase variance
has been effectively employed in phase unwrapping for
applications such as synthetic aperture radar and magnetic
resonance imaging [15].

The segmentation is initialized as a small circle
centered randomly in the yet unsegmented region of the
phase variance image such that it covers a uniform area of
small phase variance values. Then, each snake point
moves under the influence of three forces applied to it
until equilibrium is reached:

—  An expansion force: Contrary to most snakes in the
literature, our snake is expanding. Each snake point
P is subject to a constant force pointing toward the
outside of the region encircled by the snake and
orthogonal to the tangent at P.

— An image force: The snake expansion is locally
stopped when it reaches regions of high phase
variance.

— A rigidity force: Each snake point is subject to a
force that resists high contour curvatures. This
prevents the snake from flooding into other regions
through the small gaps.

Regions that do not contain any detected color edges
are merged with neighboring regions.

Since this segmentation is based only on phase
variance, it could fail if there is a long depth discontinuity
that corresponds to a phase difference of a multiple of 27.
But this is very unlikely to happen because the depth
difference corresponding to a phase difference of 2n
varies with position. We have never encountered this
problem in our experiments.

4.5. Phase Unwrapping

Before unwrapping begins, guesses for 0 are
computed from the detected color edges by applying (2)
and (7) to each edge. The score of each guess is the
score, ES, of the edge.

The unwrapping of each region starts at the center of
the initial circle of the snake. Then the pixel with the
lowest phase variance among pixels that border
unwrapped pixels is unwrapped. This proceeds until the
entire region is unwrapped in a way similar to the quality
map algorithm in [15].

Once a region is unwrapped, the offset for the region
needs to be computed from the guesses encountered in the
region. We have 0,, which is offset from 0 by an integral
multiple of 2.

0(x, y) = 0,(x,y) + 27k (€)]



k is computed by rounding to the nearest integer the guess
score weighted median of the difference between
encountered guesses and 0, divided by 2n. Using the
weighted median provides robustness against bad guesses
from misclassified colors or falsely detected edges. In our
experiments, incorrect offsets are only used in regions
containing a small number of guesses.

5. Calibration

Calibrating a projector-camera system is more
difficult than calibrating a dual camera system. Standard
camera calibration techniques are based on finding the
location in the image plane of known 3D points in the
world space [14]. To calibrate a projector, a camera
needs to be used to observe a projected pattern. The
known points are on the projector image plane and the
corresponding points are found in the world using the
camera. This often leads to many more sources of error in
the calibration. In this work, the 3D world coordinates
were found by calibrating the camera first and using the
camera to locate the points of a projected checkerboard
pattern overlaid on a printed planar checkerboard pattern.
This provides a basic set of parameters describing the
camera and projector.

Use of color presents a special challenge in using
COTS projectors and cameras. Color misalignment
caused noticeable artifacts in our range maps. The
colored stripe processing is robust to some color
misalignment because the results are only used as guesses
for the phase unwrapping and only need to be within 2x
of the correct result. If the misalignment causes the
sinusoidal pattern to be shifted, it will result in a
systematic error in the depth. This is especially evident
when the shift between colored stripes causes ridges to
appear in the range map. Fig 3 shows the reconstruction
of a surface at about 1000 mm from the sensor. The
artifacts are clearly visible.

Several sources contributed to the color
misalignment. Both the projector and camera lenses
exhibit chromatic aberration. The typical C-mount lens
such as the one used in our experiments is designed for

Fig. 3 3D reconstruction of a surface sensed from about 1
m away.

monochrome closed circuit TV (security camera) or
industrial machine vision applications where chromatic
aberration is irrelevant. LCD projectors are normally
used to show presentations where audience members
don’t notice small amounts of chromatic distortion. It is
not used as a scientific instrument. Specialized lenses that
compensate for chromatic aberration could have been
used in the camera but would be much more expensive.
The projector lens is not designed to be replaceable.
Additional color distortion in the projector is due to color
being produced by three separate LCD panels, which
could be misaligned, and their associated optical paths
may not be perfectly matched.

Chromatic distortion can be divided into traverse
(lateral) and longitudinal components. Longitudinal
distortion results in the colors not being in focus in the
same plane and cannot be easily compensated for after the
image has been captured. The sensor is not very sensitive
to this effect because the sinusoid has no sharp edges.
Lateral chromatic aberration can be modeled by focal
length and distortion parameters that vary with
wavelength. Stretching the different color channels of the
captured image appropriately can compensate for it.

In many cameras (including ours), color is sensed by
a Bayer pattern sensor, which reduces the effective
resolution. This makes it difficult to find the focal length
and distortion parameters for each color channel directly.
Additionally, the projector can only be calibrated through
images captured through the camera lens, which will
show the combined distortions of both the projector and
camera.

In our system we chose the green image channel as
the reference. Green has a refraction index between red
and blue and the camera has the highest effective
resolution in green due to the Bayer pattern filter and is
most sensitive to green. Differences observed in the red
(blue) channels relative to green are modeled with three
parameters: a the ratio of the green camera focal length to
the red (blue) camera focal length, B the ratio of the green
projector focal length to the red (blue) projector focal
length and vy the shift in direction of the Y axis of the red
(blue) channel relative to the green channel in the
projector. A shift does not need to be considered in the
camera because color is sensed through a Bayer pattern
filter in the camera and the color channels cannot be
misaligned in the camera. We only consider a shift in the
Y axis direction because shifts in the X direction do not
affect the projected sinusoid. Shifts in X do affect the
color transitions but as previously discussed they do not
need to be accurately located.

If these parameters are known we can compensate for
the distortion. The projected sinusoid (3) is modified for
each color channel by:

v("'x, ") = A cos(o(By + 7))+ C. (10)



For the camera, the acquired images’ red (blue) channel is
scaled by a and resampled.

o, B, and y can be estimated from the measured
phases 0, computed from the green channel and 6, (0y)
computed from the red (blue) channel of a white sinusoid.
In the compensated images each channel should have the
same phase at every point. We minimize:

> (0, (xa, ya) =0, (x, ) (11)
[¢)

where Q is a set of points in camera images and 6
simulates the effect of compensating for the shift and
focal length differences and is computed from 6, (6,) by:

0,(x, ) =B(6, (x, )~ (L =Dy ~7). (12)
The u)((é— 1)y term accounts for the effective change in

sampling period in demodulation due to the change in
camera focal length.

In our experiments, the optimization was done over
measurements made of surfaces about 540 mm, 690 mm,
825 mm, and 1075 mm from the sensor using a pattern of
a white sinusoid.

The effectiveness of compensation was evaluated by
taking range maps of a set of four surfaces sensed at about
500 mm, 700 mm, 1000 mm, and 1200 mm from the
sensor. Each surface was imaged using a white sinusoid
for reference and the multi-colored sinusoid with and
without compensation for comparison. For each range
map we defined the error by the difference between the
depths computed from the green channel of the white
sinusoid to the depths computed from the colored stripe
image. Fig. 4 shows a cross-section of the error on a
surface at about 1000 mm. This cross-section is along the
red line in fig. 3 and 5 where the combined effects of the
camera and projector are the greatest. Fig. 5 shows the
reconstruction of the surface sensed using compensation.
Applying correction reduces the artifacts significantly.
Over the whole data set, the compensated RMS error is on
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Fig. 4 Error in depth from green reference of a surface
sensed with compensated and uncompensated patterns.

Fig. 5 3D reconstruction of a surface sensed from about
1m away using compensation.

average 36% of the uncorrected RMS error. The
compensated RMS error is 0.05% of the average
measured distance to each surface. For instance, on the
surface at about 1000 mm, the RMS error is 0.48 mm.
The remaining errors are likely due to variation in the
higher order lens distortion between colors in the camera
and projector and the unmodeled effects of the projector’s
optics (such as rotation of the LCDs relative to each
other).

These results were obtained by optimizing a, , and y
over a fairly large working volume (over 700 mm). It is
likely that the error would be further reduced if only a
small working volume was desired.

6. Experimental Results

The results shown here were obtained with a
Viewsonic PJ551 LCD projector at a resolution of
1024x768. Images were captured using a Basler A602fc
camera at 640x480.

6.1. Toy Duck

We captured a range map of a plastic toy duck. It
was about 47 cm from the sensor. For reference a
Cyberware 3030MS laser scanner was used to scan it.
The laser scan had to be manually edited to remove
spurious points produced by the specularity of the plastic.
Fig 6 shows a photograph, the captured image, and 3D
reconstruction of the toy. Fig 7 shows a cross-section
taken along the red line in Fig 6. The range map from our
sensor captures the general shape but has some small

Fig. 6 Plastic toy duck. Photograph (left), Captured Image
(mid), 3D Reconstruction (right)
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Fig. 7 Cross-section of toy duck corresponding to red line
in Fig 6.

distortions where specular highlights were in the captured
image. When aligned with the reference range map the
RMS error over the parts present in both is about 0.48 mm
or 0.1% of the average distance to the object.

6.2. Person Moving a Popcorn Tin

We captured a sequence at 60 fps showing a person
moving a popcorn tin around. The texture on the popcorn
tin affects the range map by adding some small distortions
and, in very dark areas, holes. However, the sensor
correctly senses the person and the overall shape of the
popcorn tin. In particular, the sensor does well in sensing
the shirt worn by the person.

6.3. Bouncing Water Balloon

A water-filled balloon was dropped onto a surface
and captured at 100 fps. The sequence shows the balloon
deforming as it hits the surface and bounces several times.
Fig. 9 shows frames selected from the sequence. Frame
25 shows the balloon just before hitting the surface when
it is still spherical. The following frames show the
balloon deforming as it hits the surface and bounces up.

6.4. Discussion

The range maps obtained from our sensor are quite
good for a single frame technique, showing the
effectiveness of a combination of a discrete color pattern
and continuous sinusoidal intensity pattern. Objects were
successfully sensed at wide range of distances without
adjusting the sensor setup (lens focus, baseline, etc.). It
works on objects moving much faster than what has been
shown with multi-frame techniques.

Using a static pattern allows the range map frame rate
to exactly match the camera frame rate. Systems using
pattern sequences are limited by the speed of both the
projector and camera. Cameras faster than 500 fps are
commercially available, while almost all projectors work

Fig. 8 Person with popcorn tin. Photograph of tin (top left),

Captured image (top right), 3D reconstructions (bot)
at 60 fps or less. Additionally, in cases where adapting
the projected pattern to the scene is unnecessary, the LCD
projector can be eliminated saving cost and weight.

However, the current implementation has a few
drawbacks. The unwrapping process requires at least one
correct phase guess in each region. The colored stripe
process often produces many more than needed. But in
objects that have strongly saturated colors there will be
fewer guesses making the system more sensitive to
segmenting errors. For example, the sensor will have
difficulties on a bright red object. This can be mitigated
by choosing the right set of colors in the pattern in some
cases. However, if the scene contains many saturated
colors it then could be very difficult to find a good set of
pattern colors.

Finally, this system is subject to a limitation common
to all structured light approaches: the projected pattern
must be brighter than the ambient light.

7. Conclusion

The proposed system produces good quality dense
range maps of scenes composed of moving and deforming
objects at camera frame rates by using a pattern that
combines color and luminance information. It makes no
temporal coherence assumption and a reduced spatial
coherence assumption. The spatial resolution scales with
camera resolution and the temporal resolution depends on
camera speed and not on projector speed.



Fig. 9 Frames 25, 28, 31, 34 and 37 of the water balloon sequence.

The proposed technique to characterize and
compensate for color distortions is effective and allows
commercial off the shelf hardware to be used.

At this stage, the sensor can still be improved, but
works well enough to begin exploring some application
areas. We are investigating how to extract from a
sequence of range maps a moving and deforming dynamic
mesh. This is potentially more efficient and useful than a
series of range maps. For some applications a real time
implementation is needed. This technique has no intrinsic
properties precluding a real time implementation.
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