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PAPER:
Accelerating Parallel Evaluations of ROCS

SCISSORS:
Computing Interpolated Shape Signatures Over ROCS SpaceThe Appeal of GPUs

Intel Core i7 975

NVIDIA GeForce GTX 285

>20x

GPUs offer peak and sustained

FLOPs much higher than CPUs.

>14x

N

N

N

N

O

O

O

H

HH

H

H

H

H

H

H

H

O

N

N

N
H

N

N

! Chapter 3: Hardware Implementation 

 

!

CUDA Programming Guide Version 2.0  9!

 

!

!

The host issues a succession of kernel invocations to the device. Each kernel is executed as a batch 
of threads organized as a grid of thread blocks 

Figure 2-1. Thread Batching 
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Massively-multicore and -multithreaded GPU

architecture lets PAPER do several ROCS-style

optimizations simultaneously (1 per core)

(a) Mode 0 (b) Mode 1

(c) Mode 2 (d) Mode 5

Figure 2: Tanimoto scores for selected PAPER initialization modes (Y) vs oeROCS (X)
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The ROCS algorithm depends on 

initial conditions for accurate results.

PAPER offers a variety of initialization

modes, trading off computational

efficiency against result accuracy

PAPER Initialization Modes (# starting positions):
Mode 0 (1):   Inertial overlay
Mode 1 (4):   Inertial overlay + 180° rotations
Mode 2 (12): Inertial overlay + 90° rotations
Mode 5 (31): Inertial overlay + 30 random rotations

Illustrated:

Scatter plots of ROCS Tanimoto (X) vs PAPER Tanimoto (Y)

Data set: 1000 compounds from the Maybridge Screening Collection

PAPER in mode 1, 2, or 5 shows

virtual-screening performance

comparable to ROCS on almost

all systems in DUD.

Illustrated:

AUC mean values (line) and 68% and 95% confidence

intervals (box,whiskers) for 

ROCS in Exact and Grid modes,

and PAPER in initialization modes 0, 1, 2, and 5.

Data set: Database of Useful Decoys, version 2 (UCSF)
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PAPER using Mode 0
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PAPER using Mode 1
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PAPER using Mode 2
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PAPER using Mode 5

What do these coordinates actually mean?
For well-approximated metrics, most of the
“weight” of the metric is found in the first
eigencoordinate, and coordinates past the

first are decreasingly important.

Given a molecule G and its real-space
vector mapping ! satisfying:

ĜĜT = 〈G, G〉
for some inner product (metric).

If the metric is well-approximated, then

Ĝ0Ĝ
T
0 =

(
Ĝ0

)2

≈ 〈G, G〉
indicating that the first (most important)

component of a molecule vector is
approximately equal to the square root of the

self-inner-product of the molecule. 

For ROCS, the first coordinate is approximately
the square-root of the self-overlap volume.

Therefore, the most important component of ROCS 
Tanimoto is simply the relative volume of molecules.

The known utility of ROCS in screening, combined with 
the strong correlation between MW and self-volume ,

may explain why MW works as a VS measure.

Coordinate 0 / Mol. Wt vs Self-Overlap Volume
SCISSORS on overlap values in 1D, Maybridge basis (N=500)

Dataset: DUD (N=128371)
Red lines in coordinate plot show {0.6,0.8,1.0} ! sqrt(x)

Correlation coefficient MW vs SO = 0.913

TAB =
〈A,B〉

〈A,A〉 + 〈B,B〉 − 〈A,B〉

Many molecular similarity measures report similarity as a Tanimoto score.

How can we use the mathematical structure of Tanimotos to 

gain insight into the metrics (and calculate them faster)?

The original definition of Tanimoto

returns a similarity score in [0,1] for

a pair of vectors A and B in terms of

inner products.

〈A,B〉 =
TAB

1 + TAB
(〈A,A〉 + 〈B,B〉)

This equation can be rearranged to

obtain the inner product between

a pair of vectors given their Tanimoto

and magnitudes.

〈A,A〉 = 〈B,B〉 = 1

Assumption 1:

Assume that we can treat molecules as vectors in some inner product space.

How can we solve for the inner product between two molecules?

Alternatively: What is the magnitude of a “molecule vector”?

Option 1: Uninformed decision
In the absence of knowledge, we
can set all magnitudes to unity.

Option 2: Use knowledge of the metric

(example: ROCS Tanimoto)
ROCS defines its shape Tanimoto in terms of the
pair and self-overlap volumes of the molecules.

By analogy to the definition of Tanimoto,
self-overlaps can be used as magnitudes.

Indeed, the ROCS equation looks like an inner product
in function space (but isn’t!).

Tfg =
Ofg

If + Ig − Ofg

Ofg =
∫

f(�r)g(�r)d�r

If =
∫

(f(�r))2 d�r
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Assumption 2:

Further assume that molecules can be represented as vectors in ℜN.

How can we reconstruct such vectors from the calculated inner products? 

Let G be the matrix of pairwise inner

products. We want a matrix M

with molecule vectors along the rows

such that their inner products are as given.

Since G is real-symmetric, it has a spectral 
decomposition into a matrix of eigenvectors

V and a matrix of eigenvalues D. 

Taking the square root of D, we derive
a simple expression for the molecule vectors!

This technique is known as 

metric multidimensional scaling (MDS).

Least-squares lets us solve for coordinates

of new molecules outside the MDS “basis set”.

To estimate coordinates for a new
molecule x, calculate inner products T

and solve a linear-least-squares problem:

M�x = T

These vectors (or “shape signatures”) 

can be used for extremely rapid estimation of Tanimotos.

Calculate basis vectors by MDS

Evaluate pairwise Tanimotos 

on basis set

Evaluate library Tanimotos 

against basis set only

Calculate library vectors by 

least-squares

Evaluate query Tanimotos 

against basis set only

Calculate query vectors by 

least-squares

Evaluate query Tanimotos 

against library by low-D 

dot product

One-time

setup

Library

screening

The SCISSORS advantage: for each screen, run ROCS (or other measure) 

only against a small basis set, not the whole library!

Sensitivity to Basis Set Size and Dimensionality

Dataset: Maybridge + BBP2 (N=57256)
Basis Set: Maybridge + BBP2 (disjoint from test set)

Test set N=10000

Sensitivity to Basis Set Selection
Mean AUCs and 68% and 95% CIs (box,whiskers) on DUD

SCISSORS on overlap values in 10D, varying bases
(G) OpenEye ROCS, Grid mode

Basis Sets Compared: 
(M) Maybridge Screening Coll. (N=500 random from 56842)
(A) Asinex Gold Collection (N=500 random from 233795)

(F) CSIRO/Maybridge Fragment Library (N=473)
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How well does it work?

Reproduction of ROCS Shape Tanimotos
Clockwise from top left: 

SCISSORS on {overlap, Tanimoto} vs ROCS, 

SCISSORS-overlap vs SCISSORS-Tanimoto

constrained SCISSORS on Tanimoto vs ROCS,

Dataset: DUD (N=128371)

Basis Set + Size: Maybridge, N=500

Dimensionality: 10D

Virtual Screening Performance
Mean AUCs and 68% and 95% CIs (box,whiskers) on DUD

Orange: 5-D; Blue: 10-D; Gray: ROCS Grid Mode

(O,T) SCISSORS on overlap, Tanimoto values
(C) SCISSORS on Tanimoto values (constrained)

SCISSORS Basis set: Maybridge Screening Collection

How well does it generalize?

The magnitudes of the eigenvectors explain
the “importance” of each MDS dimension.

 If the spectrum falls off too slowly,
SCISSORS cannot find a good low-

dimensional coordinate approximation.

ROCS shape (left) is approximable in a
few dimensions.

Even in 100-D, ZAP ET Tanimoto (right) is not.

" !

(a) Mode 0 (b) Mode 1

(c) Mode 2 (d) Mode 5

Figure 2: Tanimoto scores for selected PAPER initialization modes (Y) vs oeROCS (X)
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The ROCS algorithm depends on 

initial conditions for accurate results.

PAPER offers a variety of initialization

modes, trading off computational

efficiency against result accuracy

PAPER Initialization Modes (# starting positions):
Mode 0 (1):   Inertial overlay
Mode 1 (4):   Inertial overlay + 180° rotations
Mode 2 (12): Inertial overlay + 90° rotations
Mode 5 (31): Inertial overlay + 30 random rotations

Illustrated:

Scatter plots of ROCS Tanimoto (X) vs PAPER Tanimoto (Y)

Data set: 1000 compounds from the Maybridge Screening Collection

PAPER in mode 1, 2, or 5 shows

virtual-screening performance

comparable to ROCS on almost

all systems in DUD.

Illustrated:

AUC mean values (line) and 68% and 95% confidence

intervals (box,whiskers) for 

ROCS in Exact and Grid modes,

and PAPER in initialization modes 0, 1, 2, and 5.

Data set: Database of Useful Decoys, version 2 (UCSF)

PAPER achieves typical 

speedups of 30x relative to

ROCS through GPU acceleration

and batching of multiple

overlay calculations.

Illustrated:

PAPER speedup relative to OpenEye ROCS for various

molecule sizes and batch sizes, in Modes 0, 1, 2, and 5.

Hardware: GPU: NVIDIA GeForce GTX 280

    CPU: AMD Athlon 64  3800+ (2.4GHz)

Data set: Maybridge Screening Collection

Large = 44 heavy atoms

Medium = 22 heavy atoms (average for MSC)

Small = 11 heavy atoms


